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3 ABSTRACT 

Question Answering (QA) systems provide direct answers to natural language (NL) questions posed by 

humans. Linked data (LD) provides an ideal knowledge base for answering complex QA as the framework 

expresses structure and relationships between data which assist in parsing the question, also the open ‘web of 

data’ or knowledge graph formed by interlinking between LD nodes provides a vast and varied domain of 

knowledge to search over. Despite this, recent attempts at NL QA over LD struggle when faced with 

complex questions due to the challenges in automatically parsing natural language into a structured LD query 

language such as SPARQL, forcing end users to learn these languages which can be challenging without a 

technical background. There is a need for a system which returns accurate answers to complex natural 

language questions over linked data, improving the accessibility of linked data search by abstracting the 

complexity of SPARQL whilst retaining its expressivity. This thesis presents AQUACOLD (Aggregated 

Query Understanding And Construction Over Linked Data) a novel LD QA system which harnesses the 

power of crowdsourcing to meet this need. AquaCold uses query templates built by system users to answer 

questions, rather than an algorithmic solution, and as such can handle queries of significant complexity. 

AquaCold’s effectiveness as a NL LD QA answering system was evaluated using the standard IR metrics of 

precision, recall and f-score on the QALD-9 question set, a benchmark used by many comparable NL QA 

systems. 30 participants took part in the study, attempting to answer a subset of QALD-9 questions using 

AquaCold. Results were analysed and compared against published results for similar NL LD QA systems, 

for both the AquaCold system overall and with respect to the dimensions of user IT skill to evaluate the 

utility for non-technical users specifically and with respect to the different crowdsourced components of the 

system to evaluate the utility of each. AquaCold performed strongly in the QALD9 benchmark study, 

recording greater f-score and query coverage results than comparable systems. Non-technical users achieved 

better scores when all or part of the question was available to answer using a query template, but achieved 

worse scores when no template was available and answers had to be obtained using the query builder 

component instead. This indicates a viable workflow where technically skilled users create templates which 

less technically able users could use to answer questions. 
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1 Chapter 1: Introduction 

1.1 Introduction 

The term ‘Linked Data’ refers to the technical framework that provides standards for defining data and its 

relationships, enabling data to be published and queried over the web in a decentralised, distributed and 

machine readable form (W3, 2015). This framework includes RDF (Resource Description Framework) for 

data modelling, OWL (Ontology Web Language) for ontology design and SPARQL (SPARQL Protocol and 

RDF Query Language) for querying. 

The standards at the core of the Linked Data framework promise better discovery, integration, co-operation 

and automation between systems. Some believe the Linked Data Web will provide the unifying technology 

to allow concepts to be progressively linked into a ‘universal web of knowledge’ (Handler & Berners-Lee, 

2001). If the World Wide Web can be described as a ‘Web of Documents’, connected by standardised 

hypertext links, the Linked Data Web is analogous to a ‘Web of Data’ with links that contain information on 

the type of relationship between data (Tim Berners-Lee & others, 1998).   

This relationship information present in Linked Data can help information retrieval systems understand user 

queries and provide direct answers to questions, rather than returning links to webpages that may or may not 

contain the answers. Providing direct answers has shown to be preferable to users (M. S. Bernstein et al., 

2012), over returning lists of web pages.  

Despite growing to encompass over 28 billion unique triples (Fern & Mart, 2017) and incorporating data 

from large, high-profile tech companies including Wikipedia, Yahoo and Microsoft (Cyganiak & Jentzsch, 

2012), many are pessimistic that the ‘Web of Data' will attain widespread adoption by regular ‘non-

technical’ users in the way the established ‘Web of Documents’ has.  A key reason cited is the lack of 

intuitive user interfaces to search, sort, link, and make use of this data:. 
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“..the lack of technical knowledge and an understanding of the intricacies of the semantic 

technology stack limit such users in their ability to interpret and make use of the Web of Data. The 

key solution in overcoming this hurdle is to visualise Linked Data in a coherent and legible manner, 

allowing non-domain and non-technical audiences also to obtain a good understanding of its 

structure, and therefore implicitly compose queries, identify links between resources and intuitively 

discover new pieces of information” (A. Dadzie & Rowe, 2011). 

In the early days of the Linked Data web, lack of adoption resulted in decreased incentive to put information 

online in Linked Data format, which in turn resulted in lack of adoption and so, on in a ‘Chicken and Egg’ 

problem. The significant increase in the availability of Linked Datasets in recent years (Fig 1. (Ivan Ermilov, 

Jens Lehmann, Michael Martin, 2016) see also Figure 1-2 and Figure 1-3), has gone some way towards 

removing this barrier. Now, the key problem is how to search and explore the masses of Linked Data 

available to effectively and efficiently retrieve the information we need, or, to adapt the previous analogy, 

‘we have enough chickens, but how can we get enough eggs out of them?’ (Ferré, 2015). 

 

Figure 1-1 : Growth of linked data over time1 

 
1 Source: http://lod-cloud.net 
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Figure 1-2: Number of publicly available Linked Data sets in 2007: 12. Source: http://lod-cloud.net 

 

 

 

Figure 1-3: Number of publicly available Linked Data sets in 2019: 1,239 Source: http://lod-cloud.net 
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At present, in order to query the Linked Data web, users must either learn a formal query language such as 

SPARQL or rely on a narrow set of common queries which can be understood by search engines which often 

draw on Linked Data sources (Chilton & Teevan, 2011). This has resulted in a need for a Linked Data search 

tool which can return answers from the Linked Data web based on complex natural language queries written 

by users without a technical background. 

Some believe that lack of uniformity in Linked Data will prevent such as system from succeeding (Guha et 

al., 2003) with both data heterogeneity (lack of consistency in the application of schemas) and the challenges 

of search term disambiguation acting as significant obstacles for domain-oblivious users looking to build 

reliable Linked Data queries (Decker & Eport, 2010). Harnessing the power of the crowd may help resolve 

these heterogeneity and disambiguation challenges as people can understand queries at a deeper level than 

machines, with most web users experienced in crafting natural language queries to find information on the 

web (Demartini et al., 2013). Although some work has been done in this area with keyword queries (Pound 

et al., 2012; Tran et al., 2009) there has been little exploration of applying the crowd to understanding natural 

language representations of Linked Data queries as part of a holistic, integrated interface for constructing, 

discovering and ranking Linked Data queries with natural language representations. 

This thesis investigates existing systems which query the Linked Data web and proposes A.Q.U.A.C.O.L.D 

(Aggregated Query Understanding And Construction Over Linked Data - Figure 1-4) a novel contribution to 

the field which provides answers to complex questions through a combination of a simple grid interface for 

linking Linked Data nodes, a natural language interface for querying Linked Data and producing answer 

templates and a crowdsourced voting tool for surfacing quality results. The investigation will incorporate 

accessibility considerations for non-expert users when designing search interfaces, explore question 

answering tools for structured data sources and examine the role of crowdsourcing in surfacing high quality 

results from Linked Data sets.  
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Figure 1-4: The AquaCold interface 

The key question underpinning this work is whether limitations in existing natural language Linked Data 

query tools can be remedied in the AquaCold prototype to produce quantifiable performance improvements, 

using the established QALD (Question Answering over Linked Data) benchmark (Unger et al., 2014) for 

question answering systems.  This work is influenced by recent ideas from the fields of interactive 

information retrieval, human-computer interfaces, entity-centric semantic search, and natural language 

processing. 

The following sections in this chapter describe in greater detail the aims and objectives of this work, the 

methodology used, the working hypothesis and overall contribution of this work to the body of knowledge 

for this subject. This introductory chapter concludes with a detailed chapter by chapter outline of this thesis. 
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1.2 Hypothesis 

The hypothesis of this research is as follows: 

Compared to question answering systems which rely on algorithmic methods to translate natural 

language into a structured query, a system which relies on crowdsourced query templates built and 

ranked by other users to translate natural language into a structured query (henceforth AquaCold) will 

improve effectiveness in retrieving question answers from the linked data web.   

1.3 Research Questions and Research Objectives 

The research questions for this work are as follows: 

RQ1.)  How does AquaCold compare in terms of effectiveness (measured by precision and recall) when 

benchmarked against state-of-the-art question answering systems which use algorithmic methods to translate 

natural language to a structured query? 

RQ2.)  How does AquaCold compare in terms of user satisfaction when benchmarked against state-of-the-art 

question answering systems which use algorithmic methods to translate natural language to a structured 

query? 

RQ3.)  Is there a relationship between users’ I.T proficiency in terms of web, structured data and linked data 

search skills and their effectiveness with, and satisfaction with the AquaCold system.   

RQ4.)  To what extent do the novel components that comprise the AquaCold system: The Query Builder 

interface; free text labelling of filter sets, natural language search over filter sets, confidence score voting of 

filter set labels and query templating, contribute to the overall effectiveness of the system. 

RQ5.)  To what extent does the query templating system expand available query coverage in the AquaCold 

system and ameliorate the cold start problem faced by similar crowdsourced systems.  

The research objectives following on from these questions are as follows: 
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RO1.) To compare the effectiveness of the AquaCold system against those recorded by question answering 

systems which rely on algorithmic methods to translate natural language to a structured query. 

RO2.) To compare the user satisfaction of the AquaCold system against those recorded by question 

answering systems which rely on algorithmic methods to translate natural language to a structured query. 

RO3.) To determine the relationship between users’ I.T proficiency in terms of web, structured data and 

linked data search skills and their effectiveness with, and satisfaction with the AquaCold system. 

RO4.) To measure the individual effects of the novel components that comprise AquaCold: The Query 

Builder interface; free text labelling of filter sets, natural language search over filter sets, confidence score 

voting of filter set labels and query templating; on the overall effectiveness of the system. 

RO5.) To measure the rate at which query templates are produced using AquaCold and their effect on the 

overall query coverage of the system. 

1.4 Methodology 

The research method for this work is as follows: 

1. Chapter 2: Literature review.  Summarising and establishing previous work in the field, evaluating 

existing search tools for Linked Data with emphasis on those designed for non-expert users in the 

question answering domain, identifying the current state of the art.  

2. Chapter 3: AquaCold prototype design.  Designing and develop a prototype which allows 

complex questions to be answered over Linked Data by utilising crowdsourcing. The system 

includes: a faceted search grid for browsing Linked Data nodes; a free text labelling tool for saving 

selected sets of filters with a user defined title; a templating system which produces variations on the 

original title and result sets based on Linked Data nodes related to entities in the title; a natural 

language search facility for retrieving titles, associated filter sets and grids; a voting system for 

promoting results deemed accurate by the community and demoting those deemed inaccurate. 



18 
 

3.  Chapters 4 and 5: Experiment.  Two experiments were conducted: First, participants were 

presented with a tutorial that explained the evaluation process and demonstrated how to use the 

system. Next, five questions were selected at random from the QALD-9 (Question Answering over 

Linked Data) challenge. Participants were required to answer each question using AquaCold and 

submit their answer, to evaluate the precision and accuracy of the answers submitted against the gold 

standard answer set. These results were measured in aggregate against the precision and accuracy of 

competing systems which have published their results for the QALD-9 benchmark. Each of the five 

questions were presented with a different combination of AquaCold system features activated and 

deactivated, so the contribution of each feature can be measured independently; second, an expert 

user with full knowledge of AquaCold system features attempted all 403 questions from the QALD-

9 challenge and recorded which could be answered by the system, including details of where and 

why the system failed. Three surveys were deployed to capture qualitative information: First, a 

background survey which captured English proficiency, overall IT proficiency and experience with 

querying structured data; second, a task load survey was presented after each question to capture 

participants experiences on a per question basis. Finally a user satisfaction survey was provided at 

the end of the experiment to capture participants feelings on the system as a whole. 

1.5 Thesis contribution 

This work contributes to the literature in the fields of Linked Data search and Question Answering over 

Linked Data. It aims to provide a more user friendly yet effective solution that utilises crowdsourcing to 

translate natural-language queries into the required formal representation (SPARQL queries). To this end, 

this work presents and evaluates AquaCold - a novel approach to the problem of Linked Data search for non-

expert users. Two experimental studies were completed to evaluate the effectiveness and efficiency of the 

system. The results of these experiments demonstrate that using AquaCold to answer queries over linked 

data provides a number of benefits over existing systems. Therefore, this work contributes to the field of 

Linked data search by providing an example of how an integrated search tools which employs crowdsourcing 

can be used to answer questions effectively and efficiently over the linked data web. 
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1.6 Thesis outline 

Chapter 1: Introduction – This chapter serves as a general introduction to this thesis, outlines the problem 

to be solved and establishes the hypothesis. This chapter also presents the aims, objectives and research 

methodology carried out in this work. The structure of the thesis is detailed together with the contribution to 

the field of Linked Data search for non-expert users. 

Chapter 2: Literature Review – This chapter explores the practical and theoretical research related to the 

subject of this thesis and identifies the current state of the art. This chapter is comprised of three sections: An 

overview of Linked Data technologies including benefits, limitations and challenges; Developing QA 

interfaces for non-expert users including definitions and design principles; An overview of existing Natural 

Language LD QA interfaces, Query Builder interfaces and Crowdsource powered interfaces. 

Chapter 3: The AQUACOLD system – This chapter details the design considerations and technical 

implementation of the AquaCold system. A design framework derived from the literature review findings is 

included, together with a detailed breakdown of the key technical components:  

Chapter 4: Evaluation – This chapter describes the evaluation methodology used to measure the 

performance of the AquaCold system and includes: an overview of evaluation methods employed by similar 

systems; a mapping between this evaluation methodology and the hypothesis presented in chapter 1; an 

outline of the user evaluation on AquaCold performance based on a subset of questions from the QALD9 

benchmark; an outline of the technical evaluation conducted by an AquaCold system expert to ascertain the 

total answerable query space.  

Chapter 5: Results – This chapter details the results gathered in chapter 4, including descriptions of analysis 

methods used and reports of trends, anomalies and general identifications made from the result data.  

Chapter 6: Conclusions – This last chapter summarizes the results of the evaluations conducted in this 

work, presents conclusions drawn from these results, discusses limitations of both the system and the 

evaluation process used and provides suggestions for the direction of future research in this area. 
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2 Chapter 2: Literature Review 

2.1 Introduction 

This chapter analyses and reviews the practical and theoretical research related to the subject of this thesis 

and is comprised of four sections; Linked Data technologies, Designing question answering interfaces for 

non-expert users, Question Answering systems and Linked Data Question Answering interfaces.  

The first section presents an overview of Linked Data, details the underlying technology stack, benefits and 

limitations of the technology and an overview of the promises and challenges of Linked Data search. The 

second section explores good design principles in the development of question answering interfaces for non-

expert users, including a definition of terms. The third section provides an overview of the Question 

Answering field as a whole and the subcategories that comprise it.  

The final section looks at existing question answering interfaces for Linked Data and is split into three 

subsections. The first two subsections - Natural Language Interfaces for Linked Data search (henceforth NLI 

LD) and Query Builder Interfaces for Linked Data (henceforth QBI LD) represent two common 

subcategories for Linked Data search, which use natural language or a user interface as input to receive 

results/answers from the Linked Data Web. The third subsection – Linked Data search tools which utilise 

crowdsourcing - is a smaller subcategory within the Linked Data domain, but highly relevant to this work so 

is included here. 
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2.2 Linked Data 

2.2.1 Linked Data Overview 

Linked Data (henceforth: LD) has been described by Sir Tim Berners-Lee as ‘The Semantic Web Done 

Right’ (Tim Berners-Lee, 2009). The Semantic Web is the conceptual framework for linking between 

datasets in a manner that both people and computers can derive meaning from. The Semantic aspect borrows 

from the linguistic concept of identifying meaning of words and phrases2. Linked Data refers to a set of 

design principles for achieving this framework via a technology stack that enables data to be published, 

queried and inferred, over the web (W3c, 2015).  Sir Tim Berners-Lee described the Linked Data web as:  

“... an extension of the current Web in which information is given well-defined meaning, better 

enabling computers and people to work in cooperation. It is the idea of having data on the Web 

defined and linked in a way that it can be used for more effective discovery, automation, integration, 

and reuse across various applications. “  (Tim Berners-Lee et al., 2001) 

A core principle of LD is that relationships between data, as well as the data itself, is represented in a 

standardised format using a technology stack (Figure 2-1) built on web technologies RDF, HTTP and URIs .  

 

Figure 2-1 : The Linked Data technology stack3 

 
2 Oxford English Dictionary. "Semantics" OED Online. Oxford University Press, March 2020 
3 https://adl.gitbooks.io/companion-specification-for-xapi-vocabularies/content/semantic_web_technology,_linked_data,_and_rdf/ 
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The World Wide Web consortium (henceforth W3c, the international standards organisation for the web) 

describe the semantic web as ‘a technology stack designed to support a web of data’,  differentiating it from 

the existing ‘Web of Documents’ – the standard web we know that consists of HTML pages and hyperlinks 

(W3.org, 2012). As such, decentralisation is core to the Semantic Web concept. Anyone can add to the LD 

graph by publishing RDF data on the web.  

Using URIs (Uniform Resource Identifiers) as unique identifiers, data can be referred to over the internet by 

computer programs from different domains, enabling interoperability (Tim Berners-Lee, 1996). Thus, the 

Linked Data Web promises a disseminated, dynamic, ever expanding knowledge base where relationships 

between content and entities can be expressed and queried using formal logic rules.  

Sir Tim Berners-Lee, inventor of the World Wide Web, defined four key rules for LD (Tim Berners-Lee, 

2006): 

1. Use URIs to name (identify) things. 

2. Use HTTP URIs so that these things can be looked up (interpreted, "dereferenced"). 

3. Provide useful information about what a name identifies when it's looked up, using open standards 

such as RDF, SPARQL, etc. 

4. Refer to other things using their HTTP URI-based names when publishing data on the Web. 

Linked Data technologies have been at the heart of many recent high profile innovations in computer 

science, including IBM Watson (Gliozzo et al., 2013) and the Google knowledge graph (Singhal, 2012). The 

technology is used in many diverse domains including medicine, the public sector, cultural heritage and 

digital libraries. Since its inception over 17 years ago (Tim Berners-Lee et al., 2001) the Linked Data web 

has grown to incorporate over 149 billion triples (Ivan Ermilov, Jens Lehmann, Michael Martin, 2016). 

Frameworks are the foundation of the Linked Data Web, with key underlying components including RDF 

(Resource Description Framework) for data description, OWL (Web Ontology Language) for describing data 

models, concepts and the relationships between them and SPARQL for querying data. More information on 

these frameworks are contained in the following sections. 
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2.2.2 The RDF Data Model 

RDF (Resource Description Framework) is the data model proposed for the Linked Data Web by the W3C. 

Information is presented as RDF statements relating to resources, which could be anything from a person, a 

place, a concept, an object, a work of art etc…  Each statement is notated as a triple (Figure 2-2) which 

comprises a subject (or resource), a predicate (or property) and an object (either a resource or literal, eg 

string, integer, date etc... ). This is analogous to the subject-verb-object sentence structure in analytic 

languages such as English. A graph (Figure 2-3) is comprised of a group of RDF triples and an RDF dataset 

is comprised of several RDF graphs. 

Resources are described using URIs (Uniform 

Resource Identifier) (T. Berners-Lee et al., 2005), 

unique identifiers which allow retrieval over 

HTTP. Every resource can have a type, also 

identified using a resource. Resources can also be 

classes for other resources, if they are referenced 

as a type by that resource.  

Human readable translations of a resource name are provided by the resource’s label (a string literal). The 

RDF language tag can represent a label in multiple languages. RDF literals can be either typed literals - 

string values with an associated datatype defined in the XML Schema Definition Language (for example 

String, Integer or Date) - or strings with an associated language tag that describes the native language of the 

label. RDF data can be represented with a number of different syntaxes including XML/RDF, Turtle and 

JSON-LD. A typical feature of such syntaxes is the substitution of the full URI prefix (eg 

<http://www.w3.org/2000/01/rdf-schema#>) with a shortened prefix (eg rdfs:) for increased readability.  

Figure 2-2: Example of triple statement 
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Table 2-1: (left) SPARQL query (right) results when run against the DBpedia SPARQL endpoint 

 

Figure 2-3: A portion of the RDF data returned by the DBpedia SPARQL endpoint 

2.2.3 SPARQL Query Language 

SPARQL is the defacto query language for Linked Data modelled in RDF (S. Harris et al., 2013). Developed 

around the triple pattern paradigm, SPARQL allows variables to be bound to each element in an RDF triple. 

At query execution time, the graph pattern defined in the query is matched against the target RDF dataset, 

resulting in a set of tuples which correspond to each of the variables bound in the query.  

  

The syntax of SPARQL is similar to SQL and statements such as SELECT, LIMIT and ORDER BY are used in 

the same way (see Table 2-1 for an example of a SPARQL query and results generated). Graph patterns are 

?uri 

:Kings_Peak_(Idaho) 

:Y_Ro_Wen 

:South_Summit_(Mount_Everest) 

 

SELECT DISTINCT ?uri WHERE {  

?uri a <http://dbpedia.org/ontology/Mountain> ;  
<http://dbpedia.org/ontology/elevation> ?elevation  

}  

ORDER BY DESC(?elevation)  

LIMIT 3 



25 
 

established with the WHERE clause. Further processing is possible using operations such as filtering, 

grouping and unions.  

The SPARQL protocol provides an API for querying RDF data over HTTP. The URI where the service waits 

for requests is known as the SPARQL endpoint. There are many publicly available SPARQL endpoints 

including DBpedia, FreeBase and Europeana. 

2.2.4 O.W.L 

OWL (Web Ontology Language) is the W3c specification for describing ontologies in Linked Data and how 

RDF data relates to these classifications (Deborah L. McGuinness, 2004). The term Ontology refers to a 

‘formal description of knowledge’ (Guarino et al., 2003). OWL enables authorship of an ontology which 

defines classes and subclasses. A class is a categorisation of entities into collections which share common 

traits. Rules, restrictions and axioms can also be established through an ontology (see Figure 2-4 for an 

example of an OWL ontology). 

 

Figure 2-4: Example of an OWL ontology 
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For example, in the Higher Education domain, we 

can define that a course is taught by an academic 

member of staff; an academic member of staff is a 

subclass of staff; the union of staff and students are 

all people at the university; etc.. Therefore if we say 

that Joe Bloggs teaches Computer Science, we can 

use the ontology to conclude that Joe Bloggs is also a member of staff. Ontologies enable these logical 

inferences to be made through formal declarations of logic, discovering new knowledge and greatly 

enhancing the utility and scalability of Linked Data in relation to user queries.    

OWL ontologies are designed to be more flexible than classes that appear in Object Oriented Programming 

as they can represent a wide range of heterogenous, rapidly evolving Linked Data, whereas classes in 

traditional O.O.P are typically static as they represent less diverse data (commercial databases, for example). 

Data originating from multiple sources can use ontologies to achieve a degree of common understanding, 

making them essential for the decentralised and highly interconnected Linked Data web.   

2.2.5 DBpedia 

DBPedia (Lehmann et al., 2015) is an RDF dataset extracted from the infoboxes that appear at the top of 

many Wikipedia articles and contain structured data detailing facts related to the article. Within the LD field, 

DBPedia is the one of most commonly used dataset because of its size, breadth of topics and development 

maturity, although it does include several ontology errors (Phillipp Cimiano et al., 2011). Many experimental 

LD search tools and Question Answering systems use DBpedia. This is explored in more depth in sections 

2.3, 2.3.2.1, 2.3.2.2 and 2.3.2.3 of this chapter. 

2.2.6 Promises and challenges of Linked Data search 

The Linked Data Web (previously known as the Semantic Web) promises a disseminated, dynamic, ever 

expanding knowledge base that promotes serendipitous data exploration and re-appropriation. 

Figure 2-5: Example ontology containing classes 

and subclasses arranged in a hierarchy, or taxonomy 
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“The semantic web will provide unifying underlying technologies to allow these (re: concepts in a 

scientific paper) to be progressively linked into a universal web of knowledge and will therefore help 

to break down the walls erected by lack of communication and allow researchers to find and 

understand products from other scientific disciplines. The very notion of a journal of medicine 

separate from a journal of bioinformatics, separate from the writings of physicists, psychologists and 

even kindergarten teachers, will someday become as out of date as the print journal is to our 

graduate students.” (Handler & Berners-Lee, 2001) 

Yet despite the potential of this technology, many are sceptical about the future of the Linked Data web. 

“If there was any value in Linked Data , why hasn't it emerged sometime in the past 18 years?” 

 

Critics of the feasibility of the Linked Data web cite the volatile, ever changing nature of human knowledge, 

the reliance on community agreement for ontologies and the time required to publish data in both human 

readable form and as RDF, amongst the reasons to be pessimistic on the future of the technology (Marshall et 

al., 2003). Some believe the LD concept is an antithesis to Artificial Intelligence as it adapts human language 

and syntax to be understood by machines rather than improving machines’ ability to interpret humans’ 

natural language (Shirky, 2009).  

A key reason cited for the lack of adoption of LD technologies is the absence of intuitive user interfaces to 

search, sort, link, and discover this data:. 

“..the lack of technical knowledge and an understanding of the intricacies of the semantic 

technology stack limit such users in their ability to interpret and make use of the Web of Data. The 

key solution in overcoming this hurdle is to visualise Linked Data in a coherent and legible manner, 

allowing non-domain and non-technical audiences also to obtain a good understanding of its 

structure, and therefore implicitly compose queries, identify links between resources and intuitively 

discover new pieces of information” (A. Dadzie & Rowe, 2011) 

- Brian Huff, technology journalist  
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Whilst humans can make sense of unstructured text and ascertain whether the information they are looking 

for is present, computers have great difficulty deciphering our complex linguistic rules and cannot manage 

these tasks with the same ease and accuracy. The additional structure inherent in LD together with explicit 

refences to shared entities, concepts and properties can theoretically provide more accurate search results for 

end users as search tools can refer to the properties of data rather than words used in unstructured text 

(Bozzon et al., 2010).  

This is demonstrated in modern search engines including Google4 and Bing5 which now return direct 

answers to simple queries such as ‘Who is in the current Manchester United squad?’. Many of these results 

are powered by Linked Data (Singhal, 2012). Providing specific answers to queries has been shown to be 

preferable to users compared with providing links to sites that may or may not contain those answers (M. S. 

Bernstein et al., 2012). However, simple, common queries like this form the minority of searches as 97% of 

search engine queries have been shown to occur ten times or less (White et al., 2007). Whilst modern search 

engines and QA systems can successfully parse relatively simple queries to provide direct answers using 

Linked Data (Figure 2-6) , they often fail with queries of greater complexity, providing instead links to 

websites which may be incorrect (Figure 2-7).  This highlights the need for a system which can understand 

more complex queries and return the relevant answers. 

 

Figure 2-6: Example of direct answers given to simple question posed in a search engine 

 
4 http://www.google.com 
5 http://www.bing.com 
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Figure 2-7 : Example of more complex question failing to produce direct answers,  

with innacurate web listings being given instead 

 

LD search is a rapidly evolving domain and remains an active area of research. In sections 2.3, 2.3.2.1, 

2.3.2.2 and 2.3.2.3 of this chapter we explore the systems, approaches and issues in the field in greater detail, 

focusing on three subdomains relevant to this work: 1.) LD search using Natural Language Queries. 2.) LD 

search using Query Builder interfaces. 3.) LD search using crowdsourcing.  

2.3 Question Answering Systems Overview 

Question Answering is a subset of the Natural Language Processing and Information Retrieval fields that 

focuses on providing direct answers to end users in response to a question formed of natural language (Oh et 

al., 2011). This method of providing direct answers is preferred by users over providing links to sites that 

may or may not contain those answers (M. S. Bernstein et al., 2012). 

Question Answering systems provide answers to one or more question types.  These types can be categorised 

on two primary dimensions - length/complexity of answer returned and breadth of domain covered.  
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On the first of these dimensions, ‘Factoid’ questions 

result in short answers that usually ask one of the ‘5 Ws’ 

(Robertson, 1946) – ‘When, What, Which, Where, Who 

or is’. These answers are often factual in nature and 

contain one or more named entities (Höffner & Lehmann, 

2016). A typical factoid question might be  - ‘What is the 

capital of England’.  

‘Explanatory’ questions however require more detailed 

expository answers that usually ask ‘What, why or how’ 

(Oh et al., 2011). A typical explanatory question might 

be ‘Why does rain fall from the sky?’.  

Questions can be categorised as ‘closed domain’ or ‘open domain’. Closed domain questions relate to a 

specific topic, for example biology, whereas open domain questions can encompass a wide variety of diverse 

topics. All Question Answering systems depend on an extrinsic data source to obtain information from which 

to compute an answer.  

The type of data source falls broadly into three categories: Document-based QA (henceforth DQA) systems 

processes human readable unstructured text using reading comprehension algorithms to extract an answer 

(Yu et al., 2014); Knowledge-based QA systems (henceforth KQA) translates the question into a logical 

representation using information retrieval techniques such as syntactic parsing, which is used to query 

structured data sources to retrieve an answer (Zhang et al., 2016); Some systems, such as IBM Watson, use a 

hybrid approach incorporating both DQA and KQA. 

KQA systems which operate over Linked Data knowledge bases typically return Factoid answers, as the 

precise data definition enabled by the structured data format are suited to answering questions with short 

‘definitive’ answers. Extrapolating explanatory answers from structured data in a grammatically correct form 

to answer expository questions such as ‘Why does rain fall from the sky?’ is beyond the capabilities of 

current question answering systems, although recent systems which use machine learning techniques trained 

Figure 2-8 : Three facets of question types. 

Source: Oh et al. 2011 
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on unstructured text corpora are able to harness the grammar and syntax present in such documents to answer 

some explanatory questions (see 2.3.2.1.1).  

As such, whilst this work focuses on answering Factoid open-domain questions over Linked Data knowledge 

bases, closed-domain systems are referenced in section 2.3.2 for comparison and Document based QA 

techniques are described in the following section as there is cross pollination between techniques present in 

hybridised QA systems that incorporate both approaches. 

2.3.1 Document Based Question Answering Systems 

2.3.1.1 Typical DQA processing process 

DQA systems typically consist of three stages: question processing; text retrieval + ranking; answer 

identification (Jurafsky & Martin, 2019). The initial question processing phase extracts keywords from the 

question, identifying the type of question being asked (eg: does the question require a list, identification of an 

entity, or a mathematical calculation?) the expected entity type for the answer (location, person, company 

etc..) and the focus of the question – the part of the question to be replaced by the answer string once it is 

identified (see Figure 2-9). 

At this stage additional processing can be 

applied to the query to improve the chances of 

a correct answer being returned. These include 

query expansion – adding morphological 

alternatives to key words, and query 

reformulation – rewording the question to a format more likely to be matched to an answer. For example, the 

question ‘Who invented WD40?’ can be reformulated into ‘WD40 was invented by?’. 

After the query has been sent to the IRQA system, a set of matching documents are returned, typically 

ranked according to tf-idf cosine matching (Jurafsky & Martin, 2019). The next stage is to extract a smaller 

subset of the text (such as a paragraph) from the top rated documents. These subsets are then reranked 

question: “Who is the mayor of New York?” 

question type: identification 

answer type: person 

focus: mayor 

Figure 2-9 : Question breakdown in processing phase 
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according to several criteria, including: number of named entities of the expected type: number of question 

keywords; whether those keywords appear contiguously; rank of the containing document. 

Classifying the text subsets according to answer type, which can be a named entity or part of a larger 

hierarchical taxonomy such as the Li & Roth set (Roth & Li, 2005), improves efficiency by retrieving only 

passages that contain that answer type.  Questions are typically classified using supervised learning methods 

which compute the question type based on the words, entities and embeddings present in the question text. 

Often one word in the question can indicate the classification of the question, ie: “Which monarchs were 

married to a German”. This is known as the question headword. Typically, identifying question types such 

as person, location or company are easier than more complex concepts such as reason or description. 

The final step is to extract the answer itself 

(known as the span) from the text subset. For 

example, returning the answer Stephen King 

for the question “Who wrote Salem’s Lot?” A 

common method is to return the first entity in 

the text of the same type as the expected 

answer (see Figure 2-10).  

Whilst this approach often works for simple queries, for more complex questions such as description types, 

techniques such as manually created Regex extraction patterns (see Figure 2-11) . 

Pattern Question Answer 

<AP> such as <QP> What is colour blindness? “a vision deficiency such as colour 

blindness” 

<QP>, a <AP> What is a canyon? “Hells canyon, a deep cleft between the 

cliffs in Wallowa County, Oregon” 

Figure 2-11 : Answer extraction patterns using Answer (AP) & Question phrases (QP) (Leidner, 2004) 

Recent approaches employ supervised learning techniques to extract the answer from the text subset, 

operating on the underlying assumption that both answers and their associated questions will share a degree 

“Who wrote Salem’s Lot?” 

 Salem's Lot is a 1975 horror novel 

by American author Stephen King. 

 

“How deep is lake placid?” 

 Lake Placid is 40 feet deep with 

two deep basins. 

 

Figure 2-10 : Returning the first words from a span 

 that conform to the expected answer type 
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of similarity. This notion can be formalised by computing embeddings for both the question and the tokens 

in the text subset, then identifying the span of text that contains embeddings closest to those contained in the 

question (Jurafsky & Martin, 2019). 

2.3.1.2 Text transformers and DQA systems 

Recent years have seen several breakthroughs in Natural Language Question Answering DQA systems 

driven by text transformer architecture, which convert one sequence of words (for example, a sentence in 

English) into a related sequence of words (for example, a sentence in French). Although similar sequence-to-

sequence models have existed in the NLP domain for some time, text transformers differ from prior seq-2-

seq models as they consider relationships between words inclusive of any position in a sentence, instead of 

focusing solely on sequential order (Vaswani, 2017). 

One of the most impactful text transformer models to emerge in recent years is Google BERT (Bidirectional 

Encoder Representations from Transformers) (Kenton et al., 2018). BERT is a pretrained neural network, 

trained over BooksCorpus (800M words) and English Wikipedia (2,500M words) to establish a general 

language model, which can then be fine-tuned to a specific corpus. Two prediction tasks are carried out in 

the pretraining step - Masked Language Modelling (MLM), where a random word in a sequence is removed 

and the objective is to identify the missing word according to the context around it, and next sentence 

prediction, which uses contiguous sentence pairs with 50% of the second sentences replaced with a random 

sentence and the objective is to detect whether the second sentence in a pair is correct or not. The MLM task 

allows the model to understand the context of the words in both left-to-right and right-to-left order, resulting 

in the truly bidirectional transformer architecture from which the model derives its name. 

A key difference between BERT and prior natural language models such as Glove (Pennington et al., 2014) 

and Word2Vec (Mikolov et al., 2013) is that BERT incorporates the context of the word as used in the 

sentence as part of the embedding. Whilst in Word2vec the word “bank” will have the same vector assigned 

in both sentences “I am going to pay money into the bank” and “I am going fishing on the river bank”, 

BERT will use a difference embedding for each as the context is different even though the word is the same. 

BERT also differs from earlier semi-supervised approaches such as ELMO (Peters et al., 2003) and ULMFit 
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(Howard, 2018) by using entirely unsupervised language representation over a large unstructured text corpus. 

This makes the technique highly portable and reusable for a range of different NLP tasks.  

This was demonstrated on publication when BERT recorded significant improvements over the state-of-the-

art in several Natural Language Understanding challenges, including SWAG (Situations With Adversarial 

Generations) (Allen & Science, 2018) sentence continuation prediction task and the GLUE (General 

Language Understanding Evaluation) (A. Wang et al., 2019) challenge set which focused on identifying 

question semantic equivalency, sentiment analysis and text classification. 

BERT also achieved state-of-the-art performance in the QA field, recoding a 93.2 F1 score for SQuAD v1.1 

dataset (a 1.5 point increase over the previous high score) (Rajpurkar et al., 2016 - see  section 4.2.1 for more 

information on SQuAD) and an 83.1 F1 score for SQuAD v2.0 (a 5.1 point increase). For these tasks, the 

natural language question text and paragraph of Wikipedia text that contains the answer are fed into the 

system, with the text span containing the correct answer identified during the fine tuning stage. The SQuAD 

2.0 task extends the challenge by including the possibility that the answer is not present in the supplied 

paragraph, which makes the problem more applicable to real world scenarios. In addition to SQUAD, BERT 

achieved significant QA performance in a variety of subdomains including scientific data (Lo, 2019) 

computer vision (Ling et al., 2019) and biomedicine (Lee et al., 2020). 

 

Figure 2-12: Google BERT has state-of-the art performance against QA challenges such as SQUAD 2.0 6 

 
6 https://tinyurl.com/Google-BERT-Squad2-Harvard 
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Despite the significant improvements that BERT has registered in Question Answering tasks, several 

limitations of the model have been identified. These include: a lack of understanding as to how exactly 

BERT achieves such high performance in QA (Aken et al., 2019; Wallace, 2019), bad performance with 

negation questions - for example, both ‘What is a Robin’ and ‘What is a Robin not?’ are predicted as ‘a bird’  

and similar bad performance with semantic role reversal - for example both ‘at the restaurant, who did the 

waitress serve’ and ‘at the restaurant, who did the customer serve?’ predicted as ‘the customer’ (Ettinger, 

2020). Coreference resolution is another area where BERT struggles, particularly when resolving 

coreferences that require some kind of common sense or real world knowledge – for example, mapping ‘the 

unfolding situation’ to ‘the crisis’, similarly, paraphrasing is also difficult for BERT to achieve with any 

consistency – for example, mapping ‘the Royals’ with ‘The Queen and her husband Prince Phillip’ (Levy et 

al., 2018). 

2.3.2 Linked Data Question Answering Interfaces 

Attempts to make Linked Data search usable and accessible for non-expert users typically use either Natural 

Language or a Query Building interface (incorporating entity-centric search) to construct the query (Andre 

Freitas et al., 2012). In this section, we explore the knowledge, literature and systems for both approaches, 

before exploring Linked Data Question Answering interfaces that make use of crowdsourcing: a smaller 

subcategory, but highly relevant for this work. 

2.3.2.1 Natural Language Question Answering Interfaces 

2.3.2.1.1 Natural Language interfaces overview 

Natural Language Interfaces for Linked Data (henceforth NLI LD) allow users to query Linked Data sources 

using their own language and terminology and receive a precise, accurate answer in reply (Hirschman & 

Gaizauskas, 2002). A branch of the Semantic Question Answering (SQA) field, NLI LD solves two key 

challenges for non-technical users - the need to learn a formal query language such as SPARQL and the need 

to learn a specific data vocabulary. Building an effective and robust NLI LD is highly complex due to the 

ambiguous nature of natural language and remains an active area of research (Höffner et al., 2016).  
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The ability to answer natural language queries has been identified as an important requirement for non-expert 

users to access and engage with Linked Data (Philipp Cimiano & Minock, 2010), however result accuracy is 

limited in most existing systems if queries are beyond basic complexity, with few systems supporting 

complex operations such as aggregation or comparatives.   

Using natural language as a query interface for Linked Data has three key benefits 1.) Users can access and 

query Linked Data without having to learn a structured language such as SPARQL 2.) Users do not require 

knowledge of the underlying ontology and vocabulary of the knowledgebase 3.) Relationships present in 

Linked Data can be used to explain to the user how the answer was arrived at. 

NLI LD is rooted in field of natural language search over structured databases (henceforth NLI DB), which 

dates back to early systems which allowed natural language search over closed domains such as baseball 

(Green et al., 1961), many of these early systems, such as the one described in ‘Operation of a Semantic 

Question-Answering System’ (Raphael, 1963) used controlled vocabulary directly tied to the underlying 

database structure for input and extracted answers from a relational database. 

This lead to the development of representation languages which interpreted question meaning as a high level 

concept independent of the database structure, as seen in MASQUE / SQL (Androutsopoulos et al., 1995), an 

early Natural Language front-end to a SQL database, addressing the issue of domain heterogeneity by 

providing a semi-automated database to NL expression mapping tool for users to configure. 

As NLI DB have not (historically) been available online in an interoperable form, research in this area has 

focused mainly on closed domain scenarios. NLI over LD, in contrast, can query open domain scenarios in 

an interconnected information space with data provided from several different sources, so open domain 

scenarios using large datasets such as DBpedia are more common with NLI over LD. 

NLI LD systems are typically comprised of a query analysis stage and an answer retrieval stage (Höffner & 

Lehmann, 2016). In the query analysis stage, a semantic parser is employed to map the natural language 

questions to a logical expression (such as SQL, SPARQL or some form of calculus) (see Figure 2-13).  
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Question Logical form 

When was Donald Trump born? birth-year (Donald Trump, ?x) 

What is the largest county? argmax(λx.county(x),λx.size(x)) 

How many people survived the Marchioness disaster? (count (!fb:event.disaster.survivors 

fb:en.marchioness disaster)) 

Figure 2-13 : Example logical forms produced for sample questions by a semantic parser 

The logical expression can be used to query a data source such as a relational database or triple store, to find 

the correct answer. 

A common NLI LD logical expression requires the missing element of a given triple to be found. For 

example, consider the triple pattern: subject = Elvis Presley, predicate = death-year, object = 1977. This 

triple can provide the answer to the question “When did Elvis Presley die”, and by omitting the subject, we 

can answer “Who died in 1977”. Simple mappings like these can be written by hand, activated when the 

question contains the word When and the verb die, with the subject supplied by the named entity that appears 

in the text (see Figure 2-14). 

Question Logical form 

When did Elvis Presley die? death-year (Elvis Presley, ?x) 

Who died in 1977? death-year (?x, 1977) 

Figure 2-14 : Different parts of the logical form can be omitted to answer related questions 

Parsers can operate either according to pre-defined rules (as above) or rules developed by machine learning 

methods. Supervised machine learning methods take questions and their gold standard logical expression that 

would return the correct answer as the basis to map new, unseen questions into logical forms (Jurafsky & 

Martin, 2019).  

NLI LD systems that employ supervised learning typically begin with a set of pre-built parse trees for simple 

questions which are built upon by the supervised algorithms to produce parse trees for more complex 

questions. For example, a pre-built parse tree would map questions containing the word When to properties 

of type:date for the returned answer: 
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When multiple questions syntactically similar to Figure 2-14 are processed by the algorithm, mappings can 

be identified that swap the correct part of the logical expression with whatever entity is referenced in the 

question. So new, unseen questions of the form “When did X die?” can be mapped to the death-year 

property. Where multiple potential mappings are identified for a question, probabilistic grammars can be 

used to produce probabilities for each, which can then be ranked to return the mapping most likely to be 

correct. 

The supervised learning approach can scale to answer questions of greater complexity. For example, 

questions with richer syntactic arrangements including modifiers such as argmax, as used in “Which state of 

the USA has the highest population density” can be resolved to 

argmax(λx.population(x)∧country(x,USA),λx.size(x)).  

This is accomplished by breaking the question down into smaller triples, running the supervised learning 

algorithm on those triples, then recombining the resulting parse trees, computing the probabilities on each 

and returning that which has the highest score (Zettlemoyer & Collins, 2004). 

Finding supervised datasets containing a logical question form and every permutation of the English 

language wording for that question, is a challenging task due to the variation and subtleties present in human 

language. Due to this, many large scale NLI LD systems make use of semi supervised machine learning 

methods, often leveraging the inherent textual redundancy of the web, which has a vast range of textual 

representations for any given relation (Jurafsky & Martin, 2019). 

For example, the REVERB tool (Fader et al., 2011) harvests sets of subject-verb-object triples (ie “Elvis 

Presley”, “died in”, “1977”) from text on the web and aligns these with structured data sources to establish 

multiple textual representations for the same relation. The alignment process first identifies the entity in the 

text (ie: “Elvis Presley”) and searches a structured data source such as Freebase or DBpedia to find a unique 

URI (ie: dbpedia.org/resource/Elvis_Presley). In instances of entities sharing the same name, 

disambiguation can be achieved by measuring cosine distance between the text (“Elvis Presley died in 

1977”) and summary pages connected to the entities (such as a Wikipedia page). By injecting the entity into 

the subject part of the structured data query, the remaining strings that form the predicate (“died in”, 
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“1977”) can be injected into the object part of the query. Where a match is found (ie Subject = “Elvis 

Presley”, Object = “1977”) the resulting relation (Property = “death date”) can be mapped to the 

remaining text component (“died in”). If this text is mapped against the same property multiple times during 

the training process, it can be canonised in a dictionary for future mappings for this relation.  

 

Figure 2-15 : Examples of different wording used to map between a country and its capital in Freebase 

(Berant et al., 2013) 

Paraphrase databases are an additional technique for mapping between questions and synonymous variants. 

The PARALEX corpus (Fader et al., 2013) contains millions of questions that have been connected together 

by users into groups with the same meaning. These alternate expressions of the same question are used by 

question answering systems to connect a question asked by a user to a ‘canonical’ question which is mapped 

to a logical form (Berant et al., 2013). 

This approach - using unsupervised or semi-supervised machine learning techniques to identify named 

entities from unstructured text on the web and compute relations between them to build a structured 

knowledge graph which can be used to answer questions, has become more common for large scale NLI LD 

systems than building the knowledge graph manually in recent years, due to the increase in both computing 

power available and maturation of machine learning models (Jurafsky & Martin, 2019).  

2.3.2.1.2 Systems that employ natural language interfaces for Linked Data search 

Approaches for NLI LD range from sophisticated attempts to understand the query in its entirety as used in 

PowerAqua (Lopez et al., 2012), which maps linguistic structures present in the query with semantic 

structures present in the Linked Data resource and computes the similarity between the two - to keyword 

based NLI (Kaufmann et al., 2007) that employs a simpler ‘bag of words’ approach to query analysis.   
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Many NLI LD systems retrieve answers by breaking down the query into entities and properties using the 

techniques detailed above, then mapping the entities and properties to related nodes in a Linked Data 

resource. This can be seen in (Hakimov et al., 2013) which obtains triple patterns from part-of-speech tags 

within the query. These patterns are used to identify classes, entities and properties which are then mapped to 

the Linked Data knowledge base, with entities disambiguated through a combination of string matching and 

page links. Properties are disambiguated using P.A.T.T.Y (Nakashole et al., 2012). Finally, specific words 

from the query are matched to a particular answer type, eg. ‘What’ will match an object, whereas ‘Who’ will 

match a person. The results are then ranked with the top result supplied as the answer. Variations on this 

approach can be found in systems like H.A.W.K (Usbeck, Ngomo, et al., 2015) which also incorporates 

unstructured text search as part of its results. 

Some NLI LD systems such as such as Ginseng (A. Bernstein et al., 2005) and Orakel (Philipp Cimiano et 

al., 2008)  employ controlled natural language, a scaled down approach which enforces strict grammatical 

rules that limit the words used and/or the order they can be used in. The ‘Tail Answers’ system (Minder & 

Bernstein, 2012) for example, only processes questions beginning with ‘who’, ‘where’ and ‘what’, obtained 

from search logs. Both systems show high levels of accuracy when answering questions but are inherently 

limited due to their strict syntax rules.  

PARALEX (Fader et al., 2013) uses phrase-to-concept mapping to answer natural language queries. Each 

phrase is mapped to a concept using paraphrases from WikiAnswers7 as training data. By mapping 

paraphrases to a query, a wide variety of query interpretations can be used, ie, the query ‘What is the 

population of London’ can be interpreted as ‘How big is London’. Similarly, (Sun et al., 2015) employ web 

search engines to retrieve text related to the query which is then mapped to entities in Freebase8, before a 

ranking algorithm supplies the top ranked entity to as an answer. 

SWIP (Balikas et al., 2015) produces an intermediate query representation between the original query and 

SPARQL query using a three stage process of named entity identification, question focus identification and 

 
7 http://wiki.answers.com 
8 https://developers.google.com/freebase/ 
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subquery generation. This intermediate query representation is mapped against grammatical patterns 

produced by subject matter experts. In the event of multiple matches to grammatical patterns, the end user 

can select which best represents their query.  

Most NLI LD systems answer question from a single linked data sources and/or a single language. QAnswer 

(Lyon et al., 2019) is an exception, querying multiple linked datasets (including Wikidata, LinkedGeoData 

and MusicBrainz) in multiple languages (English, German, French, Italian, Spanish, Portuguese, Arabic and 

Chinese) in real-time.  In addition, QAnswer falls back to using QWANT a web based search engine, should 

the system fail to find an answer from a linked Linked Data source. These features allow a wide range of 

questions to be answered for different subjects and languages, addressing the intrinsic problem of portability 

in NLI LD systems as identified by (Kaufmann & Bernstein, 2010). Benchmark testing found that the 

QAnswer could correctly answer 66% of QALD-9 (see 4.2.2) questions (Diefenbach et al., 2020). A key 

deficiency of the system which prevented a higher score was the limitation in complexity of the underlying 

SPARQL query to only ASK, SELECT and COUNT statements.  

Approaches which incorporate machine learning into NLI LD have gained traction in recent years. (Berant et 

al., 2013) use semantic parsers on a set domain with question/answer pairs and (Cai & Yates, 2013) combine 

an established semantic parser algorithm with 

an algorithm that interprets plain text queries as 

concepts in ontologies.  On a larger scale, a 

recent, high profile example is DeepQA, the 

technology behind IBM Watson (Gliozzo & 

Kalyanpur, 2012), which was able to win a 

game of the TV show Jeopardy! against expert 

human opponents (Figure 2-16), The initial 

Question Processing phase parses the question 

and identifies the named entities, question focus, entity relationships and expected answer type in a similar 

manner to the IRQA systems described in 2.3.1. The Candidate Answer generation stage extracts potential 

answers from both structured data sources and free text sources. For the former, the entities and relations 

Figure 2-16 : IBM Watson beat two Jeopardy champions 

using a machine learning approach to question answering 
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identified in the previous stage are converted into a structured query which is applied to knowledge bases 

such as DBpedia and IMDB. For the latter, the query terms are weighted in order of perceived importance 

and documents that match those terms are retrieved using a standard IR system. If Wikipedia documents are 

retrieved using this method, the title of those documents is identified as the candidate answer, but for other 

documents, anchor text or noun phrases are identified. The Candidate Answer scoring stage assigns a score 

to the answers identified in the previous stage, based on a number of factors. These include: whether a 

potential answer is a class or subclass of the expected answer type; whether terms from the query are present 

in the returned documents in close proximity to the candidate answer; whether properties of the entity 

identified from structure data sources (such as birth date, notable works, death date) match other terms in the 

query. The final Answer Merging and Ranking stage merges answers that refer to the same entity (such as 

Donald Trump, Donald J. Trump etc..) using the DBpedia sameAs property, synonym dictionaries and 

morphological parsing techniques, combining the scores from the previous step into one score per candidate 

answer. Then a final confidence score is assigned to all candidate answers by a classifier trained on a large 

database of answers manually labelled as correct or incorrect. The classifier assigns a score based on 

previous answers seen during the training phase that match features (phrase, entities, answer type, question 

focus, related entities from structured data sources) similar to those of the candidate answer. The candidate 

with the highest score is returned as by DeepQA as the most likely answer. ) 

 

Figure 2-17: The QA stages of IBMs DeepQA system (Jurafsky & Martin, 2019) 
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The initial Question Processing phase parses the question and identifies the named entities, question focus, 

entity relationships and expected answer type in a similar manner to the IRQA systems described in 2.3.1. 

The Candidate Answer generation stage extracts potential answers from both structured data sources and free 

text sources. For the former, the entities and relations identified in the previous stage are converted into a 

structured query which is applied to knowledge bases such as DBpedia and IMDB. For the latter, the query 

terms are weighted in order of perceived importance and documents that match those terms are retrieved 

using a standard IR system. If Wikipedia documents are retrieved using this method, the title of those 

documents is identified as the candidate answer, but for other documents, anchor text or noun phrases are 

identified. The Candidate Answer scoring stage assigns a score to the answers identified in the previous 

stage, based on a number of factors. These include: whether a potential answer is a class or subclass of the 

expected answer type; whether terms from the query are present in the returned documents in close 

proximity to the candidate answer; whether properties of the entity identified from structure data sources 

(such as birth date, notable works, death date) match other terms in the query. The final Answer Merging 

and Ranking stage merges answers that refer to the same entity (such as Donald Trump, Donald J. Trump 

etc..) using the DBpedia sameAs property, synonym dictionaries and morphological parsing techniques, 

combining the scores from the previous step into one score per candidate answer. Then a final confidence 

score is assigned to all candidate answers by a classifier trained on a large database of answers manually 

labelled as correct or incorrect. The classifier assigns a score based on previous answers seen during the 

training phase that match features (phrase, entities, answer type, question focus, related entities from 

structured data sources) similar to those of the candidate answer. The candidate with the highest score is 

returned as by DeepQA as the most likely answer.  

A recent movement in the NLI LD community has seen modular approaches developed for different stages 

of the question answering pipeline that can be combined to answer a variety of natural language questions. 

These include Qanary (Both et al., 2017), openQA (Marx et al., 2014) and OKBQA (J. Kim et al., n.d.).The 

Frankenstein platform (Singh et al., 2018) builds on this approach by using 29 distinct components for 

different QA stages (including Named Entity Recognition, Relation Linking, Named Entity Disambiguation 

and SPARQL Query Building) embedded in wrappers that allow each to be interoperable, resulting in a total 
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of 380 potential QA pipelines. In addition, the system predicts which components will provide the most 

accurate result based on the type of question being asked to help end users find the most effective 

combination. This is achieved through an inbuilt benchmarking process which uses established gold 

standards such as QALD (see section 4.2.2) to measure the effectiveness of each component in the pipeline. 

2.3.2.1.3 Challenges faced by NLI LD systems 

Many NLI LD systems often fall short of expectations due to end users not knowing exactly what can be 

asked (Thompson et al., 2005). This is known as the habitability problem (Kaufmann & Bernstein, 2010). 

One solution proposed by (Uren et al., 2007) is to implement exploratory and iterative search alongside QA 

systems to help the user understand what is possible. We look into this approach further in Section 2.3.2.2 – 

Query Builder interfaces. 

Minock and Cimiano (Philipp Cimiano & Minock, 2010) identified several innate problems in mapping 

natural language queries to structured, formal query languages such as SPARQL: The Lexical Gap - 

between the users’ vocabulary and the vocabulary of the ontology; Lexical Ambiguity – When words have 

multiple meanings that refer to different concepts; Multilingualism; Light expressions – such  as have, to 

be, if and of which subtly alter the meaning of a question and Complex Queries – such as those that include 

Aggregations (eg How many films were made in 2017?), Comparisons (eg Who recorded more songs than 

Michael Jackson?), Superlatives (eg What is the tallest building?) and Temporal reasoning (eg Who died on 

the same day as Elvis Presley?). Later work (Höffner et al., 2016) included the challenge of answering 

questions over Distributed Data Sources to this list. 

One of the challenges in developing NLI LD is that the same query can be expressed in many different 

forms. Natural language descriptions of RDF elements are transcribed using the rdfs:label property. 

Although multiple labels can be attached to the same RDF node, Linked Data knowledge bases do not 

contain all possible synonyms for a given entity. The difference between the vocabulary used in the query 

and the vocabulary used in the rdf:label is termed the lexical gap (Hakimov et al., 2015) . For example, the 

query ‘in what country does the river Danube begin?’ The word begin must be mapped with the ontology 
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property label sourceCountry. Overcoming the lexical gap can greatly improve the performance of an NLI 

LD system. 

Techniques to bridge the lexical gap include: String normalisation where words with slight variants are 

swapped (eg ö with o); Stemming (eg Swum or Swam to Swimming); Similarity functions such as the Jaro-

Winkler function (Jaro, 1989) which analyses n-grams and transpositions to calculate the similarity of two 

words; and Query expansion -  matching similar words with different meanings (eg “Write” and “Draft”) . 

Automatic query expansion often uses lexical databases such as WordNet (Miller, 1995) to find word 

pairings and is common place in traditional web-of-documents search engines (Carpineto & Romano, 2012). 

Query expansion increases recall but can result in false matches which decreases precision. An experimental 

study (Shekarpour et al., 2013) showed that automated query expansion was beneficial for NLI LD where 

direct matches between query terms and entity labels were insufficient. 

A number of tools have been developed to attempt to bridge the lexical gap in NLI LD. These include the 

Wikiframework (Mahendra et al., 2011), which analyses the co-occurrence patterns between Linked Data 

entities and natural text corpus and the BOA library (Gerber & Ngomo, 2011) which attempts to bridge the 

lexical gap with Linked Data properties rather than entities (more complex due to the greater variation in 

ways they can be expressed as either as a noun or verb) by searching a text corpus for subjects and objects 

related to properties in the Linked Data knowledge base and uses the text surrounding these as potential 

alternative property labels .  

Whereas the lexical gap has an adverse effect on NLI LD recall, lexical ambiguity has an adverse effect on 

its precision.  Disambiguation is the term for choosing which candidate concept to select for an ambiguous 

word or phrase. Methods for dealing with ambiguity in NLI UT often use statistical approaches (Kiyoaki et 

al., 1997) centered around the distributional hypothesis – ‘difference of meaning correlates with difference of 

[contextual] distribution’  (Z. S. Harris, 2013). In NLI UT context is typically derived from part-of-speech 

tags, word co-occurrences, synonyms, hyponyms and parse tree structure.  

Methods for dealing with ambiguity in NLI LD typically use the interconnected nature of RDF nodes to 

apply scores based on the properties and connections between them. Different systems apply different 
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scoring schemes, with the highest score chosen as the most appropriate node. Treo (André Freitas et al., 

2011) achieves disambiguation using Wikipedia to calculate semantic relatedness between RDF resource 

pairs. SQUALL (Ferré et al., 2014) prompt the user to resolve query ambiguities themselves, as does 

FREYA (Feedback, Refinement and Extended vocabularY Aggregation) (Damljanovic et al., 2012), however 

the latter introduces a machine learning aspect, with the system able to improve precision over time based on 

feedback from other users. 

The goal of multilingual NLI LD is to successfully answer questions in the users’ native language, even if 

the answers were originally encoded in another language. (Deines & Krechel, 2012) utilises EuroWordNet 

(Vossen, 1998) to answer questions over Linked Data using the German language, whereas QAKiS (Cabrio 

et al., 2012) makes use of multilingual DBPedia datasets (which contains labels in over 100 languages) to 

retrieve and translate answers from other language sets where they are not available in the native language. 

Whereas straightforward queries can usually be answered by mapping the question into a simple triple 

pattern, complex NLI LD queries such as those involving aggregation, comparison, superlatives or temporal 

reasoning, often require multiple elements of the NL query to be identified then combined, whilst obeying 

certain constraints and procedures.  

Many systems which answer complex questions utilise either domain specific logic to parse the question text 

or exploit the structure of the question itself. IBM Watson (Gliozzo & Kalyanpur, 2012) deals with complex 

queries by first identifying the entity which represents the focus of the query, then using data on this entity to 

predict the type of answer expected , whereas Intui3 (Dima, 2014) uses the neural net Natural Language 

Programming toolkit SENNA to answer complex queries over DBpedia. YAGO-QA (Adolphs et al., 2011) 

answers complex queries by employing nested subqueries based on previously answered questions. For 

example ‘Who is the mayor of London’ can be answered after ‘What country is London in’.  

The difficulties in answering questions across distributed data sources represent a significant challenge for 

many NL LD QA systems. Several approaches have attempted to resolve this by either: breaking the original 

query down into subqueries which are run against separate datasets (with answers merged afterwards); 

computing equivalencies between different knowledge bases; or a combination of both approaches (Höffner 
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& Lehmann, 2016). Examples include Herzig et al. (Herzig et al., 2013), which employed an entity search 

approach to extract candidate results from distributed data sources which were then merged into a defined 

answer using similarity metrics and ranked against similarity to the original question. The Alignment based 

Linked Open Data Querying System (ALOQUS) (Joshi & Hitzler, 2012) adopted the PROTON ontology 

(Damova & Dannells, 2013) as part of a multi stage approach which first turned the question into phrases, 

then connected the ontology to other relevant data sources using BLOOMS (Jain et al., 2010) before 

transforming the phrases into subqueries which were executed against the data sources to retrieve results. A 

confidence level was used to return only those results that were thought to be accurate.  The ability to 

combine datasets through equivalency links such as sameAs, equivalentProperty or equivalentClass is an 

innate benefit of the Linked Data format which incorporates interoperability as one of the core design 

features. However, decomposing natural language questions and combining disparate datasets to reason the 

correct answer remains a non-trivial problem (Höffner & Lehmann, 2016). 

2.3.2.1.4 Template based approaches for NLI LD 

Many NLI LD systems decompose natural language queries into SPARQL using query templates. Mapping 

user input to templates in this way is often the fastest approach for developing a NLI LD system from scratch 

(Höffner & Lehmann, 2016). Template based NLI LD are often used in closed domains where the specifics 

of the domain can be represented with SPARQL. 

Many template based NLI LD systems work in a similar manner to T.B.S.L (Walter et al., 2012), with a 

prebuilt SPARQL template containing variables populated by entities and properties identified in the query. 

So, for example, the query ‘Show all Universities located in the South-East of England’ (Figure 2-18) would 

result in the following template, populated by an entity for the class ‘Universities’, an entity for the resource 

‘South-East of England’ and a property for the relation ‘located in’: 
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Other examples of template based NLI LD systems include 

(Damova & Dannells, 2013) in the art domain, SINA 

(Shekarpour et al., 2012) and LODQA (J.-D. Kim & Cohen, 

2013). In the QALD-1 evaluation (see Chapter 4), TBSL 

answered a total of 34 questions out of 50, 19 of which were 

correct. This illustrates a problem with template based NLI LD 

systems in general – they are less accurate on open domain 

questions when questions fail to correlate with the available 

templates, particularly when question complexity scales significantly, as the query templates have to be 

manually rewritten to accommodate new, more advance question types. 

2.3.2.2 Query Builder Question Answering interfaces 

2.3.2.2.1 Query builder interfaces overview 

Linked data query builders allow users to build their query by interacting with a graphical interface which 

acts as an abstraction layer for the underlying SPARQL query. A common approach employed by query 

builders is to use an intermediate query representation (using text or graphics) which is then converted into 

SPARQL code before being run against an endpoint to retrieve results. 

2.3.2.2.2 Graph based Query Builder interfaces 

Many query builder interfaces use graph interaction paradigms, such as NITELITE (Russell et al., 2009) and 

Semantic Crystal (Kaufmann & Bernstein, 2010) (see Figure 2-19) as these align well with the graph based 

nature of RDF data and enable users to both author queries and explore the data graph using the same 

interface. Interfaces based on data flow paradigms such as SPARQLFilterFlow (Haag et al., 2014) are less 

common, but have the advantage that certain SPARQL functions (such as UNION) are easier to implement 

in this format. Both graph and dataflow paradigms are suboptimal in their use of screen real estate and are 

generally unintuitive for non-expert users without some kind of tutorial. 

SELECT ?x WHERE { 

?x ?p ?y . 

?x rdf:type ?z 

} 

p: Located in 

y: South-East of England 

z: Universities 

Figure 2-18 : Example SPARQL template 

used in TBSL 



49 
 

 

Figure 2-19: The Semantic Crystal graph based query interface 

2.3.2.2.3 Tabular Query Builder interfaces 

People typically consume data in a tabular structure, with many query builders such as FalconS (Storage & 

Content, 2008) and Freebase Parallax (Huynh & Karger, 2009) employing a tabular display for representing 

and interacting with Linked Data results and/or queries. OpenRefine9 also uses a tabular interface 

The CODE: Linked Data Query Wizard (Sabol et al., 2014) is an example of a Linked Data query builder 

which uses a tabular structure for refining and expanding results sets generated from a keyword search. The 

system uses visual analogies familiar to users from spreadsheets and web search engines – such as a Google-

style search box for users to begin their search with a keyword query, the use of rows to represent subjects, 

columns to represent properties (or predicates) and cells to represent entities or literals - to facilitate the 

exploration of Linked Data sets. Although usability evaluations (Sabol et al., 2014) showed positive 

feedback from both expert and non-expert users, the keyword search feature was limited as it required an 

exact match to the Linked Data nodes’ rdf:label value, and did not account for disambiguation, stemming or 

consideration of the logic of search text beyond the keywords themselves.  

 
9 http://openrefine.org 
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Figure 2-20: CODE Linked Data Query Wizard: Example query 

The SPARQLBlocks (Ceriani & Bottoni, 2017) query builder represents SPARQL components as jigsaw 

shaped pieces which can be connected together to form a query (Figure 2-21). Built using the Blockly 

(Fraser & others, 2013) library originally developed to teach coding in schools, the tool can be run against 

any SPARQL endpoint and supports exploratory queries that do not require prior knowledge of the dataset, 

vocabulary or structure. The result sets use the same SPARQL jigsaw components as queries, allowing 

elements from results to be reconstituted into queries, encouraging query reuse, modification and 

exploration. Tests showed that participants could use SPARQLblocks to build simple queries after a short 

tutorial, with the majority also able to build more detailed, nontrivial queries (Ceriani & Bottoni, 2017). 
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Figure 2-21 : Example SPARQLblocks query – Three place names from Italy in English 

Like SPARQLblocks, the SPARQL/CQELS (Nguyen et al., 2012) system uses the block programming 

paradigm to author SPARQL queries. However, the latter requires basic knowledge of SPARQL and the 

underlying dataset, whereas SPARQLblocks is self describing and requires no prior knowledge. 

2.3.2.2.4 Faceted Query Builder interfaces 

User interfaces which employ facets are commonly used in Linked Data query builders where the query can 

be progressively refined through application of filters, often termed facets (Tunkelang, 2009). Facets are 

typically comprised of a predicate (ie ‘home town’ or ‘birth date’) and values (ie ‘Luton’ ‘11/11/1981’). 

When facet values are selected, entities corresponding to the selection are returned to the user. Facets are 

particularly useful when guiding users in the composition of exploratory queries over Linked Data (Arenas et 

al., 2016).  

The Ontagator system (Hyvönen et al., 2003) is one of the earliest examples of faceted search over Linked 

Data. Other examples include: Piggy Bank (Huynh et al., 2005), mSpace (m. c. schraefel et al., 2005), 

Tabulator (Berners-lee et al., 2006), gFacet (Lohmann & Dietzold, 2008), Parallax (Huynh & Karger, 2009), 

Longwell (Veres et al., 2010), Sewelis (Hermann, 2011) and X-ENS (Fafalios & Tzitzikas, 2013). 
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Although beneficial in terms of usability, faceted search interfaces have limited expressivity due to the 

increased level of extraction from the query itself. Each facet needs to be predefined to control one aspect of 

the query, so typically only small numbers of facets are made available through the UI to control only the 

most common query elements. Few faceted search tools support more advanced operations such as 

negations, unions or aggregation. 

SPARKLIS (Ferré, 2015) (Figure 2-22) uses a hybrid approach, termed ‘Query Based Faceted Search’ 

which combines the progressive filtering approach (see Figure 2-23) used in faceted search with the 

readability of natural language query labelling. The system uses the selection of natural language query 

terms in place of selecting filters from a list. As each query term is selected (eg) 1.) “give me every film 

director..” 2.) “whose director is Tim Burton …”) the available options for further terms narrows, showing 

only options that would return results. As such, queries such as ‘Give me the number of pages of War and 

Peace’ can be built one expression at a time, requiring no knowledge of either the SPARQL language or the 

underlying data schema. 

This approach has several advantages, including the prevention of empty result sets and continual feedback 

throughout the query construction process. By representing the query in plain English (albeit rigidly 

composed of preset phrases), the system is more intuitive for non-technical users than a short list of filters or 

an abstract SPARQL query. By using controlled natural language, many of the difficulties of Natural 

Language understanding, such as sentence ambiguities, are avoided. 

Although a high level of accuracy is reported when testing the system against benchmark queries provided 

by the QALD challenge, (Cabrio et al., 2013) the immutable structure, wording and syntax of the Natural 

Language representation can result in overly verbose labels which may not reflect a user’s preferred 

description. Eg: the user may wish to express their query as ‘How many languages are spoken in Columbia’ 

whereas SPARKLIS will only allow ‘give me every language spoken in Colombia and give me the number of 

language’. This inability to allow for differences in expression between users negatively affects the 

accessibility of the system. 
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Figure 2-22 : The SPARKLIS user interface 

 

Figure 2-23: Example of SPARKLIS progressive filtering approach 
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2.3.2.2.5 Hybrid NLI / Query Builder interfaces 

Although fundamentally a Query Builder, the use of natural language for query description used in 

SPARKLIS has some overlap with the NLI LD paradigm. Other systems which have combined elements of 

Natural Language and Query Building interfaces include Atomate (Van et al., 2017) and Ginseng (Kaufmann 

& Bernstein, 2010). Such systems use query building elements to guide the construction of the query whilst 

employing a natural language interface as the starting point of the query and/or aid query readability. This 

approach shows some progress towards ameliorating the habitability problem (Kaufmann & Bernstein, 2010) 

of Natural Language Interfaces – where users are unsure of what terms the interface can understand – as the 

query building elements highlight what terms can or cannot be used. 

Google squared (Crow, 2010) is a further example of a hybrid of NLI / Query Builder tool, allowing users to 

build grids containing semantically linked entities (as rows) and related properties (as columns) (Figure 

2-24). These grids could then be named to aid future discovery by other users. However, it was not possible 

to use fragments of grid names to automatically build grids beyond those explicitly defined by other users, 

which limited the growth potential of the system.   
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Figure 2-24: Google Squared interface 
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2.3.2.2.6 Benefits and challenges of Query Builder interfaces 

Whilst the visual nature of Linked Data query builder interfaces offer some overview of the underlying data 

schema to help users build their queries, compared to the ‘blind’ nature of purely natural language driven or 

structured query language approaches, they are often limited in terms of fluidity and flexibility. The 

progressive filtering approach used by many faceted query builders together with the tabular results display 

paradigm tends to favour simpler queries consisting of a handful of filters. Whilst Natural Language 

Interfaces can theoretically answer more complex queries, query builders offer a greater robustness, as the 

progressive nature of the query builder paradigm clearly shows when an answer cannot be found due to lack 

of data, as opposed to incorrect query syntax. 

2.3.2.3 Linked Data Question Answering Tools That Use Crowdsourcing 

2.3.2.3.1 Crowdsourcing overview 

Crowdsourcing, a portmanteau of outsourcing and crowd, is a sourcing model which divides work between 

disparate individuals, often unknown to each other, to work towards a common goal. Although the term itself 

predates the internet, in modern usage it typically refers to tasks divided between internet users (Schenk & 

Guittard, 2009) enabling large groups of participants to contribute in a cost effective way (Quinn & 

Bederson, 2011). In recent years this has become a common approach for hybrid information processing 

which combines human and machine intelligence to solve tasks that computers cannot do by themselves (M. 

S. Bernstein, 2013) and is often employed as an alternative to work typically carried out by experts in a 

particular domain (for example, translation, as in (Minder & Bernstein, 2012)). 

Whether the most effective crowdsourcing model is combining general purpose crowdsourcing with expert 

contributions, or using experts to curate and review general crowd contributions, remains an active area of 

research. Often, the decision on whether to employ a human powered crowdsourcing approach using peer 

review and expert curation, or an automated approach centered on majority voting, depends on cost 

effectiveness and accuracy of results (Sarasua et al., 2015). 

Outside the realm of Linked Data, crowdsourcing has been used to both enhance document based QA (DQA) 

systems and as a pipeline for supplying training data. Often this involves using the crowd to annotate the 
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structure of a natural language question (Steven et al., 2016) or classifying the questions with labels (C. 

Wang et al., 2017) to help systems identify the correct answer. Recent QA tasks including MCTest 

(Richardson et al., 2013) and SQuAD employ crowdsource workers to produced question and answer 

derived from Wikipedia pages.  

Recently, QAMR (Michael et al., 2018) have produced a dataset containing 51,063 Question-Answer pairs 

for 3,938 paragraphs of text. These were annotated by crowdsourced workers tasked with creating QA pairs 

for each paragraph, with few restrictions other than the question begin with a wh-word and both question and 

answer contain at least one word from the paragraph text. This relatively unrestricted annotation approach 

allows a richer range of predicate-argument structures to be represented in the dataset than other annotation 

methods. For example, consider the sentence “Bettino professed his innocence, however Judge Jones 

responded that he “declined to express real remorse”. QAMR can capture the semantic relations of i.) Role 

names (Q: What was the Judge’s surname? A: Jones)  ii.) Inferred relations (Q: Who doubted the defendants 

remorse? A: Judge Jones) ii.) Coreference (Q: Who failed to show real remorse? A: Bettino). 

2.3.2.3.2 Crowdsourcing in the Linked Data domain 

Due to the context specific and knowledge intensive nature of typical Linked Data tasks – which include 

ontology term labelling, concept modelling and entity recognition – human participation is often required 

(Siorpaes & Simperl, 2010). This has lead to the emergence of a subset of the Linked Data community 

focused on integrating participatory crowdsourcing with Linked Data, the ultimate aim being to develop a 

‘Global Brain Semantic Web’ (A. Bernstein, 2012). However, the intersection of Linked Data and 

crowdsourcing technologies is still in its early stages (Sarasua et al., 2015). 

Crowdsourcing tasks in the Linked Data domain can be broadly divided into three categories: problem 

solving, data collection and data analysis (Shadbolt et al., 2013). For problem solving tasks, participants are 

given a challenge to solve under explicitly defined rules and collaborate to produce a general solution to the 

problem. For data collection tasks, Linked Data components such as datasets, knowledge bases, ontologies, 

gold standards and benchmarks are either created or enhanced by input from the crowd. For data analysis 



58 
 

tasks, participants are asked to look at properties of Linked Data components and either classify or establish 

relationships between them (Boudreau & Lakhani, 2013). 

2.3.2.3.3 How crowdsourcing can benefit Linked Data 

These kinds of crowdsourcing tasks can be used to enhance Linked Data in several ways: Improving the 

accuracy of automated systems by augmenting results with input from a human; Harnessing the diversity of 

human intelligence to provide additional context to results; Improving affordability and scalability by 

distributing tasks between a large group of participants; Harnessing the interconnected nature of Linked data 

sets and the diversity of the crowd to build knowledge bases (Sarasua et al., 2015). 

2.3.2.3.4 Systems which have used crowdsourcing to understand Linked Data queries 

Several Crowdsourced LD systems have been developed. HARE (Acosta et al., 2015) improves the accuracy 

of Linked Data results by utilising the crowd to add missing values. Crowd knowledge is combined with an 

RDF 'completeness model', to produce a score which estimates the completeness of the Linked Data source.  

Systems such as HARE are necessary as the distributed nature of RDF and Linked Data results in many 

instances of missing and incomplete data, especially in larger datasets such as DBPedia (Phillipp Cimiano et 

al., 2011). Zencrowd (Demartini et al., 2012) adds additional context to Linked Data by using the crowd to 

connect Linked Data entities to relevant news articles. Zencrowd allows multiple instances of Linked Data 

ontologies to be augmented with information from the crowd, using a probabilistic model to match crowd 

members with suitable articles/Linked Datasets and generate confidence ratings for matches produced by 

both algorithms and humans. 

Many systems such as Deco (Park et al., 2012), Qurk (Marcus et al., 2012) and CrowdOp (Fan et al., 2016) 

enhance affordability and scalability by outsourcing various parts of the query to the crowd at execution 

time. Minimising the amount of tasks sent to the crowd is a key challenge for all crowd powered Linked 

Data systems as the volume of tasks has a negative effect on the speed with which the crowd can deliver. 

Several systems use crowdsourcing to build Linked Data knowledge bases, either in part (eg just ontologies) 

or in their entirety. Wikidata (Vrandečić & Krötzsch, 2014) is perhaps the most prominent example of a 
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structured online knowledge base developed by a large community of contributors. Further examples include 

Freebase and ICD (Tudorache et al., 2011) in the biomedical domain. These examples harness the crowd to 

contribute to classes, instances, hierarchies, metadata, labels and documentation. 

Using crowdsourcing to facilitate querying Linked Data with natural language queries has been explored by 

a number of approaches. FReYA (Damljanovic et al., 2012) asks the crowd to select the most appropriate 

URIs related to their query from a list of possible matches selected by an algorithm. When the user enters an 

unknown word, several URIs are shown to the user which may match the query, of which the user picks what 

they believe to be the most accurate. These URIs are then injected into a SPARQL template to return Linked 

Data related to the query.  

A key disadvantage of this approach is that the end 

user is not always a subject expert (as no user task 

pairing mechanism was employed) and is therefore 

not always able to make the correct selection for the 

given data model and vocabulary. 

CrowdQ (Demartini et al., 2013) employs the crowd 

to build templates which can be used to answer 

multiple variants of the original query. Complex 

natural language queries are first simplified into 

keyword queries, then hybrid crowd / machine 

processing analyses the semantics of the query to provide answers from the Linked Data cloud. This in turn 

produces SPARQL templates for specific domains (eg films) which can be used to answer related queries.  

The crowd (paid workers via Amazon’s Mechanical Turk service) used by CrowdQ are employed during 

several stages in a pipeline that takes real world queries sourced from query log files as input and returns 

answers from the Linked Data cloud as output. These stages include: 1.) Verification of automatically 

annotated entities and part of speech tags from the query; 2.) Identification of the relations between 

Figure 2-25: Example of ‘one hop’ semantic rule 

employed by CrowdQ system 
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identities; 3.) Predicate identification; 4.) Identification of overall answer type. This process produces query 

templates that can be used to answer the original query and other queries closely related to it. 

CrowdQ limits the complexity of queries processed by using an abstraction rule termed '1-Hop' semantics. 

This rule requires the node containing the answer to be no more than 1 ‘hop’ from the originating source 

node. A hop is defined as an edge in a Linked Data source, eg: the source predicate in the diagram above 

(Figure 2-25). This is a necessary limitation which restricts question complexity. For example: ‘all students 

in class CIS01b’ rather than ‘birth dates of all professors who have students in class CIS01b’. 

Although results for CrowdQ show that the crowd could be successfully leveraged to provide structured 

answers to an unstructured query, the system is limited to answering short queries only and cannot process 

queries that involve more advanced operators such as aggregation, MIN/MAX and GROUP BY. 

2.3.2.3.5 Using Crowdsourcing to understand Linked Data queries 

As with the majority of systems which use crowdsourcing to enhance Linked Data, these examples focus on 

sorting, collating and cleaning the data, rather than understanding the query itself. 

The common approach for systems which process natural language queries and return Linked Data is to link 

keywords from the query with entities and relationships present in RDF data (Tran et al., 2009). Research 

shows that the success of this approach is increased greatly when annotated with information from the 

crowd, providing they have some degree of expertise in the subject area (Pound et al., 2012). 

Using the crowd to translate natural language queries into a structured Linked Data query language such as 

SPARQL, provides more flexibility than purely programmatic methods such as Quepy (Bansal & Chawla, 

2014) and avoids some of the inherent challenges of translating natural language to linked data entities (as 

identified by (Wu & Tsai, 2012)) (see section 2.3.2.1 of this work for more information on this). 

Crowdsourcing also enables words, phrases and queries to be recognised quicker than those that rely on 

algorithms running against a fixed dictionary, enabling a more dynamic approach. However, research has 

shown that combining algorithmic methods with the human crowd is more efficient than purely 

crowdsourced approaches (M. S. Bernstein, 2013). 
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2.3.2.3.6 Challenges with Crowdsourced LD QA systems 

Whilst crowdsourcing can provide many benefits including affordability, scalability, data enhancement and 

diversity, there are several issues to be aware of when employing a crowdsourced approach, many of which 

are addressed in chapter 3.3 which describes the design of the Aquacold system. 

CrowdQ (and similar systems) use paid microservice platforms such as Amazon’s Mechanical Turk to 

source, manage and pay ‘workers’ for their contributions. This often results in biased results (Damljanovic et 

al., 2012) that indicate many workers favour options that are quick to select (eg high up on the screen) and 

do not read all available options. There is also the cost of using microservices for crowdsourcing to consider, 

which can be significant when large datasets are used.  

As with all systems that rely on crowd sourced information, the 'cold start' problem limits utility until enough 

information has been seeded. CrowdQ attempts to ameliorate this problem by analyzing search query logs 

(as explored in (Demartini et al., 2013)) to seed the system prior to introducing genuine data from the crowd. 

Further challenges that crowdsourced approaches bring include developing the workflows, assigning tasks 

for participants, controlling quality and designing appropriate incentives to ensure motivation (Kittur et al., 

2013). 

Crowdsourcing also makes it challenging to distinguish between data that is inaccurate and data which 

represents a diversity of viewpoints (Inel et al., 2014), although some research suggests that disagreement 

may be an indicator of low quality data (Sarasua et al., 2015). Several methods for judging, controlling and 

maintaining the quality of crowdsourced input have been proposed by the field (KERN et al., 2012; Quinn & 

Bederson, 2011; Schulze et al., 2012). 
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2.4 Question Answering interfaces for Non-Expert Users 

Non-Expert User Definition 

The Oxford English Dictionary defines a non-expert as: 

“A person without professional or specialised knowledge in a subject”10 

There is little literature on user literacy with Linked Data specifically, however Battle et al. provides a 

definition of casual Semantic Web users thus:  

“Ordinary people who are either seeking information or trying to accomplish something in the 

course of their everyday life or work. They do not know what the Semantic Web is, and they don’t 

care, as long as they can get what they need quickly.” (Battle, 2006) 

In terms of computer literacy, users are commonly divided into three categories: novices, casual or expert 

users (Shneiderman & Ben, 1998). Similarly, in the Linked Data domain Rowe (A.-S. Dadzie & Rowe, 

2011) divides users based on the dimensions of technical expertise (awareness of Linked Data technologies) 

and domain expertise (awareness of their search area), into three categories: 

Lay users, who lack detailed knowledge of either the technical aspects of Linked Data or the data domain 

they are exploring. These users typically use mainstream search engines such as Google and established 

sources such as Wikipedia for common information seeking tasks such as researching house prices prior to 

buying a new home. 

Tech users, who understand Linked Data and related technologies such as SPARQL and are experienced 

working with the RDF format and ontology development. 

Domain experts, who lack detailed knowledge of Linked Data tools and concepts such as RDF and 

SPARQL but have a good understanding of the data and structure of their particular domain. 

 
10 https://en.oxforddictionaries.com/definition/non-expert 
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Measuring users’ search effectiveness in terms of both knowledge of the search area (domain) and 

knowledge of search systems, techniques and processes (technical) is common practice in search behaviour 

analysis (White & Morris, 2007), and is typically measured by user questionnaires or academic qualifications 

(White et al., 2009). 

It has been established that users prior experience and background has a significant impact on their search 

behaviour in traditional web search (Hölscher, & Strube, 2000), but there have been no comprehensive 

studies on user adoption of Linked Data technologies, with few empirical facts aside from the annual growth 

of available Linked Data endpoints (see Figure 1-1). 

More is known about the search behaviour of users with little domain expertise, than lack of technical 

expertise. We know that non domain experts are typically less successful in achieving their search aims than 

experts (White et al., 2009). Non-experts also employ shorter, less elaborate queries (Hembrooke et al., 

2005) with a simpler syntax (Duggan & Payne, 2008) and less specific domain vocabulary often 

incorporating incorrect concepts. However, as users gain greater knowledge of a domain, their domain 

vocabulary increases and they become more efficient at selecting the correct concepts to search (Wildemuth, 

2003). It is further established that non-expert users take more time to prepare questions, are more likely to 

use backtracking and stemming, and are more prone to query reformulation (Hsieh-Yee, 1993). 

The definitions of non-expert users from the O.E.D and (Vega-Gorgojo et al., 2016) as outlined above, are 

used to guide decisions and categorisation in this work in relation to non-expert users. In the following 

section, the design decisions required for designing Linked Data search tools for non-expert users are 

explored. 

2.4.1 Designing Linked Data Search Tools for Non-Expert Users 

The importance of developing Linked Data searching and browsing tools for non-expert users has been 

recognised since the inception of the technology (Declerck et al., 2004), yet support for users without 

technical skills is still limited in comparison to the support available for technical users (Charalampidis & 

Keramopoulos, 2018) and there is a specific gap in interfaces that enable exploratory browsing over Linked 

Data for non-technical users (A.-S. Dadzie & Rowe, 2011). 
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Whilst several Linked Data search tools have been developed, there is little empirical evidence as to their 

success (Gas̆ević & Gas̆ević, 2012), particularly in regard to usability. One of the few studies on this topic 

was carried out by Elbedweihy et al  (Elbedweihy et al., 2012) who recommended the development of an 

evaluation framework to guide system developers that took into consideration the type of user the tool was 

designed for.  

Presenting data effectively, so users can search, retrieve, understand and collate the data within context is a 

challenge for any information retrieval system (Keim et al., 2008). An additional challenge for Linked Data 

specifically is to help users intuitively navigate the links between the disparate, distributed and 

heterogeneous datasets available on the Linked Data web to aid discovery of additional pertinent data 

(Heath, 2008). 

Rowe (A.-S. Dadzie & Rowe, 2011) outlined a number of high level requirements for developing an 

effective Linked Data navigation tool: 

 Allows instinctive navigation through the Linked Data graph 

 Allows data exploration, allowing users to gain an understanding of its content and structure 

 Allows links to be identified both across separate datasets and within its own dataset 

 Allows errors and aberrations in syntax and content to be identified 

 Allows advanced querying with formal syntax 

 Allows data syndication and publication  

 Allows data to be exported and reused in other systems without a change in format 

Special considerations for the needs of non-expert users are required when developing Linked Data search 

tools. Non-expert users are often unable to fully articulate their search aim and would therefore benefit from 

an interface which supports exploratory navigation over the data (Pretorius & Van Wijk, 2009). Systems 

which employ exploratory interfaces similar to well known software such as spreadsheets, as seen in the 

CODE: Linked Data Query Wizard (Hoefler et al., 2014) have been successful with this user group. 

Using natural language for Linked Data search remains an ideal input for non-expert users (Kaufmann & 

Bernstein, 2007). Many systems have been developed that attempt this and are detailed further in section 

2.3.2.1 of this work. The success of these interfaces often fall short of expectations due to end users 
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uncertainty of what can be asked (Thompson et al., 2005). Expert users typically prefer to model queries 

with pure SPARQL, however writing SPARQL queries is difficult for the majority of web users (Ngonga, 

Unger, Lehmann, & Gerber, 2013). Intermediate users prefer a graph based interface and non-experts find a 

form based interface easier (Vega-Gorgojo et al., 2016), although this is typically less expressive than the 

other methods. 

For search output, expert users typically prefer a textual representation of Linked Data results (Berners-lee et 

al., 2006), whereas non-expert users rely on additional visual layers (such as maps and graphs) to make sense 

of the intricate, interlinked nature of Linked Data and recognise correlations (Keim et al., 2008). The type of 

result visualisation used should be chosen based on the structure of the data and level of familiarity the user 

base has with the visualisation tool (Pretorius & Van Wijk, 2009), with non-expert users given particular 

consideration (Grammel et al., 2010). For example, a Linked Data search tool for stock trading could use a 

candlestick visualisation to display price fluctuations as this is a common visualisation for this profession, 

whereas a search tool for a broader use case like geographical data could use a more common visualisation 

such as a map. Graphs are often the preferred visualisation technique for displaying Linked Data search 

results (M. Schraefel & Karger, 2006) due to their close correlation to the native format of Linked Data. 

Users with limited knowledge of Linked Data technologies have difficulty comprehending the data returned 

when accessing a URI (Davies et al., 2010) and find it a challenge to interpret the URI itself (eg 

http://dbpedia.org/resource/2018_FIFA_World_Cup).  Due to this, care should be taken to use human 

readable representations, the most common of which is the rdf:label property (eg “The 2018 World Cup”) 

(Ngonga et al., 2013). Outside of interface design considerations, the low quality data present in many 

Linked Data endpoints, particularly in terms of ontology property uniformity, often prevents non-technical 

users from meeting their search aims. Even DBPedia, possibly the largest and most established Linked Data 

source has several ontology errors  (Phillipp Cimiano et al., 2011). This is a wider problem with the current 

state of Linked Data resources that could limit the adoption of the technology as the inherent value of a ‘data 

web’ is based on the quality of the data that links it (Bozzon et al. 2010). 
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Designing an effective Linked Data search tool for non-technical, non-domain users also benefits those with 

technical and domain expertise (A.-S. Dadzie & Rowe, 2011), including the Linked Data community as a 

whole, as increased accessibility helps drive the technology forwards.  No single design can meet all the 

needs of every type of user, so the concept of ‘universal usability’, where systems are built for users with a 

wide range of experience is considered the gold standard for many information technology system designers 

(Shneiderman & Ben, 1998). 

Some Linked Data search tools present multiple versions of their interface for different levels of user 

expertise. One example is the “Linked Jazz Transcript Analyzer” 11 . The developers provide two distinct 

variants of a tool which allows relationships between Jazz musicians to be browsed as a Linked Data graph. 

The ‘LODLive’ version (Figure 2-26) for expert users retains formal elements such as URIs as entity 

identifiers and allows search over these entities, whereas the ‘network’ version (Figure 2-27) for non-experts 

allows keyword search and returns entity information based on their labels, with an interface which displays 

photos of the entities involved, instead of just text. (White et al., 2009) highlight a paradoxical problem with 

this approach - helping non domain-experts by encouraging them to use tools designed for non-experts may 

hinder them from obtaining domain expertise naturally.  

(White et al., 2009) suggest that search systems could facilitate the sharing of search strategies by domain 

experts with non-domain experts: 

"the search strategies employed by domain experts could be used to support non-experts in learning 

more about domain resources and vocabulary" 

In line with this thinking, many in the field have suggested that Linked Data search tools which allow 

searches to be saved and shared with other users, so queries can be reused and easily decomposed into other 

queries, would greatly benefit users with less knowledge of the domain and Linked Data technology as a 

whole (A.-S. Dadzie & Rowe, 2011; Halb et al., 2010). 

 

 
11 https://linkedjazz.org 
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Figure 2-26: The Linked Jazz Live ‘LOD-Live’ interface for technical users emphasising text over images 

and displaying the property name for each relationship
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Figure 2-27: The Linked Jazz Live 'network' interface for non technical users  
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2.5 Summary 

This chapter explored the existing literature on non-expert users, the linked data technical stack and question 

answering interfaces for the linked data web, focusing on those using Natural Language (NLI), Query 

Builder (QB) and crowdsourcing interfaces. 

Linked Data refers to a set of design principles for achieving the Semantic Web vision of linking between 

data in a way that is understandable to both people and computers. The Linked Data technology stack consist 

of data modelled using the Resource Description Framework (RDF) with classes and subclasses described 

through the Web Ontology Language (OWL) and queried using SPARQL, which provides a mechanism for 

data to be published, queried and inferred, over the web (W3c, 2015).  The adoption and integration of 

Linked Data technologies at scale promise to improve data discovery, automation, integration and reuse by 

producing a universal web of knowledge (Handler & Berners-Lee, 2001). 

Despite growing significantly in recent years (Fern & Mart, 2017; Ivan Ermilov, Jens Lehmann, Michael 

Martin, 2016) and featuring in several high-profile projects (Gliozzo et al., 2013; Singhal, 2012), many 

believe the LD web will not achieve widespread adoption due to the lack of accessible interfaces available 

for non-technical users to visualise, search, sort and query Linked Data (A. Dadzie & Rowe, 2011).  At 

present, end users must either learn the SPARQL query language, which is prohibitively complex for non-

technical users (Wagner, Ladwig, & Tran, 2011, Ngonga, Unger, Lehmann, & Gerber, 2013) or use a search 

engine / question answering system which are significantly more limited in terms of query complexity than is 

possible with SPARQL (Chilton & Teevan, 2011). The need for an accessible tool for non-expert users to 

query LD has ben identified since the inception of the Linked Data Web  (Declerck et al., 2004). 

The term 'Non-expert user' is ambiguous, so this work adopts the casual users definition from (Kaufmann & 

Bernstein, 2007, 2010) 

“ordinary people who are either seeking information or trying to accomplish something in the 

course of their everyday life or work”  
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The term can refer to both lack of technical expertise (awareness of Linked Data technologies), lack of 

domain expertise (awareness of the search area). Non domain experts typically employ shorter, less elaborate 

queries (Hembrooke et al., 2005) with a simpler syntax (Duggan & Payne, 2008), a less specific domain 

vocabulary and would benefit from an interface allowing exploration of the data (Pretorius & Van Wijk, 

2009), of which there is a lack in the LD field (A.-S. Dadzie & Rowe, 2011). (White et al., 2009) suggests 

that domain experts could assist non-experts by sharing their expertise on the domain, resource and 

vocabulary. 

Non-expert users will sacrifice expressivity for ease of use, favouring interfaces they are familiar with, such 

as those based on forms (Vega-Gorgojo et al., 2016), or spreadsheets (Hoefler et al., 2014). Both experts and 

non-experts prefer search tools which provides specific answers to queries instead of providing links to sites 

that may or may not contain those answers (M. S. Bernstein et al., 2012). Specific answers to simple, 

common questions (see Figure 2-6) are returned by several modern search engines and question answering 

systems, however these form the minority of searches as 97% of search engine queries have been shown to 

occur ten times or less (White et al., 2007). This highlights the need for a system which can understand more 

complex queries and return the relevant answers. 

Linked data search tools can typically be classified as Natural Language Interfaces for Linked Data (NLI 

LD) where the query is entered as text and Query Builder Interfaces for Linked Data (QB LD) where the 

query is expressed through manipulation of an interface. Both were explored in this section. 

NLI LD systems are considered essential for getting non-technical users to engage with Linked Data (Philipp 

Cimiano & Minock, 2010), but face significant challenges mapping the complex and often contradictory 

rules of human language to structured, formal SPARQL syntax (Höffner et al., 2016). These include: 

Differences between users vocabulary and the data ontology (The Lexical Gap); words with multiple 

meanings (Lexical Ambiguity); multilingualism; issues with complex query modifiers such as aggregations, 

comparisons and superlatives (Philipp Cimiano & Minock, 2010); providing answers where the relevant data 

is distributed between different data sources (Höffner et al., 2016) and the habitability problem (Kaufmann & 

Bernstein, 2010) – when users are unsure what the system can answer (Thompson et al., 2005). 
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Many NLI LD systems use a combination of techniques to achieve the conversion such as speech tagging, 

named entity recognition, disambiguation, NL parsing, query rewording, co-referencing, relation 

identification, tokenisation and internationalisation for query conversion. Some systems restrict the user to 

controlled natural language input that requires specific words used in a specific order (Philipp Cimiano et al., 

2008; Minder & Bernstein, 2012) whereas others allow complex sentence structures (Gliozzo et al., 2013). 

Many NLI LD systems decompose natural language queries into SPARQL using generic query templates 

(Damova & Dannells, 2013; J.-D. Kim & Cohen, 2013; Shekarpour et al., 2012), which has proved 

successful for search over closed domains, but less effective over open domains due the challenges of 

designing appropriate templates for every possible question (Höffner & Lehmann, 2016). 

This chapter also explored Linked Data Query Builder interfaces (QB LD) which abstract the underlying 

SPARQL code into a graphical representation which can be manipulated by the user to form a query. Many 

QB LD systems (Berners-lee et al., 2006; Fafalios & Tzitzikas, 2013; Huynh & Karger, 2009; Lohmann & 

Dietzold, 2008) allow the user to progressively refine their query through the application of predicate (ie 

‘home town’ or ‘birth date’) and value (ie ‘Luton’ ‘11/11/1981’) pairs termed facets (Tunkelang, 2009). 

Facets have been shown to benefit users composing exploratory queries over Linked Data (Arenas et al., 

2016). QB LD systems offer a greater robustness than NLI LD, as the binary nature of the query builder 

paradigm makes it clear when an answer cannot be found due to lack of data, as opposed to incorrect query 

syntax. However, these interfaces are often limited in terms of flexibility as the progressive filtering 

approach necessitates simpler queries consisting of few filters. 

This chapter concluded with a review of Crowdsourcing in Linked Data search (CS LD), which remains an 

active area of research (Sarasua et al., 2015). Some predict the combination of the open, interconnected 

Linked Data web and the power of the crowd will produce a ‘Global Brain Semantic Web’ (A. Bernstein, 

2012). Outside the realm of Linked Data, employing crowdsource workers to produce questions and answers 

from a given piece of text has been shown to produce richer predicate-argument structures than 

programmatic techniques, which can deal with coreference, synonyms, inferred relations and syntactic 

variation (Michael et al., 2018). Crowdsourcing has been used to enhance many aspects of Linked Data 

systems, including accuracy (Acosta et al., 2015), adding additional context (Demartini et al., 2012), query 
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optimisation (Fan et al., 2016), query expansion and query understanding (Demartini et al., 2013). The latter 

is of particular relevance to this work, as using the crowd to help translate natural language queries into 

SPARQL has shown to resolve some of the problems inherent in purely programmatic/algorithmic methods 

(Wu & Tsai, 2012). However, research in this area has been limited to specific queries in a closed domain 

with paid microservices used to generate the crowdsourced information, which can often result in biased 

results  as incentivisation needs to be aligned with output quality to ensure effective motivation 

(Damljanovic et al., 2012, Kittur et al., 2013). Some hybrid approaches exist which combine elements of 

NLI LD and QB LD, using the readability of natural language as the entry point for a query and the query 

building elements to highlight what terminology can or cannot be used (see Hoefler et al., 2014; Ferre, 

2015). A hybrid QB LD / NLI LD / CS LD approach has been explored previously in Google Squared 

(Crow, 2010), an information and relationship extraction tool which allowed users to label ‘squares’ of 

related information. However, this employed data scraped from unstructured text and HTML web tables and 

did not exploit the rich relations available from RDF Linked Data in the results or interface  

This work proposes a novel system which exists at the intersection of Query Builders, Natural Language 

Interfaces and Crowdsource-enabled Linked Data search tools, where there is a gap in existing research. 

AquaCold uses the benefits of the QB LD, NLI LD and CS LD paradigms to offset the limitations faced by 

these approaches in isolation. More details on the system can be found in the following chapter. 

 Usability 
Expressivity & 

Flexibility 
Transparency Efficiency 

N.L.I 

HIGH HIGH LOW LOW 

Queries can be formed 
with the users own 

terminology without the 
need to understand the 

underlying schema. 

Users can express their 
query freely (although the 

system may not always 
interpret it correctly)   

Unclear which words in a 
query are responsible for 
returning which results. 

Challenging and time 
consuming to effectively 

map users’ terminology to 
that of the schema. 

Q.B.I 

LOW LOW HIGH HIGH 

Users must have some 
knowledge of the 

underlying data schema to 
form their queries 

Users are limited to the 
expressivity of the query 
controls provided by the 

system 

Easier to see when results 
are not returned due to 
lack of data, rather than 

incorrect search 
terminology.   

Easier to implement as no 
mapping required between 
users vocabulary and that 

of the schema. 

Table 2-2: The respective pros and cons of using Natural Language Interfaces (NLI) and Query Builder 

Interfaces (QBI) for Linked Data search  
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3 Chapter 3: AQUACOLD 

3.1 Introduction 

This chapter describes the architecture, design considerations and technical implementation of the  

AQUACOLD search tool. The first subsection walks through a sample use case which illustrates the ‘Linked 

Data Life Cycle’ where Linked Data search results are created, labelled, refined and ranked collaboratively in 

a continuous process designed to surface the most relevant results sets to the user. The chapter continues 

detailing design of the system and its five key components, including influences taken from existing systems 

and the gaps in the literature this work aims to fill. The different phases of the AQUACOLD user interface 

design are then showcased, before the chapter concludes with an outline of the system architecture, detailing 

the languages, frameworks and technical components used to develop the AquaCold system.  

3.2 Linked Data Life Cycle and example user journey 

3.2.1 Linked Data Lifecycle 

The AquaCold ecosystem of query result creation through filtering, result grid labelling, template generation, 

guided query construction and result ranking by voting can continue indefinitely, providing an effective and 

easy to use search tool for a wide range of queries over a Linked Data endpoint which requires no knowledge 

of SPARQL or the underlying data schema.  

As more users engage with the system and the volume of query templates and user votes in the database 

increases, higher quality results will be created and surfaced for queries of increasing complexity, which in 

turn should drive more people to use the system, which will in turn increase volume and quality, and so 

forth. We coin the term Linked Data Life Cycle to refer to this continual process of searching, creating, 

refining, labelling and ranking Linked Data.  

3.2.2 Example user journey 

Consider the following scenario as an example of how a user may engage with the system, illustrating the 

Linked Data cycle (Figure 3-1). 



74 
 

 

Figure 3-1: Example user journey and illustration of the AquaCold Linked Data Life Cycle 
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1. User A arrives at AquaCold looking for information on the type of tanks used in World War 1. 

He/she enters ‘Tanks used in World War 1’ into the search box. No results are found for this query. 

 

2. Unable to find any pre-existing results, User A builds the results grid themselves by adding the 

property value filters type:Tank and usedInWar:worldWar1. As each filter is applied, the grid is 

populated with results. 

 

3. The results grid complete, User A adds the label ‘Tanks used in World War 1’, choosing to create a 

template based on the property value World War 1. 

 

4. AquaCold populates the database with User A’s query label and the associated SPARQL code, 

which allows for all possible variations formed by replacing all entities in the query with wildcards 

e.g.Tanks used in [*]. 

 

5. Another user, User B searches for ‘Tanks used in World War 2’. Although a label for this query has 

not been explicitly created by another user, results are returned by the template created in step 4, 

substituting the entity ‘World War 1’ with ‘World War 2’. 

 

3.3 System Design 

This work introduces AquaCold (Aggregated Query Understanding and Construction Over Linked Data), a 

search tool which enables non-technical users to query the Linked Data web. The system combines several 

features into one novel question answering tool: natural language search, crowdsourced query labelling and 

voting, a query builder interface and query templating system. By combining these components together in 

one integrated system, AquaCold aims to overcome the limitations in question complexity and usability for 

non-technical users faced by existing systems. (see Chapter 2: Literature Review, subsections 2.3.2.1.3, 

2.3.2.2.6 & 2.3.2.3.6). 
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Users can browse a Linked Data source using the Query Builder interface, progressively applying filters to 

the data to refine the results returned. The primary three filter types are subject filters (e.g. Robert DeNiro, 

Panzer Tank, London) property filters (e.g. Birthdate, Location, Manufacturer) and/or propertyValue filters 

(e.g. Birthdate -24/11/78, Location -Bedfordshire, Manufacturer -Vauxhall). The subject, property and 

propertyValue filters map directly to the subject, property, object components of the underlying RDF data as 

described in 2.2.2. They are also designed to be easily understandable by end users as they correlate to the 

subject-verb-object sentence structure familiar to speakers of analytic languages such as English. The 

decision was taken to use the term propertyValues instead of 'objects' as both the property (eg: 'owned by') 

and the value (eg 'BMW motors') are displayed together when adding a propertyValue filter (eg: 'owned by - 

BMW motors') as this makes the relationship between the property and value easier for the end users to see 

at a glance, instead of showing only the object/value in isolation (eg: 'BMW motors'). 

The results (and by extension, the results returned) can be given a free text descriptive label by the user, 

which can be found by others users through Natural Language search. Searching man-made labels avoids the 

inaccuracies resulting from algorithmically translating natural language to a Linked Data query (such as 

SPARQL) as identified in (Philipp Cimiano & Minock, 2010; Wu & Tsai, 2012). Issues with lexical 

ambiguity are ameliorated as users can author labels with appropriate context and description beyond what is 

available in the data itself (such as the RDF:label attached to each URI). For example, the label for a set of 

AquaCold filters which list products made with the Java programming language can be labelled 'Products 

made in Java (Programming Language)' by users to differentiate it from products made in the Indonesian 

island of Java. Giving users the ability to label data grids with unrestricted human readable labels (an 

uncontrolled vocabulary), whilst constructing the grids by finding nodes from a controlled vocabulary (in 

this case the DBpedia ontology) aligns with the best principles of social tagging systems for information 

retrieval  (Matthews et al., 2010). 

NL LD systems typically struggle with complex queries consisting of aggregations, comparisons and 

superlatives. These are simple for AquaCold to process as no computationally expensive process is required 

to translate from NL to SPARQL. Aggregations, comparisons and superlatives can be set by users through 
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the Query Builder and labelled accordingly, which the system can match to NL queries submitted by other 

users as they would any other. 

Labels can consist of any text the user chooses, which overcomes many of the problems with controlled 

language labelling as seen in SPARKLIS (Ferré, 2015), where programmatically generated, overly verbose 

text assigned to a set of query filters may not reflect a user’s preferred label. For example, the user may wish 

to express their query as ‘How many languages are spoken in Columbia?’ rather than the mandatory, 

automatically generated ‘give me every language spoken in Colombia and give me the number of language’. 

Providing unrestricted question labelling enables complex question structures to be formed that allow for 

rich relationships between the underlying answer nodes including co referencing, implicit relations, inferred 

relations, synonyms, syntactic variation and implicit arguments, as shown in the QAMR dataset  (Michael et 

al., 2018). 

Crowdsourced free text labelling of structured data filters has been deployed previously in Google Squared 

(Crow, 2010). This system used HTML tables gathered from the web, rather than LD, as its data source and 

could not therefore exploit the rich relationships present in RDF Linked Data to deliver some of the 

functionality present in AquaCold, such as templating.  

When saving a set of filters with a label, users can choose whether the label and associated filters should be 

used as a template for answering similar classes of question. Using templates increases the answerable query 

space at a significantly faster rate than if users were contributing only one label at a time, ameliorating the 

cold start problem (Schein & Popescul, 2002) that affects many crowdsourced systems early in their cycle.  

Using the crowd to generate generic templates for Linked Data queries has been explored previously 

(Demartini et al., 2013), however these systems have typically relied on paid contributors which can result in 

biased results and misaligned incentives (Damljanovic et al., 2012). AquaCold overcomes this limitation by 

using community management systems such as crowdsourced voting to incentivise accurate labelling by the 

community and relegate incorrect/biased labels. Such systems are acknowledged to result in an organic 

alignment of incentives (Audun et al., 2007; Resnick et al., 2000). 
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Information retrieval interfaces typically consist of a query formulation component and a results presentation 

component (Marques & Furht, 2002). AquaCold combines both in a query builder which displays LD results 

in grid format which the user can progressively refine and manipulate through the application of filters. This 

is achieved by interacting with facets which display which LD values are available to the filters based on the 

current query. Faceted controls are the commonly preferred method of interacting with structured data query 

builders for most users (Arenas et al., 2016). 

The AquaCold query builder employs recognisable visual analogies borrowed from the spreadsheet 

paradigm such as tables and filters, providing a familiar interface for non-technical users to browse the LD 

web, which has shown to be a preferred approach for non-technical users (Hoefler et al., 2014). A similar 

spreadsheet inspired LD query builder interface was deployed in the CODE: Linked Data Query Wizard 

(Sabol et al., 2014), however this system allows users to save only visualisations of LD sets with a natural 

language label, rather than the filter collection. AquaCold lets users label the set of filters applied in the 

query builder, which can be searched for by other users, returning the results to the query builder, which can 

be further refined using the same interface. This compliments the accessibility of natural language search 

with the exploratory and iterative search provided by the query builder, helping the end user identify what 

data is available, alleviating the habitability problem (Kaufmann & Bernstein, 2010) faced by other natural 

language search tools which make it difficult for the user to know what data/terminology is available for 

them to search. AquaCold further clarifies the potential query space by displaying all answerable queries 

related to the users query in an autocomplete dropdown, clearly showing what questions can and can’t be 

answered by the system. If users receive results they believe to be incorrect, they can adjust the filters 

applied to the query builder interface and resave with either the original label or a new one. The same label 

can be used with multiple filter sets, providing alternative answers to natural language queries, which can be 

voted up or down by users to surface those with the highest consensus. The system does not allow 

duplication of label and filter pairs as this would result in duplicated label, filter and result sets which would 

be redundant – and confusing for the end user. 

This work proposes that combining: the freedom of natural language search queries; the robustness of 

filtered query builders; the efficiency of an effective query templating system; the breadth of the crowd to 
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produce and surface relevant results together into one system, will help non-technical users query the LD 

web with no knowledge of the SPARQL query language or the underlying data schema. This combination of 

features is novel, with no comparable system currently employing all these features (see Table 3-1).  

Feature Lopez et al 
PowerAqua 

Ferré et al 
SPARKLIS 

Demartini  
CrowdQ 

Sabol et al 
L.D.Q.W 12 

Crow et al 
Google Squared 

Collis 
AquaCold 

Natural language search ✓ X X ✓ ✓ ✓ 

Crowdsourced query labelling X X ✓ X ✓ ✓ 

Crowdsourced label voting X X X X X ✓ 

Templating system X X ✓ X X ✓ 

Faceted query builder X ✓ X ✓ ✓ ✓ 

Search over SPARQL endpoint ✓ ✓ ✓ ✓ X ✓ 

Table 3-1: How the features deployed in related work compare with AquaCold 

3.4 System Interface 

The AquaCold interface allows users to search for results from a LD endpoint using natural language, 

explore a LD dataset using the Query Builder interface, save filters with a free text label, generate templates 

for similar questions and vote labels created by other users up or down.  Figure 3-2 details the different 

components that comprise the interface. 

 
12 Linked Data Query Wizard 
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 Figure 3-2: The AquaCold interface with key 
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  1   Natural Language search & Filter set labelling box – Users can type a 

natural language query here and also label a set of filters. 

  2   Save grid button – On clicking this button, the filters selected by the user 

are saved with the label provided by the user. 

  3   Filters applied – The filters selected by the user for this query. 

  4   Label and voting controls - The label given to these filters / results set and 

controls to add a positive or negative vote. 

  5   Results grid – Lists the results for this query which can be manipulated by 

applying filters. 

  6   Property filter– Users can add additional properties to the results grid here. 

  7   Property value filter– Users can add additional property value filters to the 

results grid by searching for them here.  

  8   URI preview – A preview window displaying the full URI, description and 

thumbnail graphic (from Dbpedia) of the URI currently selected (if available). 
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The following sections describe these components in more detail. 

3.4.1 Query Builder interface for Linked Data exploration 

The Query Builder part of the AquaCold interface (part 2 in the user journey diagram Figure 3-1) 

consists of three controls for adding filters on subjects (e.g. Robert DeNiro, Panzer Tank, London) 

properties (e.g. Birthdate, Location, Manufacturer) and/or propertyValue pairs (e.g. Birthdate -

24/11/78, Location -Bedfordshire, Manufacturer -Vauxhall), together with a data grid which displays 

results. In addition, pagination controls can be manipulated to adjust the number of results displayed 

and grid headers can be clicked to sort results by that header.  

 

Figure 3-3: (Left) Users search for subjects, properties and/or propertyvalues filters which returns 

potential matches in a drop down for the user to select. (Right) The SPARQL query sent to the LD 

endpoint 

Additional filters can then be added, or multiple criteria can be added to existing filters. Labels which 

contain the Subject, Property or PropertyValue term entered into the respective filter are returned 

from the Linked Data web in a drop-down list for users to select from (Fig 3.2). In case of mis-

spelling, or if a user enters an alternative label (such as entering Jack Kennedy for the subject John F. 

Kennedy) the Wikipedia property redirects is used to both display alternative labels and supply the 

canonical URI to the underlying SPARQL query. This ‘fuzzy matching’ capability between terms and 

URI labels is expanded by using lemmatisation, entity analysis and word embedding techniques (see 

section 6.1). After selecting a filter from the drop down list (e.g.Starring: Al Pacino) (Figure 3-3), a 

SPARQL query containing the filter information is run against the DBpedia endpoint  (an invisible 

process for the end user), the results of which populate the results grid (Figure 3-4). 
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Figure 3-4: The query is run against the Linked Data cloud and results are returned 

Greater than > and less than < operators can be prepended to propertyValue filters to adjust the 

parameters of the results returned. For example, when using the Query Builder to return details of 

volcano eruptions this century, the standard filter type > Volcano can be added initially to determine 

the type of results to return, then the filter eruptionDate > 1999 can be added to return only those 

Volcanos that have erupted since 1999. In the examples above, each row of results is formed of one 

Linked Data node with one or more properties (e.g.label, starring, producer) linked directly to it. This 

is sufficient for simple queries such as Give me the X of Y (eg: Give me the author of Great 

Expectations), but more complex queries can be made by searching a subset of results returned by a 

related query. For example, the query Which actors were born in the European Union could be 

answered in the Query Builder by first applying the propertyValue filter profession:Actor then the 

property filter birthplace to retrieve the birthplace of all actors, then searching the subset of birthplace 

results by adding the propertyValue filter birthplace > memberOf > European Union. 

For such queries that search subgraphs of another query, we employ terminology of the subquery 

being 1 ‘hop’ away from the original query as introduced in (Demartini et al., 2013). Similarly, we 

limit the querying of subgraphs to nodes no more than one ‘hop’ away from the source node as the 

complexity and performance implications of multi-hop queries such as Which actors were born in a 

country where the current leader went to school in England are beyond the purview of this work.  
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The Query Builder component of AquaCold helps non-expert users explore a Linked Data endpoint 

without having to code SPARQL queries. Using filters as an abstraction layer ensures the underlying 

SPARQL code generated by the system is produced in a consistent format, which is necessary for the 

template generation (see 3.4.5) to work correctly.  

3.4.2 Labelling Linked Data filter sets 

When saving a set of filters in AquaCold (part 3 in the user journey diagram Figure 3-1), the user can 

choose any label they wish (providing another user has not already saved the same set of filters with 

that label). This label will then become available to search by other users (see 3.4.3) and a template 

will be generated to answer similar queries (see 3.4.5), should the label author choose. Templates are 

suggested based on matches between the entities present in the label text and the subjects, properties 

and values chosen as filters in the Query Builder. The label author can select which (if any) they want 

to use as the basis for a template (Fig 3.4) . 

 

Figure 3-5: Users can label a filter set and choose which query templates to create.  
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3.4.3 Natural Language search over labels 

Users can query AquaCold using unrestricted natural language (part 4 in the user journey diagram 

Figure 3-1). As the user types their query, the autocompletion function checks for matches between 

the query text and the database of labels entered by other users using the MySQL Full Text Natural 

Language search algorithm13 (henceforth MySQL match score) which uses standard information 

retrieval techniques such as tf-idf and a stopword list to return a list of matches in order of relevance 

for the user to select from in a drop down list. Figure 3-6 shows the SQL code used to match a user’s 

question against the available labels, and Figure 3-7 shows the result of running this code.  

 

Figure 3-7: The results of applying the MySQL code in Figure 3-6 to the Gold Standard database. 

Each result is ordered by the MySQL Full Text Natural Language search match score. 

Each label retrieved is either a text-only label or a template. Text-only labels are displayed in the drop 

down as plain text, whereas templates go through an additional processing step, where URIs from 

entities extracted from the query text using the IBM Watson Natural Language Understanding API 14 

are injected into the SPARQL templates linked to the template labels, and results from these SPARQL 

 
13 https://dev.mysql.com/doc/refman/5.5/en/fulltext-natural-language.html 
14 https://www.ibm.com/watson/services/natural-language-understanding/ 

SELECT id, Filters, Query, Votes, Created, Creator,  
(MATCH (Query) AGAINST ('Which university did Angel Merkel attend' IN NATURAL LANGUAGE MODE))  
AS MatchScore  
FROM LabelDatabase  
WHERE MatchScore > 0  
ORDER BY MatchScore DESC, Votes DESC 

Figure 3-6: The MySQL code used to match a user’s question (red) against the label database 

(blue) with a matchscore (orange) computed by the MySQL Full Text Natural Language search 

function (green), returning only results greater than a matchscore of zero, ordered by matchscore. 
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queries are returned to the drop down (see section 3.4.5 for more information on how templates are 

created). Where multiple entities are found in the query text and multiple templates returned by the 

system, each entity is injected into the wildcard part of each template. For each template, if results are 

returned by running the template SPARQL with the entity URI injected against DBpedia, then the 

resulting label is returned. When all entities and templates have been processed this way, the resulting 

labels are ranked according to the MySQL match score and displayed in ranked order in the 

dropdown. Note that templates are resolved into labels before being ranked by the MySQL match 

score, so templates themselves (for example: Films starring Al Pacino and *) are never ranked in 

order to display to participants, only their resulting labels (for example: Films starring Al Pacino and 

Michael Caine) .  

When the user selects a result from the drop down, the filters linked to this result are converted into 

SPARQL and run against the LD source to retrieve the results which populate the grid. For example, 

in Figure 3-8, the user enters the query ‘Films starring Tom Cruise’. The search algorithm matches 

several labels submitted by other users including the template ‘Films starring [ACTOR]’. The system 

recognises that this result includes a template, which triggers the code that scans the query for 

recognisable entities in the text ‘Films starring Tom Cruise’ using the IBM Watson Natural Language 

Understanding API. This service returns the entity: {label: “Tom Cruise”; URI: 

“http://dbpedia.org/resource/Tom_Cruise” }  

The label is injected into the template text and displayed as a result in the drop down. If this result is 

selected, the URI will be injected into the SPARQL code associated with the template, which will 

then run against the SPARQL endpoint and return any LD results to the results grid (see Figure 3-8). 

The process for finding results for non-templates is similar, but skips the entity extraction and URI 

SPARQL injection stages, as each non-template label is linked directly to the complete SPARQL 

query for that label without the need to map any variables in the query with a URI (Figure 3-9.). 
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‘Films starring Tom Cruise’ Films starring [ACTOR] 

ORIGINAL QUERY TEMPLATE MATCH 
DATABASE NL SEARCH 

IS TEMPLATE = TRUE ‘Films starring Tom Cruise’ 
ORIGINAL QUERY TO ENTITY IDENTIFICATION API I.B.M WATSON 

Natural Language 
Understanding API 

{label: “Tom Cruise”; URI: “http://dbpedia.org/resource/Tom_Cruise” } INJECT LABEL 

‘Films starring Tom Cruise’ 

RESULTS DISPLAYED TO USER 

USER SELECTS RESULT 
SPARQL TEMPLATE RETRIEVED 

SELECT ?x ?y ?z 

WHERE { 

?z rdf:type <dbpedia:Film> 

?z <dbpedia:starring> ?y 

?y = ?variable1 

} 

SELECT ?x ?y ?z 

WHERE { 

?z rdf:type <dbpedia:Film> 

?z <dbpedia:starring> ?y 

?y= http://dbpedia.org/ 
resource/Tom_Cruise 

} 

INJECT URI INTO QUERY 

SPARQL RUN AGAINST ENDPOINT 

RESULTS DISPLAYED ON QUERY BUILDER GRID 

Figure 3-8: AquaCold Natural Language query process for labels with templates 
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‘Films starring Tom Cruise’ Films starring Tom Cruise 

ORIGINAL QUERY LABEL MATCH 
DATABASE NL SEARCH 

IS TEMPLATE = FALSE 

RESULTS DISPLAYED TO USER 

USER SELECTS RESULT SELECT ?x ?y ?z 

WHERE { 

?z rdf:type <dbpedia:Film> 

?z <dbpedia:starring> ?y 

?y= http://dbpedia.org/ 
resource/Tom_Cruise 

} 

SPARQL RUN AGAINST ENDPOINT 
SPARQL RETRIEVED FROM DB 

RESULTS DISPLAYED ON QUERY BUILDER GRID 

Figure 3-9: AquaCold Natural Language query process for labels without templates 
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3.4.4 Voting 

A vote up / vote down interface lets users rank results (filter sets), improving the visibility of accurate 

templates/labels and relegating those less accurate. Consider the following scenario: User A creates a 

result grid returning all Grand National Winners since 1901 and applies the label ‘Grand National 

Winners since 1901’. However, they make a mistake and apply the date > 1910 filter instead of date 

> 1901. User B then searches for ‘Grand National Winners since 1901’ and receives the incorrect 

results that User A defined. User B corrects the filter and saves the filter set with the same label 

‘Grand National Winners since 1901’. Next, User C arrives at the site and makes the same query. 

They are presented with both result sets created by User A and User B. On viewing both, User C sees 

the mistake made by User A and votes down their version of the results set (giving it a score of -1) 

whilst voting up the correct label made by User B (giving it a score of +1). When subsequent users 

make the same query, they are shown User B's version higher in the result listings as it has a higher 

score (Figure 3-8). This simple example highlights how user voting can be used to surface preferred 

result sets when many are available.  

 

Figure 3-10: AquaCold label voting example 

3.4.5 Templating 

When a label is saved (see 3.4.2), entities are extracted from the label using the I.B.M Watson Natural 

Language Understanding API and compared to entities used in the filters. For example, if the label is 

‘Films starring Al Pacino’ the Watson API would identify the entity Al Pacino and resolve it to its 

DBpedia URI https://dbpedia.org/resource/Al_Pacino (see Figure 3-11). If a filter used together with 

this label includes the same URI (for example a propertyValue filter with the labels starring:Al_Pacino 

and the underlying URIs dbpedia/ontology/starring dbpedia/resource/Al_Pacino), the user will be 

given the option to create a template for this query where the matched entity Al Pacino can be replaced 

with another entity. See section 3.4.3 for more details on how an entity from a user’s query is injected 
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into the template when a match is found. A template label is 

similar to a non template label, but the matched entity is 

replaced with a wildcard containing the entities rdf:Type 

property for example ‘Films starring [ACTOR]’. In the 

underlying SPARQL code the entity URI is also replaced with 

a variable, for example starring:variable1.  

Note that only one wildcard is saved per template, although 

multiple templates can be created in a single step. For example: 

if a user creates the label Films starring Al Pacino and Robert 

De Niro with matching filters for each actor, they would be 

prompted twice to save two templates – one for Films starring 

Al Pacino and [Actor] and a second time for Films starring 

[Actor] and Robert De Niro. It is not yet possible to create a 

single template with multiple wildcards (although this is 

feasible with further development). 

Creating templates increases the number of queries available on 

the system significantly compared with non-templated labels.   

 

3.4.6 DBpedia data source 

AquaCold processes queries against the DBPedia endpoint15. This has been chosen due to its size, 

wide range of topics, development maturity, widespread use within the Linked Data community, and 

the fact that the QALD-9 challenge used in the evaluation for this work also uses this endpoint. The 

system could be developed to cover any compatible SPARQL endpoint, which we explore further in 

Future Work (section 6.1)  

 
15 http://uk.dbpedia.org/sparql 

Figure 3-11: Example entity extraction 

and URI resolution in Watson N.L.U 
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3.5 User Interface Development History 

The guiding principle for the AquaCold User Interface design was to employ interface elements 

familiar to users from popular applications such as search engines and spreadsheets and provide an 

intuitive way to manipulate Linked Data using these elements that would abstract the user from the 

complexity of the underlying SPARQL queries. 

The U.I progressed through several designs stages before reaching the final design. Each design stage 

centered around the use of a simple grid interface that users would be familiar with from spreadsheet 

applications, together with a search box for user queries that mimics popular search engines that users 

would be familiar with such as Google and Bing, and clear colour coding for the three different types 

of filter – Subjects, Properties and Objects.  

Initial sketches focused on a basic grid layout (Figure 3-12) for displaying results and manipulating 

datasets which used simple interface items for the filtering, labelling, querying and voting processes 

(Figure 3-13).  

The subsequent design draft (Figure 3-14) introduced entity highlighting in the query box to show 

users which entities templated queries would be derived from. This draft also incorporated a view of 

the underlying SPARQL query which was ultimately removed to keep the focus on non-technical 

users who had neither knowledge of, or interest in the underlying query producing the results.  

The first working version of AquaCold (Figure 3-15) showed the viability of the concept with live 

data from DBPedia, incorporating interface elements from the mockup. After testing this version it 

came to light that users need the option to remove filters after creation as they customised their result 

grids. This was introduced in the following version (Figure 3-16) with an editable list of filters 

appearing on the left hand side of the grid as they were selected by the user. Each filter was colour 

coded depending on whether it was for a subject (green), property (yellow) or object (red). 

Further testing found that screen real estate was compromised with more complex queries consisting 

of many filters, with multiple columns of results causing the screen to expand horizontally outside of 
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the viewable window at which point the filter list on the left hand side of the screen disappeared. To 

resolve this and improve horizontal screen real estate, the subsequent design (Figure 3-17) displayed 

the selected filters as a horizontal list appearing above the results grid, instead of a vertical list 

appearing to the left. This allowed the results grid to fill almost the entirety of the screen width, with 

the filter list always visible above. A set of tabs was introduced at this stage showing grids with the 

same label but different filters, along with a comments section for users to comment on the quality of 

the results grid, to help other users find the most appropriate grids for them. 

The final version of AquaCold (Figure 3-19) sticks closely to this design, including a simple 

complimentary colour scheme to allow for easy identification of the three different filter types, 

together with appropriate fonts and a responsive layout (designed to be reminiscent of spreadsheet and 

search applications) with the AquaCold logo appearing on the top left.  
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Figure 3-12: DESIGN PHASE 1 – Initial sketch of results grid and query text box 
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Figure 3-13: DESIGN PHASE 2 – AquaCold process sketch 
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Figure 3-14: DESIGN PHASE 3 – Search grid and query box with generated SPARQL query 
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Figure 3-15: DESIGN PHASE 4 - First mock-up with interface elements labelled 
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Figure 3-16: DESIGN PHASE 5 – First working demo of AquaCold system 
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Figure 3-17: DESIGN PHASE 6 – Updated AquaCold U.I designed to maximise screen width 
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Figure 3-18: DESIGN PHASE 7 - Design with graphics in place 



99 
 

 

 

 

Figure 3-19: DESIGN PHASE 8 -  Final design for AQUACOLD prototype
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3.6 System architecture 

AquaCold is built with web standard technologies. The main application code is written in Javascript using 

an OOP approach, with objects created for the query, filters, templates and other core components of the 

system. Angular.js v116 is used to implement a model-view-controller architecture, with all controls, user 

interaction and presentational logic (displaying results, hiding content based on conditions, conditional CSS 

presentation) coded in the view part of the model. All user authored data: query labels, filters, votes and 

results, are stored in a relational MySQL database. The data (model) is loaded from and written to the 

database via PHP, with the angular JS controller used to load data from php into the Javascript objects and 

update the page asynchronously. The user interface is built with HTML5 and CSS, with JQuery used for 

some interactive elements such as the autocomplete dropdowns. 

The grid interface is built using the slickgrid library17 which allows the rows and columns to be updated 

asynchronously using AJAX together with methods native to the library, avoiding the need to build the 

spreadsheet-style interface from scratch whilst retaining opportunities for customisation later on.  

Entities are identified from the label text using the I.B.M Watson Natural Language A.P.I 18, which returns 

keywords and entities found in a string of plain text. In addition to the entity labels, the DBPedia URIs found 

for retrieved entities are returned by the A.P.I in JSON format. These are then processed by the system. 

AquaCold queries the DBPedia SPARQL endpoint19 over HTTP directly from the browser, returning data in 

JSON format. SPARQL queries are generated programmatically using Javascript based on the filters selected 

by the user. Using lightweight client-side Javascript for the majority of the code makes the system robust, 

easily portable and efficient. The total source code includes around 10,000 lines of code (without libraries), 

with the entire system weighing in at 14 Mb. The full system diagram is show in Figure 3-20 and Figure 3-21 

.

 
16 https://angularjs.org/ 
17 https://github.com/ghiscoding/Angular-Slickgrid 
18 https://cloud.ibm.com/apidocs/natural-language-understanding 
19 http://uk.dbpedia.org/sparql 
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Figure 3-20: AquaCold System diagram 1/2 
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Figure 3-21: AquaCold System diagram 2/2 
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3.7 Summary 

This chapter outlined the AquaCold system architecture, design considerations and technical 

implementation. A user journey was presented which demonstrates the concept of the Linked Data 

Life Cycle where sets of LD filters are selected, saved with a descriptive label, expanded and adapted 

by other users and ranked using the voting system in a perpetual cycle which surfaces the most 

accurate results, as voted by the community. The five key components that comprise AquaCold were 

detailed with descriptions of their function from a user perspective and information on their technical 

implementation: natural language search, crowdsourced query labelling and voting, a query builder 

interface and query templating system. This chapter identified the influences in previous work that 

AquaCold builds upon and outlined the gaps in existing literature the system is designed to fill. 

Finally, a detailed outline of the system architecture was presented, describing the languages, 

frameworks, online services and hardware used in development and concluded with a diagram of the 

system architecture.  

The following chapter describes the evaluation methodology employed to ascertain whether the 

hypothesis of this work – that the AquaCold system improves the effectiveness of Natural Language 

Question Answering over Linked Data compared to purely algorithmic methods – holds true, with the 

results of the study reported in Chapter 5.   

 

 

 

  



104 
 

4 Chapter 4: Evaluation Methodology 

4.1 Introduction 

This chapter details the evaluation methodology chosen to measure the effectiveness of the AquaCold 

system in meeting the goals set out in the hypothesis of this work in Chapter 1. The chapter begins 

with background information on evaluation methodologies for LD search tools, exploring those 

employed by comparable systems. This leads on to an explanation of key concepts in the field, 

including measurements of accuracy, precision, f-measure and gold standard question answer sets 

used in established evaluation campaigns such as QALD. The chapter continues with a mapping of 

each hypothesis element to part of the evaluation methodology for this work, providing explicit 

performance indicators to the efficacy of the hypothesis statement. The chapter concludes with an 

overview of the evaluation setup and process, including the user evaluation designed to measure 

system effectiveness, the component evaluation designed to measure the contribution provided by the 

different novel elements which comprise the system, and the technical evaluation, designed to 

measure the query coverage provided by the system and performance against those recorded by 

similar systems.  

4.2 Evaluation methods for Linked Data search tools 

4.2.1 Background and current methods 

A structured evaluation allows direct comparison between LD search tools and provides a mechanism 

for judging progress in the field and identifying the benefits of different systems. 

Evaluation campaigns that evaluate how LD search tools perform on real world questions benefit the 

field in several ways: Systems can utilise existing benchmarks instead of creating their own, which 

shortens development; Results help determine which systems should be allocated resource; New 

evaluation challenges encourage developers to improve their systems to meet those challenges; 
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Competition encourages developers to keep up with high scoring systems, which in turn encourages 

continuous improvement and integration of successful techniques from other systems. 

Outside of evaluation datasets for Knowledge Base question answering systems which employ linked 

data, there have been several established evaluation campaigns for document based question 

answering systems which use information retrieval approaches over unstructured text. Many use 

Wikipedia content, including HotpotQA (Yang et al., 2020), Question Answering in Context (Choi et 

al., 2020) and Natural Questions (Kwiatkowski et al., 2019). Another popular method for evaluating 

document based QA systems is to employ reading comprehension tests, asking the same questions of 

a given passage of text to a QA systems as those given to young children in years 2 - 5 (Hirschman et 

al., 1999) 

One of the most widely adopted is S.Q.U.A.D (Stanford QUestion Answering Dataset) (Rajpurkar et 

al., 2016) a dataset comprised of over 150,000 question-answer pairs written by crowdsourced 

workers where the answer is a span of text from a passage in a Wikipedia article. SQUAD has been 

used to benchmark over 160 question answering systems 20. In addition to designating answers, 

questions can also be designated as unanswerable. This enables it the benchmark to measure systems’ 

ability to ascertain when answers cannot be found, as well as when answers are available. SQUAD 

has several advantages over comparable benchmarks including: an expansive dataset sufficient for 

rigorous training of data models; a broad domain base of diverse question sets from chemistry (“What 

causes combustion?”) to pop culture (“Which Doctor Who villain is a fellow Time Lord?”) to history 

(“What is the death date of Martin Luther?”); ground truth answers supplied by crowd workers in 

their own words, independent of the source Wikipedia text. A notable limitation of the SQUAD 

benchmark is the lack of nuance possible in the question-answer pairs used. GIVE EXAMPLE 

Early LD search tools such as GINSENG (Kaufmann, 2004) and NLP-Reduce (Kaufmann et al., 

2007) used the Mooney dataset and queries (Tang & Mooney, 2001) as a baseline dataset to compare 

precision, accuracy and speed of queries. These contained data on a wide range of topics converted 

 
20 https://rajpurkar.github.io/SQuAD-explorer/ 
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into RDF + OWL format, amalgamated from several third party sources unconnected with the 

evaluation. 

User surveys are often used for qualitative evaluations of NL LD system performance. (Ferré, 2015) 

employed an online survey to measure the usability of the SPARKLIS system, taken after users had 

watched a short tutorial video then used the system to answer a set of questions. The CODE Linked 

Data Query Wizard (Hoefler et al., 2014) deployed the Retrospective Thinking Aloud (Van Den Haak 

et al., 2003) protocol, asking users verbalise their thoughts whilst using the system, combined with the 

NASA Task Load Index (Hart, 2006) to measure users’ perceived workload and success rate whilst 

completing the evaluation tasks. 

Evaluating NL LD systems that use crowdsourcing requires unique evaluation measures due to their 

crowdsourced nature. Evaluating a crowdsourced approach against programmatic/machine learning 

powered approaches using a gold standard benchmark to establish the strengths and weaknesses of 

both techniques is a common methodology (Vaughan, 2018) used in a variety of domains (for 

example (Li et al., 2016)).  CrowdQ (Demartini et al., 2013) was evaluated through traditional 

methods by comparing answers produced against a gold-standard answer set, however several quality 

metrics unique to the system’s crowdsourced capabilities were included, including template coverage 

– the scope of a template w.r.t the number of potential entities returned by the template and template 

matching speed – the length of time each template took to return results.  

MRR (Mean Reciprocal Rank) is a popular method for evaluating fact based QA systems. A ranking 

system takes as input a ranked list of answers from a participating system, with the gold standard 

answers available to the ranking system. MRR is then used to score each submitted answer according 

to the reciprocal rank of the first answer that matches the gold standard. So, if a participating system 

submitted three answers ranked in order of how accurate they believed them to be, but only the 

answer ranked third was correct, the ranking system would return a score of ½ . The overall score for 

a participating system is the mean average score of each question submitted (Figure 4-1).  
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Figure 4-1 : Formula for Mean Reciprocal Rank (MRR) 

There are several test tests comprising questions and gold standard answers available for evaluating 

QA systems. These include: TREC QA, an early dataset used in TREC challenges between 1999 and 

2004; TriviaQA (Weld & Zettlemoyer, 2016) which adds supporting documents in the form of 

Wikipedia and websites in addition to question/answer pairs; WEBQUESTIONS (Berant et al., 2013) 

which focus exclusively on wh- questions relating to single entities; WEBQUESTIONSSP (Matthew 

et al., 2016) includes SPARQL queries for each wh- question which resolve to the correct answer; 

COMPLEX WEBQUESTIONS (Talmor & Berant, 2013) includes additional questions of greater 

complexity, such as compositional queries; MCTEST (Richardson et al., 2013) follows the format of 

reading comprehension tests given to young children, providing a set of fictional short stories and a 

series of multiple choice questions relating to them; the ARC AI2 challenge (Clark et al., 2016) 

focuses on questions that are difficult to answer via lexical analysis, including only questions that 

have failed to be answered by such analysis by prior QA systems. 

Many modern NL LD QA systems use the dataset supplied by the current QALD (Question 

Answering over Linked Data) campaign for evaluation (see section 4.2.2 below), with over 40 

research teams and associated systems using the benchmark between the QALD1 and QALD9 

iterations (Usbeck et al., 2018).   

4.2.2 QALD and gold standard measures  

The Question Answering Over Linked Data (henceforth QALD) challenge began in 2011 as the first 

major open challenge designed to provide a benchmark for evaluating the performance of Natural 

Language Question Answering interfaces for the Linked Data web (Phillipp Cimiano, Unger, & 

Freitas, 2011). The challenge has run annually since and remains the most prominent evaluation series 
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of its kind, used by several LD search tools including TeBaQa, SPARKLIS (Ferré, 2015), Freya 

(Damljanovic et al., 2012), PowerAqua (Lopez, Fernandez, Motta, & Stieler, 2012), SWIP (Pradel, 

Haemmerlé, & Hernandez, 2012), C-Phrase (Pham et al., 2015), Treo (André Freitas et al., 2011) and 

TBSL (Unger et al., 2012).  

(Phillipp Cimiano, Unger, & Freitas, 2011) describes the goal of the QALD challenge: 

‘...to evaluate and compare question answering systems that mediate between 

semantic data and users who express their information needs in natural language, 

especially with respect to their ability to cope with large amounts of 

heterogeneous and structured data.’ 

The task for participating systems is described as: 

Given one or several RDF dataset(s) as well as additional knowledge sources and 

natural language questions or keywords, return the correct answers or a SPARQL 

query that retrieves these answers. 

Systems taking part in the challenge take a natural language question, ranging in complexity from 

simple (eg: When is Halloween?) to advanced (eg: Give me the capitals of all countries that the 

Himalayas run through) including comparatives (e.g., Is Lake Baikal bigger than the Great Bear 

Lake?), superlatives (e.g., Which museum in New York has the most visitors? ), and temporal 

aggregators (e.g., How many companies were founded in the same year as Google?). Each question is 

supplied with a gold standard set of answers and SPARQL query as input and return an entity, or list 

of entities, that answer the given question as output. Some questions are included that cannot be 

answered in the dataset, to show how the participating systems judge whether unanswerable questions 

represent a problem with the system itself, or lack of data.  

System accuracy is measured by comparing answers returned against a ‘Gold Standard’ answer set, 

also known as ground truth judgment of relevance (Manning & Raghavan, 2009) selected by subject 

matter experts. A training dataset (including Gold Standard answers and associated SPARQL queries 
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- see Figure 4-3) is released to participating systems months prior to the challenge for testing and 

configuration. For evaluation, systems are run against a separate testing dataset using the GERBIL 

framework  (Usbeck, Röder, et al., 2015), for which the gold standard answers and the SPARQL 

queries required to receive them, are unknown to participants (see Figure 4-2). 

A copy of the DBPedia (Bizer et al., 2009b) dataset is used for each challenge as this is large enough 

to cover a wide range of questions whilst still manageable in terms of the computing power required 

to run the necessary queries. A static copy of DBpedia allows for a controlled experiment with 

reproducible settings, with all systems evaluated on a level playing field. Although DBpedia is large 

and wide ranging, it is also incomplete with many ontology errors (Phillipp Cimiano et al., 2011). 

This is seen as a benefit for the QALD challenge as LD QA systems must be able to handle 

incompleteness, modelling errors, missing property information, property redundancies and undefined 

entities (Phillipp Cimiano, Unger, & Freitas, 2011). 

Each year the QALD campaign grows to incorporate more advanced challenges alongside the base 

challenge, including a multilingual question answering track in 2013, hybrid question answering over 

both Linked Data and structured text in 2015, and question answering for statistical data cubes in 

2016. 

Systems participating in the QALD challenge are evaluated for recall, precision and F-measure (see 

chapter 4.2.3) by providing a REST API that ascribes to a determined format, accessed using the 

GERBIL framework, (Usbeck, Röder, et al., 2015) which scores the system (see Figure 4-2). 

 

Figure 4-2: Example GERBIL 0.2.3 results over the QALD 9 dataset  
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1. Who is the daughter of Bill Clinton married to? 

SELECT DISTINCT ?uri ?string WHERE {  

     res:Bill Clinton dbo:child ?child . 

     ?child dbp:spouse ?string . ?uri rdfs:label ?string  

}  

2. Which actors were born in Germany? 

SELECT DISTINCT ?uri ?string WHERE {  

     ?uri rdf:type dbo:Actor . 

     { ?uri dbo:birthPlace res:Germany . }  

     UNION 

     { ?uri dbo:birthPlace ?city .  

     ?city rdf:type yago:StatesOfGermany . }  

     OPTIONAL  

     { ?uri rdfs:label ?string .  

     FILTER (lang(?string) = ’en’) } 

}  

3. Which caves have more than 3 entrances? 

SELECT ?uri ?string WHERE {  

     ?uri rdf:type dbo:Cave .  

     ?uri dbo:numberOfEntrances ?entrance .  

     FILTER (?entrance > 3) . 

     OPTIONAL  

     { ?uri rdfs:label ?string .  

     FILTER (lang(?string) = ’en’) } 

}  

4. Is there a group called Michael Jackson? 

SELECT DISTINCT ?album ?title WHERE {  

     ?album rdf:type mm:Album . 

     ?album mm:releaseType mm:TypeLive .  

     ?album dc:title ?title .  

     ?album dc:creator ?artist .  

     ?artist dc:title ’Michael Jackson’ . 

}  

Figure 4-3: Example training questions from the QALD-9 dataset 



111 
 

4.2.3 Precision, recall and f-measure overview 

As in traditional ‘document centric’ information retrieval, precision and recall are two key metrics 

used for evaluating system performance for Natural Language over Linked Data search. 

Recall is determined as the proportion of correct answers returned by a system for a given question q 

compared with the number of gold standard answers for a given question q from the ‘gold standard’ 

set. Precision is determined as the proportion of correct answers returned by a system for q compared 

against all answers provided by the system for q. 

 

 

 

 

System level precision and recall scores are calculated as the mean average of precision and recall 

values for all questions the system answered. Some evaluation campaigns combine Recall and 

Precision to get a single score which illustrates overall system performance, such as the F-measure 

used by QALD as the weighted harmonic mean of the two values. 

 

For each test question used by QALD, the level of complexity required to translate the natural 

language query into the structured SPARQL code is known. The F-measure is averaged for each 

complexity level for each system, to measure how each system copes with queries at each complexity 

level. 

 

F-measure = 2 x  
precision x recall 

precision + recall 

Recall(q) =  
number of correct system answers for q 

number of gold standard answers for q 

Precision(q) =  
number of correct system answers for q 

number of system answers for q 
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4.3 Evaluation overview 

The methodology chosen to evaluate the success of the AquaCold system in meeting the criteria set 

out in the hypothesis is separated into two campaigns: a user evaluation and a technical evaluation. 

The user evaluation measures how successfully the system assists a wide range of users in answering 

a randomly assigned subset of questions from the QALD9 training set over a linked data endpoint. 

The technical evaluation measures the maximal capability of the system in answering all questions 

from the QALD9 training set. 

The user evaluation consists of both quantitative and qualitative measurements. A sign-up sheet which 

outlined the evaluation and gave instructions on how to begin was made available online at prolific.co 

21, one of the leading websites for connecting academic experiments with participants. The survey link 

was publicised via Twitter and Reddit. After login, a short survey was provided to participants to 

capture their proficiency with: English; Web Search; Spreadsheets; SPARQL; General I.T skill. On 

submitting the survey, a tutorial video was presented instructing the participants on how to use the 

system and take part in the experiment. Each participant was then presented with a set of 5 random 

questions taken from the QALD-9 training dataset (Phillipp Cimiano, Unger, & Freitas, 2011) and 

were instructed to answer each question using the AquaCold system. Each of the 5 questions is 

presented on one of 5 randomly selected servers (unbeknown to the participant) containing a different 

set of pre-existing data available to users when searching using natural language, specifically: All 

gold standard labels and filter sets available with no vote score; Both GS and incorrect filter sets 

available with randomly assigned vote scores; Related labels containing similar, but not identical filter 

sets; Labels created by other users; No data. Each participant received one of the random questions on 

one of the random servers, to measure the utility of each of the novel system features (Natural 

Language Labelling, Natural Language search, Query Builder, Voting and Templating).  

This system oriented methodology was chosen as it allowed all four possible states for a 

crowdsourced system such as AquaCold to be represented: No data present (Server 1); The correct 

 
21 https://www.prolific.co 
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label and filter sets already present (Server 2); The correct label and filter sets present alongside the 

same label with incorrect filter sets and unclear vote scores that require sorting through to identify the 

correct answer (Server 3); Similar label and filter sets that can be edited to get the correct answer 

(Server 4). The fifth server, which contained labels and filter sets entered by other users in the 

experiment, was intended to mimic how the system function if released as a production system. 

QALD9 was chosen as the benchmark to evaluate AquaCold due as the breadth of query types used 

are appropriate for the breadth of open domain topics AquaCold is designed to answer. Also, the 

campaign has an established provenance, with over 40 Question Answering systems implementing the 

evaluation in the eight year period between QALD1 and QALD9 (Usbeck et al., 2018), the latest 

iteration at the time of writing this paper. The 2016-10 version of DBPedia (Bizer et al., 2009a) is 

used as the Linked Data endpoint for this evaluation as all questions from the QALD-9 challenge can 

be answered using this dataset, which has an appropriate size, range of topics and development 

maturity.  

On submitting or abandoning each question, the participants were presented with the Nasa Task Load 

Survey NASA Task Load survey (henceforth NASA-TLX) (Hart, 2006), which captured how 

demanding participants found each question and specific issues faced when answering.  After 

completing the TLX survey, participants were presented with the next question.  

On completing the survey, participants are given the opportunity to use the system unrestricted: 

creating result grids using filter sets, saving them with descriptive labels, generating templates, 

recalling results saved by other users and applying votes as they choose, without being required to 

answer a specific question. No objective is provided to participants at this stage, but their use of the 

system is recorded through logs files so patterns of use which relate to the hypothesis of this work can 

be identified.  

The answers supplied for each question are used to measure precision, recall and F-measure using the 

Gerbil framework employed by QALD. This data is combined with participant information, TLX 

survey results and log files of detailed participant activity to evaluate success rate with respect to the 
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dimensions of: participants, IT skill, server provided (and therefore available AQ tools), canonical 

difficulty established by QALD, perceived difficulty reported in TLX results, use of AQ tools and 

opinion of the system reported in the user survey. 

The technical evaluation consists of predominantly quantitative measurements on the system’s 

performance in correctly answering the set of QALD9 training questions using established I.R 

metrics. This evaluation was carried out by an AquaCold system expert (the system developer) 

attempting to answer each question successfully. The success/failure of each question was recorded 

together with detailed reasons for any failed or partial answers, and other relevant notes (for example, 

if the Gold Standard answer is counter intuitive for the supplied question). The results of this 

evaluation are used to measure precision, recall and F-measure using the Gerbil framework employed 

by QALD in addition to overall query coverage. Strengths and weaknesses of the system are recorded 

together with a collated list of failure causes and any other notable observations. The second part of 

the technical evaluation consists of a comparative analysis between AquaCold and similar QA LD 

systems. Precision, Recall and F-measures recorded for AquaCold are compared with those for other 

systems participating in the QALD-9 challenge using the same GERBIL framework. Strengths and 

weaknesses for all systems are compared and noticeable differences recorded.  

4.4 Performance indicators 

The main performance indicators of the AquaCold are mapped against the hypothesis from section 1.2  

(copied again below for convenience) , on Table 4-1 below: 

Compared to question answering systems which rely on algorithmic methods to translate 

natural language into a structured query, a system which relies on crowdsourced query 

templates built and ranked by other users to translate natural language into a structured query 

(henceforth AquaCold) will improve effectiveness in retrieving question answers from the 

linked data web.   



115 
 

RQ Description Measured in 
Evaluation chapter 

1 

How does AquaCold compare in terms of effectiveness 
(measured by precision and recall) when benchmarked 
against state-of-the-art question answering systems which 
use algorithmic methods to translate natural language to a 
structured query? 

4.6.7, 4.6.8 

2 

How does AquaCold compare in terms of user satisfaction 
when benchmarked against state-of-the-art question 
answering systems which use algorithmic methods to 
translate natural language to a structured query? 

4.6.5, 4.6.8 

3 

Is there a relationship between users I.T proficiency in 
terms of web, structured data and linked data search skills 
and their effectiveness with, and satisfaction with the 
AquaCold system. 

4.6.2,  

4.6.3,  

4.6.4 

4 

To what extent do the novel components that comprise the 
AquaCold system: The Query Builder interface; free text 
labelling of filter sets, natural language search over filter 
sets, confidence score voting of filter set labels and query 
templating; contribute to the overall effectiveness of the 
system. 

4.6.3 

5 

To what extend does the query templating system expand 
available query coverage in the AquaCold system and 
ameliorate the cold start problem faced by similar 
crowdsourced systems. 

4.6.7.2 

Table 4-1: Map of evaluation components against hypothesis 
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4.5 Evaluation process 

The evaluation process is detailed below.  

User Evaluation 

 

  

Entry questionnaire 

and sign-up sheet 

(section 4.6.1) 

Participant given random 

question from QALD9 set 

(section 4.6.2) 

Participant takes 

NASA TLX Survey 

(section 4.6.4) 

Repeats 

5 times 

User evaluation ends 

Participants have free 

access to AquaCold 

(section 4.6.5) 

Optional 

408 
QALD-9 
questions 

 
one  

qu
e

st
io

n 

selected from 

5 
server 
types 

one  server 

selected from 

1. No data 
2. Gold standard 
3. Random voting 
4. Related labels 
5. User created 

(section 4.6.3) 
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Technical Evaluation 

 

 

 

 

 

 

 

 

 

 

4.6 Evaluation stages 

4.6.1 Participant entry questionnaire and sign up sheet 

The entry questionnaire is designed to gather background information from each participant and 

consists of the following questions: 

1. How well can you speak English? 

2. How would you rate your experience level with computers? 

3. How frequently do you search for information online? 

4. How frequently do you query information from a structured data source, such as a database or 

spreadsheet? 

5. How frequently do you write SPARQL queries? 

This questionnaire follows the principles outlined in Grossman et al (Grossman et al., 2009), as a 

means of measuring the users existing skillsets to inform the degree to which the system is ‘learnable’ 

for them, which in turn informs which, if any, dimensions of user skill relate to the success of 

participants in the user evaluation.  

Repeats 

408 times 

 

Expert given random 

question from QALD9 set 

(section 4.6.7) 

Success / failure  

details recorded 

 

408 
QALD-9 
questions 

 
one  

qu
e

st
io

n 

selected from 
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Questions 1 & 2 conform to the dimensions of user experience established by Nielsen (Nielsen, 1994) 

by gauging basic English and computer literacy, whilst questions 3 to 5 measure users prior 

experience with information seeking tasks and systems related to this experiment which may affect 

their preconceptions about the capabilities of AquaCold and their success in the user evaluation.  

The evaluation will be conducted in English but may include non-native speakers. Q1 captures 

participants English proficiency in the event that it is corollary to the evaluation results. Question 2 

captures participants computer literacy using the scale established by (Brooke & others, 1996). 

Question 3 ascertains participants proficiency in general online information retrieval, regardless of the 

search tool used. Question 4 establishes prior experience searching for structured data in common 

applications such as spreadsheets and databases. As the design of the AquaCold grid browser contains 

faceted data manipulation controls similar to those found in spreadsheets, and the process of applying 

successive filters to refine datasets is similar conceptually to traditional database queries, this question 

probes participants familiarity with databases and spreadsheets in case this is a corollary. Question 5 

captures users prior experience using the SPARQL language which could have a direct correlation 

with their success in the experiment as the system logic maps directly with SPARQL to retrieve 

answers from the linked data web. 

This evaluation categorises participants as non-expert users if their answers to any of questions 2 – 5 

are the lowest two options - ‘low’ or ‘none’ (in the case of Q2) or ‘less than every few weeks’ or 

‘never’ in the case of Q3 – Q5. This mapping is adopted from the ‘casual end-user’ definition for 

Semantic web users established in (Battle, 2006) and used by several similar evaluations (Kaufmann 

& Bernstein, 2007; Vega-Gorgojo et al., 2016). 

4.6.2 Participant answers random QALD9 question 

For the usability evaluation, each participant was presented with a series of 5 questions selected 

randomly from the QALD-9 training dataset and were tasked to find and submit the correct answer 

using AquaCold.  For example, the participant may be assigned the question “Which pope succeeded 

John Paul II?”and can use AquaCold’s natural language search and query builder interface – to find 
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the answer. The within-subjects methodology was adhered to throughout this evaluation, ensuring 

each participant answered (or abandoned) each of the 5 questions, to ensure a rounded evaluation 

sample (Field, 2009). 

When the participant believes they have found the correct answer, they click Submit to save the 

answer to the evaluation database. The percentage the answer matches the gold standard answer as 

specified by the QALD9 dataset is also stored on the evaluation database as the score, invisible to the 

participant. If a participant cannot answer the question they can click the Abandon button to skip it 

and a score of zero will be recorded in the database. Some questions supplied by the QALD9 training 

dataset cannot be answered by AquaCold as the correct answer is FALSE, such as ‘Did Kaurismäki 

ever win the Grand Prix at Cannes?’. In normal system usage, AquaCold system users would 

ascertain the answer is false due to the absence of data in the grid, to achieve this in the evaluation 

setting an explicit Answer is FALSE button is available, which registers a score of 100 percent when 

used for questions where the answer is false. When the participant has clicked Submit, Abandon or 

Answer is FALSE, they are prompted to complete the TLX survey (see 4.6.4) to register their 

experiences answering this question.   
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Figure 4-4: AquaCold user evaluation interface 
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The crowdsourced nature of the AquaCold system presents a challenge for the usability evaluation as 

participants will be able to find answers faster and easier if the labels and filters that provide those 

answers have already been added to the system by other participants. For example, if the answer to the  

question “Which pope succeeded John Paul II?” has been already been answered, producing the Gold 

Standard answer, future participants presented with this question need only type the question in the 

natural language search box to retrieve the correct answer. 

A further evaluation challenge is presented by the number of novel components that comprise the 

AquaCold system. The effect of each component: natural language search; query builder interface; 

crowdsourced filter set labelling; crowdsourced voting and templating system; must be measured both 

in isolation and in combination with other components to ascertain the respective contribution of each 

element to the success of each attempt. 

To factor the effects of both the presence of pre-existing crowdsourced data and the impact of the 

respective system components, each of the five questions provided to the user was assigned to one of 

five database servers, each containing a different set of pre-existing data. The data available on each 

server is as follows:  

1. Server 1 has no pre existing data available, so participants must use the Query Builder only. 

2. Server 2 has all GS labels and filter sets available through the Natural Language Search. 

3. Server 3 has both correct and incorrect labels and filter sets with randomised vote scores. 

4. Server 4 has labels and filter sets similar to the GS which can be adapted with the QB 

5. Server 5 has labels and filter sets created by other users, whether correct or incorrect. 

By evaluating how participants use AquaCold’s feature set to answer the QALD-9 training question 

set, with a range of crowdsourced content preloaded into the system to assist, real world usage of the 

system can be simulated and a reliable evaluation obtained. More information on the particulars of 

each server can be found in the following section (section 4.6.3). 
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4.6.3 Evaluation database servers 

4.6.3.1 SERVER 1 – NO DATA 

Measures: Utility of Query Builder Interface for browsing and filtering data. 

This task seeks to answer the following hypothesis, derived from the primary hypothesis (1.2): 

“Providing an intuitive query builder interface familiar to users of modern spreadsheet 

applications, helps users find and filter relevant information from the Linked Data web to 

answer natural language queries” 

On this server no pre-existing labels or filter sets are available to the user, requiring them to use the 

Query Builder only. For example, the participant is randomly assigned the question “What date is 

Halloween?” and finds the answer by selecting the Subject Halloween and the property date using the 

Query Builder. 

 

Figure 4-5: Using the AquaCold Query Builder interface 

4.6.3.2 SERVER 2 – GOLD STANDARD LABELS AND FILTER SETS AVAILABLE 

Measures: Utility of Natural Language Search tool for retrieving crowdsourced query labels 

This task seeks to answer the following hypothesis, derived from the primary hypothesis (1.2): 

“Providing crowdsourced labels for Linked Data filter sets helps users find relevant 

information from the Linked Data web to answer natural language queries.” 
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On this server, Gold Standard query labels (and associated filter sets) are available for participants to 

select by searching for them using the natural language search tool.  No incorrect alternatives are 

included as distracters. Only the gold standard (correct) labels are present. 

For example, the participant may be asked the question Do Urdu and Persian have a common root? . 

They can find this answer using the grid browser, but if they type the question into the search box, 

they will be presented with this exact query label which returns the gold standard answer when 

selected (Figure 4-6). 

 

Figure 4-6: Using the AquaCold Natural Language search tool to retrieve a query label 

Making the correct label for any question available using the search tool allows measurement of how 

often participants search for the label instead of using the Query Builder and in turn, gauge the utility 

of the natural language search tool. 

4.6.3.3 SERVER 3 – RANDOMISED VOTES FOR CORRECT AND INCORRECT LABELS 

Measures: Utility of label voting facility 

This task seeks to answer the following hypothesis, derived from the primary hypothesis (1.2): 

“Providing a mechanism for users to vote labels and their associated filter sets up or down 

helps others find relevant information from the Linked Data web to answer natural language 

queries”   

On this server, correct and incorrect labels (and associated filter sets) are available for the participant 

to search for using the natural language search tool. The incorrect labels are generated by linking 

query labels with filter sets from a different question in the QALD-9 set, so they appear ‘obviously’ 

incorrect. Each label is randomly assigned a vote score between -5 and +5. In some instances, the 
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highest voted label will lead to the correct answer whereas in other instances incorrect labels will be 

assigned the higher vote scores. Participants also have the option of answering the question using the 

result grid only. 

For example, the participant may be asked to find the answer to the question Do Urdu and Persian 

have a common root? When entering the query into the search box they are presented with 3 matching 

labels, each with different vote scores ranging from -5 to +5. The participant selects the highest voted 

label and is presented with a set of results which are incorrect. The participant then selects the second 

highest score, which returns the correct answer Indo Iranian Languages, which the participant 

submits (Figure 4-7). 

 

Figure 4-7: AquaCold vote scores 

Making correct and incorrect labels available through the search tool with a randomised vote score 

allows measurement of how vote scores influence the accuracy, speed and order with which 

participants selects their answers and consequently the utility of the label voting feature. 

4.6.3.4 SERVER 4 – RELATED LABELS AND FILTER SETS 

Measures: Utility of Natural Language Search tool and Query Builder interface  

This task seeks to answer the following hypothesis, derived from the primary hypothesis (1.2): 

“Providing crowdsourced labels for Linked Data filter sets helps users find relevant 

information from the Linked Data web to answer natural language queries.” 

On this server, a label (and associated filter set) is available for each question that is related, but not 

identical to the question given to the participant. Related question labels do not return the GS answer 

when selected, but contain at least one (but not all) of the entities from the question which a 
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participant can use to find the correct answer, by editing the returned filters in the Query Builder. For 

example, if participant is given the question “Which pope succeeded John Paul II?” and types this 

into the natural language search tool, there will be no label found which matches this query exactly, 

but the label “What was the birth name of pope John Paul II” will be suggested. This shares a 

matching entity (Pope John Paul II) with the original question, so the filter set returned by the related 

question can be adapted to answer the former question by removing the property birth name and 

adding the property successor (Figure 4-8). 

 

Figure 4-8 : Editing existing filter set to answer a related question 

By providing a label related to but not identical to the question, the extent to which participants use 

the natural language search tool to find related labels and edit the filter sets to obtain their answer can 

be measured and by extension, the utility of both the natural language search tool and query builder 

interface. 

4.6.3.5 SERVER 5 – LABELS AND FILTERS SETS CREATED BY PREVIOUS PARTICIPANTS 

Measures: Utility of crowdsourced query labels and query templates 

This task seeks to answer the following hypothesis, derived from the primary hypothesis (1.2): 



126 
 

“Providing crowdsourced labels and query templates for Linked Data filter sets helps users 

find relevant information from the Linked Data web to answer natural language queries.” 

This server is pre-populated with labels and filter sets created by previous participants attempting a 

question on this server. Participants have the option to turn the label into a template (if it is 

templateable) on submission. Participants may have answered the question correctly, incorrectly, or 

skipped the question entirely in which case no label will be available.  

For example, Participant A is given the question Who is the owner of Rolls-Royce? and uses the 

natural language search tool to attempt to find an answer. No matching labels are found as no labels 

have been previously created to answer this question so the participant uses the Query Builder to add 

filters and find the correct answer, then saves the results with the label Who is the owner of Rolls-

Royce?. The system recognises that the template Who is the owner of [WILDCARD]? can be created 

based on this label (see 3.4.5 for more information on the templating system). Participant B is next to 

take the survey. They are given the question ‘Who is the owner of Universal Studios’. On entering this 

question into the natural language search tool, a matching label is found as the system uses the 

template created by participant A (Figure 4-9). Participant B selects the label, is satisfied with the 

results returned and submits this as the correct answer. Had Participant A chosen incorrect filter sets 

to answer this question and selected to turn the label into a template, incorrect answers would have 

been displayed to Participant B. If Participant A had not chosen to turn the label into a template, no 

answer would have been found for the question ‘Who is the owner of Universal Studios’.  

 

Figure 4-9 : Multiple labels created from the original template “Who is the owner of [WILDCARD]?' 
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By providing a mechanism for displaying labels and templates created by previous participants, the 

utility of employing a group of decentralised users (the ‘crowd’) to populate the system can be 

measured, mimicking how the system would perform in a full production environment. 

4.6.4 Task load index survey 

On completing each task – either through successful completion or abandoning the question – 

participants fill out a NASA Task Load survey (henceforth NASA-TLX) (Hart, 2006) recording how 

demanding they found answering this question. The survey is comprised of the following questions:  

 Mental Demand. How mentally demanding was the task? 

 Physical Demand. How physically demanding was the task? 

 Temporal Demand. How hurried or rushed was the pace of the task?  

 Performance. How successful were you in accomplishing what you were asked to do? 

 Effort. How hard did you have to work to accomplish your level of performance? 

 Frustration. How insecure, discouraged, irritated, stressed, and annoyed were you? 

 General comments. Enter any comments on your experiences answering this question 

All questions are Likert Scale 1 – 20 with the exception of the final question General Comments, 

which uses free text entry to capture participants qualitative feedback on their experiences answering 

this question.   

The goal of this survey is to measure participants perceived workload for each question. The results 

are used evaluate the usability of the AquaCold system and identify issues with specific questions and 

related factors (eg question difficulty, server used, order in question display and question structure). 

4.6.5 User Satisfaction Evaluation 

To gather feedback on the AquaCold system overall, each participant was presented with a short 

survey on completing the experiment which captured their opinions on different aspects of the 

systems’ usability. This survey is comprised of questions from the System Usability Scale (SUS) 

questionnaire (Brooke, 1996), including 10 multiple choice questions ranging from 1 (strongly 
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disagree) to 5 (strongly agree) to capture a quantitative evaluation of how participants assess 

AquaCold’s usability and 4 free text questions to capture qualitative judgements 22.  

After completing this questionnaire the User Evaluation is complete. The within-subjects 

methodology was used throughout the user evaluation, ensuring that only data from users who had 

completed the whole experiment, including the User Satisfaction Evaluation was included.  

4.6.6 Free Access 

On completing the evaluation, participants will have access to the full suite of AquaCold tools to find 

answers to any question they choose from the DBpedia Linked Data endpoint. Result grids can be 

created by applying filter sets which can be saved with labels and templates created if this is desired 

by the participant. The natural language search tool can be used to find labels created by others, which 

can be voted up or down if desired. This is unstructured, with no questions provided for the 

participant to answer. Logs of participant activity continue to be stored, providing an overview of all 

participant interactions with the system in free access phase. Any notable patterns in user behaviour 

during this phase that are relevant to the hypothesis of this work will be recorded. 

4.6.7 Technical Evaluation 

The technical evaluation incorporates several performance assessments of the AquaCold system using 

established metrics from the LD QA field. Standard I.R measurements of precision, recall and f-

measure are included, together with sub-evaluations using the GERBIL framework and analysis of 

both query coverage and template coverage. As with the user evaluation, questions and answers from 

the QALD-9 training set will be used for analysis. To ensure AquaCold is used to its full potential to 

accurately measure the expressivity, precision, recall and query coverage of the system, an expert user 

(the developer of the system) conducted this evaluation, negating the chance a user will record 

inaccurate results due to unfamiliarity with the system. 

 
22 The list of questions used in the user satisfaction evaluation can be found in Appendix 7.4 
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4.6.7.1 Precision, recall and f-measure evaluation 

System precision and recall is measured over all 408 questions in the QALD-9 training set (see 4.2.3 

for further details on this measurement) based on the results recorded in the evaluation.  In addition, a 

system wide F-measure score is recorded as the mean average of precision and recall values for all 

questions the answered in the technical evaluation. A further F-measure will be calculated per 

complexity level assigned to each question to gauge how the system copes with queries at each 

complexity level. 

4.6.7.2 Query and template coverage 

As the utility of a question answering system is proportional to the number of queries it can answer, 

system query coverage and template coverage are also measured as part of the technical evaluation. 

Query coverage is evaluated to ascertain which questions are answerable, partially answerable, or 

unanswerable using AquaCold. Where questions are partially or entirely unanswerable, the reasons 

for this are recorded and reported, along with any correlation between unanswerable questions and 

question length or complexity. 

The templating system employed by AquaCold significantly increases the volume of answerable 

queries. The generality of a template can be measured w.r.t the number of individual queries that can 

be derived by applying it to the DBpedia dataset. For example, the template “What is the atmosphere 

composition of [Planet]” and associated template filter sets (label:*, atmosphere:ANY, 

typeOf:Planet) has a template scope of 9 = the number of distinct entities that is a type of planet 

with an atmosphere property.   

A template’s scope is an indicator of its generality as it is directly related to the number of query 

variations it can answer. Using the above example, the template allows for the queries “What is the 

atmosphere condition of planet earth”, “What is the atmosphere condition of planet Mars” etc…  The 

technical evaluation measures the template scope for all templates produced by answers to the QALD-

9 question set to evaluate how expeditiously AquaCold expands its query coverage system.  
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4.6.8 Comparative Evaluation 

To judge the capabilities of AquaCold against those of similar LD QA systems, a comparative 

evaluation is included as part of the technical evaluation. This measures differences in precision, 

recall, f-measure query and template coverage recorded for AquaCold in the technical evaluation 

against those reported in the QALD-9 challenge (Phillipp Cimiano, Unger, & Freitas, 2011) for 

participating systems, together with qualitative measures of strengths and weaknesses where detailed.  

By comparing the results from this system with comparable LD QA systems using established 

benchmarks, an effective holistic measurement of the system can be gained to establish the position of 

AquaCold with respect to the state of the art.  

4.7 Question difficulty 

No canonical difficulty score is available for the QALD-9 training dataset, so we have approximated a 

question difficulty score based on the cumulative amount of triples and SPARQL features required to 

obtain the gold standard answer. The SPARQL features counted are: 

- Onlydbo: Whether the correct answer can be obtained using only the DBpedia ontology. If 

false, additional namespaces may be required, such as YAGO, FOAF or the DBpedia 

property (http://dbpedia.org/property/). 

- Aggregation:  Indicates whether parts of the answers need to be aggregated (for example, to 

calculate a total) in addition to triple pattern matching. 

- Filter: Whether the FILTER() operator is required to obtain the gold standard answer. 

- Optional: Highlights whether the OPTIONAL keyword is required to signify parts of the 

triple pattern that are non-essential. 

- Union: Specifies whether two or more triple patterns need to be combined using the UNION 

operation to obtain the correct answer. 

- Having: Indicates whether the HAVING operation is required to filter groups of triple 

patterns needed for the gold standard query. 
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- Limit: Whether a limited subset of results are required for the gold standard answer, obtained 

using the LIMIT clause at the end of the query. 

- RDF Type: Specifies whether the triple patterns required for the gold standard query must 

specify the type (class) of one or more of the triples returned.  

- Back hop: Reports whether an additional triple pattern is required where the subject of the 

first triple is required as the value of the second triple. For example ‘Show me the weapons 

designed by the designer of the Uzi sub machine gun’ 

- Forward hop: Reports whether an additional triple pattern is required where the value of the 

first triple is required as the subject of the second triple. For example: ‘List the birthdays of 

all actors starring in the TV series Charmed’. 

Although a relatively crude measure, we suggest that weighing the above features with the total 

number of triples required to answer the question will give an indication as to the overall question 

difficulty. This approach has been taken by other Linked Data Question Answering systems (Saleem 

et al., 2017).  

PREFIX dbo: <http://dbpedia.org/ontology/>  

PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>  

SELECT DISTINCT ?uri WHERE {  

?cave rdf:type dbo:Cave ; d 

bo:location ?uri .  

?uri rdf:type dbo:Country }  

GROUP BY ?uri  

HAVING ( COUNT(?cave) > 2 ) 

As an example, the above gold standard SPARQL query for the question ‘Which countries have 

places with more than two caves?’ would have a difficulty score of 6. This is calculated by adding the 

three triple patterns present in the query ( 1. ?cave rdf:type dbo:Cave; 2. bo:location ?uri; 3. ?uri 

rdf:type dbo:Country) with the three features used (Aggregation, Having and rdf:type). 
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4.8 Summary 

This chapter outlined the evaluation methodology chosen to assess how the AquaCold system meets 

the criteria outlined in the hypothesis for this work. The evaluation consists of two stages: a user 

evaluation and a technical evaluation. The former measures how successfully AquaCold helps users to 

answer questions from a linked data source. The latter measures the performance of the system in 

answering 408 questions used as benchmarks for LD QA systems. 

An overview of existing evaluation methods for LD QA systems was provided, together with 

explanations on core concepts including precision, recall, gold-standard answers and f-measurements. 

The QALD benchmark used to evaluate many LD QA systems was described together with an 

explanation of why and how this benchmark is used in this work. Next, the outcomes of this 

evaluation were mapped against the related research objectives used to measure the applicability of 

the hypothesis for this work. Finally, an overview of the user evaluation and technical evaluation 

process was described, with a breakdown of each evaluation stage outlining the flow of the evaluation 

for each participant, the measurements taken and how the data will be used in the results stage. 

The following chapter details the results recorded by applying the above evaluation methodology to 

the AquaCold system. The subsequent chapter shows the conclusions made from this data and 

whether these prove or disprove the hypothesis for this work.  
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5 Chapter 5: Experiment Results 

5.1 Introduction 

Chapter 4 outlined the evaluation methodology used to answer the hypothesis and research objectives 

detailed in Chapter 1. This chapter documents the results recorded by evaluating the AquaCold system 

according to this methodology, including the user evaluation which details how users interact with the 

system and how successful they are in answering a randomly assigned set of 5 questions from the 

QALD9 training set and the technical evaluation results which detail the maximal capabilities of the 

system. The results covered in this chapter illustrate the successes, challenges and relative merits of 

using the AquaCold system to answer questions from the linked data web. 

5.2  User evaluation results 

5.2.1 User skills questionnaire 

Exactly 30 participants took part in the user evaluation after completing the entry questionnaire (see 

chapter 4.6.1) and sign-up sheet online. This exceeds the minimum sample of size of 16 put forward 

by TREC  (Dumais & Belkin, 2005). The participants reported a range of technical abilities for Q4 – 

How frequently do you query information from a structured data source, such as a database or 

spreadsheet, however Q2 – How would you rate your experience level with computers?, Q3 - How 

frequently do you search for information online and Q5 – How frequently do you write SPARQL 

queries? resulted in a narrower range of responses, with minimal variance between participants for 

these answers. There was virtually no variance at all for Q1 – How well can you speak English?, with 

all but one participant reporting fluency of English with a maximum score for this question. Although 

no restriction on country of origin was placed for users participating in the experiment, this indicates 

that more work could be done to ensure a more geographically diverse pool of candidates for future 

experiments Figure 5-1 shows the distribution of results for the participant entry questionnaire.
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Figure 5-1: Results of participant questionnaire 
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5.2.2 User evaluation precision, recall and f-measure 

Questions that were identified as unanswerable or partially answerable by the AquaCold system in the 

technical evaluation (see chapter 5.3.1) were removed from the dataset, leaving only questions that 

could be answered according to the gold standard answer set.  

Each of the 30 user evaluation participants were assigned 5 random questions from the QALD9 

training dataset to answer sequentially using the AquaCold system (see evaluation details - chapter 

4.6.2), resulting in a total of 150 questions answered. 77 questions assigned to users were answered 

correctly, retrieving all correct answers (52% of the total), with 46 answered incorrectly, retrieving no 

correct answers (31% of total), 11 answered partially correctly retrieving some but not all of the 

correct answers (7% of total) and 15 questions were abandoned (10% of total). Precision, recall and f-

measure was calculated for all attempts, resulting in a mean average score of 0.52 precision, 0.56 

recall and 0.52 F1 score across all user attempts.  

Analysis of the average F1 score per question in the order the questions were presented to participants 

(Table 5-1) shows a slight increase (0.08 in F1 Score) in average participant performance after the 

first question, which may indicate that participants are getting used to the system and the experiment 

setup after Q1, but there is not enough of an increase for statistical significance. Beyond Q1, 

participant performance remains broadly the same for the remaining four questions. 

Figure 5-1: Results of 

participant questionnaire 
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Question 
Order 

Average % of 
correct answers 

Average Precision Average Recall Average F1 Score 

1 45% 0.42 0.45 0.43 

2 51% 0.50 0.51 0.51 

3 66% 0.66 0.66 0.64 

4 59% 0.51 0.59 0.52 

5 56% 0.53 0.56 0.53 

Table 5-1: Average correct answers, precision, recall and F1 Score  

for all questions in the order presented to participants 

5.2.3 Correlation between technical proficiency and experiment f-scores 

The correlation between users overall technical proficiency and performance using AquaCold to 

answer the experiment questions correctly is measured by comparing responses recorded for questions 

2, 3 and 4 in the participant entry questionnaire and participants overall f-score for the experiment. 

These questions all relate to different levels of technical skill that could benefit the participant in 

using Aquacold – particularly the grid controls:  

 Q2 – How would you rate your experience level with computers? 

 Q3 – How frequently do you search for information online? 

 Q4 – How frequently do you query databases or spreadsheets? 

 Q5 – How frequently do you write SPARQL Queries? 

Participants reported uniformly high levels of experience with computers (Q2), high frequency of 

searching for information online (Q3) and low levels of experience writing SPARQL queries (Q5), Q4 

showed greater variation in the numbers of people who use databases and spreadsheets . No 

significant correlation was found between participants responses to any of these questions and their 

average f-score for the experiment (see Fig 5-1). 
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Fig 5-1 : Graphs depicting correlation between users tehnical proficiency and average experiment f-scores 
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5.2.4 Task load index results 

On answering each question, participants completed a NASA Task Load Index survey to capture how 

demanding they felt the question was to answer and their perceived success level (see chapter 4.6.4). 

Two sets of results were produced from this data.  

The first result set (Figure 5-2) shows results for each of the five questions given to each user in the 

order they were shown. The questions were randomised, so these results highlight the change in task 

load over the course of answering each of the five questions. The second results set (Figure 5-3) 

groups task load results according to which of the five random servers (each measuring a unique 

aspect of the system – see chapter 4.6.3) a participant was placed on when answering the question. 

This highlights any relationship between the server occupied by the participant (and accordingly, the 

availability of system features assigned to that server) and the perceived difficulty of answering the 

question. The plots in each chart symbolize the different elements of the NASA Task Load Survey – 

physical, mental and temporal demand, perceived task performance, overall effort and frustration.
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Figure 5-2: TLX survey results for each question in the order they were received by each participant 
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Figure 5-2 shows a reduction in mean average TLX scores for mental demand, temporal demand, 

effort and frustration over the course of answering each of the five questions, indicating that 

participants are gaining familiarity with the system during the experiment and therefore recording 

lower task load for questions that are given later in the experiment. The most pronounced decrease in 

avg TLX score over the course of the experiment is reported for mental demand (y = -1.2x + 9.6, R² = 

0.5143). Although the gradients of reduction for temporal demand, effort and frustration and the 

inverse gradient of increase for perceived performance are less pronounced with lesser statistical 

significance individually, the fact that temporal, effort and frustration scores are decreasing whilst 

perceived performance is increasing supports the hypothesis that participants are getting more 

comfortable and confident with the system as the experiment progresses.  

Figure 5-3 shows that significantly lower scores are reported for mental demand, effort and temporal 

demand (and conversely higher scores for participants view of their performance) for server 2 

compared with the other servers. Server 2 contains the gold standard labels and filters sets available 

using the natural language search tool so participants need only search for the answer using the 

natural language search tool to answer them, so it is to be expected that participants found answering 

questions on this server easier. This is further supported by the qualitative free text responses for 

questions on Server 2 which included mostly positive comments such as ‘was easy to find an answer 

to this question’, ‘found in search bar which made it easier’ and ‘This question was easier as it has 

been answered by another user’.  

Servers 1, 3, 4 and 5 showed no consistent pattern of TLX result, however the free text responses 

received from participants were in line with expected experiences on each server. Server 1, which 

contained no natural language labels, included the highest number of negative comments as all users 

would need to use the grid controls to find the correct answer. These included ‘there's no way to type 

in acronyms, this one wasn't recognised’, ‘specific words required to get correct answer’ and ‘I had 

no idea where I was going wrong’. Server 3 contained 2 incorrect natural language labels and 1 

correct natural language label for each question, with random votes assigned. The feedback reflected 

this: ‘3 different question in the search engine, however the one showing correct answer had negative 
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score/ lowest score’. Server contained labels that required a filter to be edited to return the correct 

results and this was reflected with users deleting the incorrect filter and adding new ones – ‘If you 

delete the subject first, there are no option to added it again. However, if you add a second subject 

and then delete the first one it works’. Server 5 made the labels created by odd numbered participants 

available to the even numbered participants, resulting in even numbered participants writing mainly 

positive comments such as ‘Easiest so far’ and ‘no problems’ whereas odd numbered participants 

who were restricted to using the grid to find answers included more negative comments such as ‘this 

was harder to find answer’ and ‘Frustrated with numerous failed attempts to add location filter.’ 

A number of patterns in the results for Mental demand; Physical demand; Temporal demand; 

Performance; Effort and Frustration remained consistent across both result sets. 

The physical demand level reported by participants was consistently low, with a mean average of 

3.2. This is to be expected, as participants were sat in front of a PC/Laptop/tablet for each task, 

engaging in typical computer activity which required very little physical effort.  

In contrast, the mental demand decreased over time as participants answered questions using the 

system, with a mean average of 10 recorded for question 1, dropping to a mean average of 5 by the 

final question as familiarity with the system increased. High mental demand scores are to be expected 

as the cognitive effort required to learn a search tool containing the level of novelty as AquaCold is 

not insignificant, even when participants have completed the tutorial. 

The temporal demand results reported by participants, which represent how rushed or time-pressured 

they felt whilst answering the question, remained generally low with a mean average of 5. There was 

a low variance between between participants, with an overall variance score of 29. This suggests that 

participants felt a similar level of time pressure for each question despite the server used, or the order 

the question was presented. 
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The effort results reported show a marginal reduction over time as participants learned how to use the 

system, with an average effort score of 8 for question 1 compared with an average effort score of 5 by 

the time users reached the final question.  

The frustration results largely tracked the effort results, with participants reporting significant 

variance depending on which of the five servers they were deployed to. This was most evident with 

Server 1 which included no stored labels and filter sets and required all results to be obtained using 

the Query Builder interface alone. Frustration scores for server 1 averaged 7 compared with an 

average score of 2 for questions on Server 2 (the lowest score for each of the five servers), which 

contained gold standard answers that participants could find using the natural language search tool 

alone. This illustrates how much easier participants found using the natural language component (used 

to answer questions on server 2), compared with the query builder (used to answer questions on server 

1). Many negative participant comments were recorded in surveys that reported high frustration and 

effort scores. Comments for questions that reported the highest frustration and effort scores included – 

‘simple question like a date turned out to be a nightmare’, ‘Frustrated with numerous failed attempts 

to add location filter’ and ‘it's just impossible to find anything!’. 

The performance results reported the highest level of variance between participants, with a variance 

score of 65, indicating a substantial difference in how participants viewed their performance on a 

question, despite the server used or order the question was presented. There was a moderate positive 

correlation between participants self-certified performance score and whether they had answered the 

question correctly r(138) = 0.45, p < 0.05, indicating that participants had some awareness of when 

they could and could not answer the question. As expected, mostly positive comments were reported 

in questions that recorded the highest perceived performance scores. Comments for questions that 

reported the highest perceived performance scores included – ‘This was easier than the first one and it 

made sense to have a scenario I could relate to’, ‘All good once I had mastered spelling’ and ‘easiest 

so far’.
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5.2.5 Per server user evaluation results 

This section details the effectiveness of participants in answering questions from the QALD9 benchmark 

training data set with respect to the server used to answer each question. As detailed in chapter 4.6.3, each 

participant was placed on one of five random servers for each of the five questions answered, each 

containing a different set of pre-saved data to highlight the utility of one of the AquaCold components. The 

first four of these servers mimic the different states a crowd sourced information retrieval such as Aquacold 

can contain per question:  

Server 1 contains no pre existing data available, so participants must use the Query Builder only. Server 2 

contains all gold standard labels and filter sets available through the Natural Language Search. Server 3 

contains both correct and incorrect labels and filter sets with randomised vote scores. Server 4 contains 

labels and filter sets similar but not identical to the gold standard which need to be adapted using the 

query builder to obtain the correct answer. Server 5 mimics the crowdsourced process in microcosm, with 

odd numbered participants having to answer the question using the grid, with the labels and filters they select 

(whether correct or incorrect) available to the following even numbered participant, who are given the same 

question.  

 

Figure 5-4: Percentage of correct / partially correct / incorrect / abandoned questions per server 
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Figure 5-4 shows variation in the proportion of correctly answered questions depending on which of the 5 

servers the participant was randomly placed on at the time they were assigned the question.  

The following subsections in this chapter detail the difference in answer accuracy, precision, recall, 

correlation with IT experience and correlation with question difficulty for each server (see section 4.7 for 

details on how question difficulty is calculated) alongside other findings relevant to the relationship between 

how participants answered a question and the server they were assigned. 

5.2.5.1 SERVER 1 – NO DATA 

Server 1 contained no label or filter set data, requiring the participant to user the Query Builder to answer all 

questions. This measured the utility of the Query Builder interface in AquaCold and research objective 3. All 

30 results submitted by participants on server 1 were collated and converted into the precision, recall and f-

measure score according to the formula detailed in chapter 4.2.3. Mean average recall for answers recorded 

on server 1 was 0.45, with a mean average precision of 0.42, giving an overall f-score of 0.43 .  

Of the 30 participants who attempted this question, 23.33% answered correctly, 30% answered partially 

correctly (where some answers returned by participants matched the gold standard answers, but not all), 40% 

answered incorrectly and 6.67% of participants abandoned the question without an answer. 

Participants on this server answered or abandoned their question after using an average of 21 system 

interactions taking a mean average time of 7 minutes and 42 seconds (see Figure 5-5). This is a similar range 

of interactions and duration to servers 3,4 and 5, highlighting that participants spent approximately the same 

amount of time and effort on this server where the Query Builder had to be used exclusively to find the 

answer, as servers where some part of the answer may be available using Natural Language search. 

The majority of participants (75%) attempted to find the question answer using the natural language search 

tool initially and when no answer was found, attempted to find the answer using the Query Builder. The next 

action most common at this stage was to search for a relevant entity in the subject filter position (48% of 

users), regardless of whether the entity should have been a subject or propertyValue. This remained 
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consistent throughout the experiment, with most participants using the query builder attempting to search on 

the subject field initially, before retrying the same search in the propertyValue section if necessary, 

There is some correlation between the difficulty of the question and participant’s f-score when answering 

questions on server 1. Although not pronounced enough to be statistically significant, there is a negative 

relationship between the two factors r(30) = -0.326, p 0.08. This is the strongest negative correlation between 

question difficulty and participant score for all servers, which is to be expected as question difficulty is likely 

to impact participant success when having to use the query builder interface only, more than other servers 

where question answering is assisted to varying degrees by crowdsourced/pre-defined query labels.  

5.2.5.2 SERVER 2 – GOLD STANDARD LABELS AND FILTER SETS AVAILABLE 

Server 2 contained gold standard labels and corresponding filter sets which display the gold standard answers 

from the QALD9 benchmark when searched for and selected (see chapter 4.6.3.2 for more information). This 

measures the utility of the Natural Language search interface in AquaCold and research objective 3. 

All 30 results submitted by participants on server 2 were collated and converted into the precision, recall and 

f-measure score according to the formula detailed in chapter 4.2.3. Mean average recall for these answers 

was recorded as 0.51, with a mean average precision of 0.50, giving an overall f-measure score of 0.51.  

Participants on this server answered or abandoned their question using an average of 12 system interactions 

in a mean average time of 5 minutes and 29 seconds (see Figure 5-5). Participants on this server were able to 

complete their question using significantly less system interactions, using two thirds the average number of 

system interactions recorded for all servers in the experiment (18). This shows that where the correct answer 

was available to participants using the Natural Language Search feature, they were able to use the system to 

find it, identify it as correct, and submit the question using less clicks than if they had needed to use the 

Query Builder instead. 

Of the 30 participants who attempted this question, 60% answered correctly, 20% answered partially 

correctly (where some answers returned by participants matched the gold standard answers, but not all), 10% 

answered incorrectly and 10% of participants abandoned the question without an answer. This represents the 
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highest number of correct answers for any of the servers, which is to be expected as all participants had to do 

to answer the question is type the question into the natural language search tool and select the suggested 

label (of which there was only one) in the search results. 

There is little correlation between either question difficulty (r(30) = - 0.28, p 0.14) or prior experience with 

structured search tools and the success rate for answering questions on this server.   

The majority of participants (89%) attempted to find the question answer using the natural language search 

tool initially. 50% of these participants found the correct label which retrieved the gold standard answer 

when selected, of the remaining users, 36% attempted to use the query builder to retrieve their answer, 

whereas 14% attempted to reformulate their natural language query. Given that a gold standard label was 

available for all questions, this indicates a system error or excessive delay may have prevented the answer 

being shown to those users. 

The analysis of participants activity on this server strongly suggests that having a mechanism for labelling 

filter sets can help users with a range of technical backgrounds obtain answers to questions from a wide 

difficulty range from the Linked Data web, providing those filter sets are configured by previous users to 

return the correct answers.  

5.2.5.3 SERVER 3 – RANDOMISED VOTES FOR CORRECT AND INCORRECT LABELS 

Server 3 contained one correct label and filter set as well as two incorrect label and filter sets for each 

question (see chapter 4.6.3.3 for more information). Each of the three answers was assigned a random 

confidence score from -5 to +5, visible to participants when using the natural language search tool. This 

measured the utility of the label confidence votes in AquaCold and research objective 3. 

All 30 results submitted by participants on server 3 were collated and converted into the precision, recall and 

f-measure score according to the formula detailed in chapter 4.2.3. Mean average recall for these answers 

was recorded as 0.66, with a mean average precision of 0.66, giving an overall f-measure score of 0.64.  

Participants on this server answered or abandoned their question using an average of 22 system interactions 

in a mean average time of 6 minutes and 34 seconds (see Figure 5 5). This is a similar range of interactions 
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and duration to servers 1,4 and 5, highlighting that participants spent approximately the same amount of time 

and effort on this server identifying which of the 3 Natural Language answers supplied was correct, as 

having to use the Query Builder exclusively or adjusting a Natural Language answer using the Query 

Builder. 

Of the 30 participants who attempted this question, 33.33% answered correctly, 26.67% answered partially 

correctly (where some answers returned by participants matched the gold standard answers, but not all), 

26.67% answered incorrectly and 13.33% of participants abandoned the question without an answer. 

There was no correlation between prior participant search experience (measured in Q2, Q3 and Q4 of the 

participant entry questionnaire) and the success rate for answering questions on this server. However, 

surprisingly, there was a positive correlation between question difficulty and participant success (measured 

by f-score) on this server. This fell slightly short of statistical significance r(30) = 0.34, p 0.06 , but 

represents the strongest correlation between question difficulty and server for all servers. This suggest 

increased question difficulty made the question easier to answer for participants. This could be explained by 

the fact that this server requires participants to select between two incorrect and one correct query label and 

associated results, and the additional triple patterns and features present in more difficulty questions actually 

helps the participant identify which are correct. If they see many filters appear in the results grid when 

answering a simple question for example, they are able to quickly identify that their selection is incorrect, 

which may not be true when answering questions with lower difficulty which will feature less filters. Most 

questions have less filters (and lower difficulty) making those with more filters (and higher difficulty) easier 

to identify as incorrect. 

The majority of participants (83%) chose the matching label with the highest vote score when searching for 

an answer to the question using the natural language tool. Participants had a 1 in 3 chance of the label with 

the highest confidence score returning the correct answer. Of the participants who selected a label which 

resulted in incorrect answers, (26%) used the query builder instead to try and find an answer to the question, 

with (74%) returning to the list of matching labels and selecting a different option. 
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Analysis of participants activity on this server suggests that users of the system take the confidence rating 

into account when choosing a label suggested by AquaCold as a match for a natural language search query.   

5.2.5.4 SERVER 4 – RELATED LABELS AND FILTER SETS 

Server 4 contained labels (and associated filter sets) related, but not identical to the questions in the QALD9 

training set (see chapter 4.6.3.4 for more information). Each label and filter set for a related question 

contained at least one matching entity to the corresponding question from QALD9. The participant could 

then edit the result set to obtain the answer to their question. This measures the utility of both the query 

builder and natural language search tool, the extent to which participants edit existing filter sets to find the 

answer to their question and research objective 3 . 

All 30 results submitted by participants on server 4 were collated and converted into the precision, recall and 

f-measure score according to the formula detailed in chapter 4.2.3. Mean average recall for these answers 

was recorded as 0.59, with a mean average precision of 0.51, giving an overall f-measure score of 0.52.  

Participants on this server answered or abandoned their question using an average of 18 system interactions 

in a mean average time of 10 minutes and 6 seconds (see Figure 5-6). Although the number of system 

interactions was a similar range to other servers, the time taken to complete the question was significantly 

longer than the mean average completion time for all servers (6 minutes 20 seconds). This shows that 

participants on this server were taking longer to think about their actions before taking them, indicating that 

additional cognitive effort was required to edit the partially correct Natural Language answers available on 

this server to answer the question fully, compared to answering the question ‘from scratch’ using the Query 

Builder or selecting fully accurate Natural Language answers from the search bar. 

Of the 30 participants who attempted this question, 33.33% answered correctly, 26.67% answered partially 

correctly (where some answers returned by participants matched the gold standard answers, but not all), 

26.67% answered incorrectly and 13.33% of participants abandoned the question without an answer.  

Just over half (54%) of participants searched for then selected a related label when searching for the answer 

to their assigned question rather than using the query builder interface. Of these, 100% edited the filter set 
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returned in an attempt to answer this question, of which 71 % were able to successfully reformulate the filter 

set to find the correct answer.  

There was no correlation between either question difficulty (r(30) = -0.1, p 0.6) or prior participant search 

experience (measured in Q2, Q3 and Q4 of the participant entry questionnaire) and the success rate for 

answering questions on this server.   

5.2.5.5 SERVER 5 – LABELS AND FILTERS SETS CREATED BY PREVIOUS PARTICIPANTS 

Server 5 contained labels and filter sets populated by previous participants when using this server (see 

chapter 4.6.3.5 for more information). When answering questions on this server, the filter sets chosen by 

participants were saved, with the current question title as the answer, regardless of whether they were correct 

or not, for future participants who used this server. All odd numbered participants on this server were given a 

question which had not previously been answered, whereas all even numbered participants were given the 

same question as the previous participant. This measures the utility of the crowdsourcing component of the 

AquaCold system and research objective 3. 

All 30 results submitted by participants on server 5 were collated and converted into the precision, recall and 

f-measure score according to the formula detailed in chapter 4.2.3. Mean average recall for these answers 

was recorded as 0.56, with a mean average precision of 0.53, giving an overall f-measure score of 0.53.  

Participants on this server answered or abandoned their question using an average of 16 system interactions 

in a mean average time of 3 minutes and 38 seconds (see Figure 5-6).  This is similar to the number if 

interactions and duration shown for other servers, which is surprising as the natural language labels and 

associated filter sets created by previous participants should have helped them answer the question, thus 

reducing the time to completion, if the filter sets supplied by previous participants were correct. 

Of the 30 participants who attempted this question, 13.33% answered correctly, 40% answered partially 

correctly (where some answers returned by participants matched the gold standard answers, but not all), 40% 

answered incorrectly and 6.67% of participants abandoned the question without an answer. 
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There was a slight negative correlation between question difficulty and participant success on this server as 

measured by participant f-score (r(30) = -0.24, p 0.2) but this fell short of statistical significance. It is to be 

expected that participants on this server would have less success with more complex questions in line with 

the results seen for server 1, as 50% of participants on server 5 had to use the query builder to retrieve the 

correct answer, as on server 1. 

As with all servers, the majority of participants (85%) attempted to find the answer using the natural 

language search tool initially. 43% of these participants submitted the answer given, of which 57% of the 

answers submitted were correct. Of the participants who did not submit the answer provided by a previous 

user and used the query builder instead to find their answer, 75% of answers submitted were correct.  
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Figure 5-5: Number of user actions and time taken to answer questions on server 1-3 
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5.2.6 Evaluation results correlated with question difficulty 

In this section we examine the relationship between the scores achieved by experiment participants and the 

difficulty of the questions attempted. Question difficulty is calculated according to the formula specified in 

4.7 - a product of the number of triple patterns and additional features in the SPARQL code (UNION, 

FILTER, ORDER BY etc..) required for the gold standard answer. All additional features can be added via 

controls in the AquaCold interface. 

Of all the questions taken by participants throughout the experiment, 61% did not require any additional 

features. 24% of questions had one additional feature, 11% had two features, 2% had three features and 1% 

had four. Of those question that required features, 50% required filtering by rdf:Type, with the remaining 

feature types appearing rarely (see Figure 5-7). 

Figure 5-6 : Number of user actions and time taken to answer questions on server 4 & 5 
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Figure 5-7 : Number of different feature types shown to participants.  

Right is the same chart with the RDF type feature removed to improve readability 

Figure 5-7 shows that features aside from RDF Type, Forward hop and Backward hop appear to have a 

negative effect on the chance a participant will get the correct answer when the question contains that 

feature. This could be explained by the fact that the RDF Type, Forward hop and Backward hop features are 

integrated into the AquaCold interface seamlessly so that participants would be unaware they are being used. 

Participants would search for subject, property and propertyValue filters that may use these three features 

but there is no indication of this to the 
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obtain the gold standard answer, with 55% of questions presented to participants requiring one triple, 32% 

requiring two, 9% requiring three and 2% requiring 4 triples or above (to a maximum of six).  

When the number of triple patterns required are added to the number of filters required to produce the 

question difficulty score and correlated against average participant f-score across the experiment, the score 

remains consistent for questions with difficulty level 1-3, then drops significantly for questions between 

difficulty level 4 and 9 (see Figure 5-9). Although the rarity of higher difficulty level questions makes it 

difficult to correlate a direct link between question difficulty and performance, these results indicate that 

participants were able to use AquaCold to successfully answer questions of low to moderate difficulty, but 

were unsuccessful when answering questions of greater difficulty.  

 

Figure 5-9 : Question difficulty level and average participant f-score 

(f-score increased x100 for readability) 
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Question + / - Score (Mean avg 0-4) 

I would like to use AquaCold often. - 1.59 

I found AquaCold to be unnecessarily complex. + 2.45 

I found AquaCold easy to use. - 1.38 

I would need help from a technical expert to use AquaCold. - 2.10 

I found the different functions in Aquacold were well integrated with each other. - 1.90 

I thought there was too much inconsistency in AquaCold. - 2.03 

I would expect that the majority of people would learn AquaCold quickly. - 1.52 

I found AquaCold highly unwieldy to use. - 2.31 

I felt very confident using AquaCold. - 1.52 

I needed to learn a lot before I could use AquaCold properly. + 2.72 

Table 5-2: Results of Usability Evaluation (SUS) 

The results show that users find AquaCold to be complex with a minority desiring to use the system often. As 

expected, the inverse of this is also shown, with a minority of participants finding the system easy to use and 

a majority anticipating that other users would also have difficulties learning to use the system. These results 

also show that participants did not feel confident using the system and thought that the different functions 

were not well integrated with each other. However, on questions relating to how unwieldy the system was to 

use, how inconsistent it felt and whether help from a technical expert would be required, answers generally 

clustered around the mean indicating no real preference each way. 

When comparing participants’ performance in the experiment (as average f-score over the 5 questions) with 

scores given for the 10 quantitative usability questions listed in Table 5-2, a positive relationship can be seen 

for questions with a positive orientation (for example: I felt very confident using AquaCold), and a negative 

relationship can be seen for those questions with a negative orientation (for example: I thought there was too 

much inconsistency in AquaCold). Whilst the relationship is not strong enough to be statistically significant, 

Figure 5-10 and Figure 5-11 show that for all 10 usability questions, participants that performed better at the 

experiment entered more positive scores for the systems usability, whilst those that performed worse 

consistently entered more negative scores. This strongly indicates a correlation between how successfully 

people can use AquaCold to find answers to queries and their perceived usability of the system. 

Analysing responses to the qualitative questions in the survey (questions 11 – 14) reveals more granular 

detail on what participants liked and disliked about the system. Responses to question 11 – ‘What did you 
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like about AquaCold’ included 8 out of 30 answers (27%) that were variations on ‘Nothing’. As with the 

quantitative responses, these were recorded by participants with a lower average F-Score for the experiment, 

indicating participants who had found the experiment difficult liked the system less than those who were 

more successful. Conversely, the remaining 22 (73%) answers were positive, with 4 responses (13%) stating 

how easy the system was to use ie: ‘interface is easy to use’, ‘It can be straight forward when you 

understand the instructions’. Other common themes in the responses to Q11 include positive sentiments 

towards the detail of answers provided by the system (4 responses – 13%) ie ‘I liked how you can find very 

specific information about a topic’, ‘It could answer more complex questions than google’, the specificity of 

answers (2 responses – 6%) ie ‘I liked that you could hone in on a question and get a more specific answer 

than search engines provide like Google’, the granularity of answers (2 responses – 6%) ie ‘Granular 

approach which helps to find the range of answers rather quickly and objectively’ and the facility of the 

system to summarize answers (2 responses – 6%) ie ‘Summarises well’, ‘easy to get answers to questions 

where i want a data set returned rather than a single answer’. Other responses to this question referenced 

the modular nature of the system ‘How modular it makes the search’, the use of filters ‘I liked being able 

to type in question and apply the filters’ and overall praise ‘I think the idea itself is very good and a clever 

way of answering questions.’ 

Question 12 - What did you dislike about AquaCold? is the inverse of the previous question and the 

responses to it yielded useful information on what participants perceived to be limitations of the system. The 

most frequent responses  (27%) related to problems with the filter system, with participants saying they 

found using the subject, property and property value filters difficult and confusing confusing, ie: ‘ I found it 

difficult to know what was subject, property and new property value. Property still makes me think of 

buildings’, ‘The names of the fields were confusing. Subject was fine but the other two need different names 

from each other so it is clear what you do first’ and ‘The subject and the property value were a bit 

confusing’. The next most common category for these responses were general confusion with the system 

(23%) provided without additional context ie: ‘Much too glitchy and complex’ , ‘Complicated, inconsistent. 

Answers very difficult to find. Very slow’. Some responses were negative without any additional context 

(13%) ie: ‘Absolutely everything’, ‘I found my brain was not in tune with the programme’. Search term 
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specificity was referenced by other participants (10%) as being their primary dislike, with some terms 

having to be spelt in a specific way to find the relevant filter ie: ‘typing the correct value or property has to 

be an exact’ and ‘Typing in words like 'awards' or 'cities' yield no results - you have to type in 'award' or 

'city'. Some participants highlighted DBpedia data labelling consistency (6%) ie ‘Property Value 'Award: 

Nobel Prize' also included additional property 'Literature', which I would expect to add separately.’. Other 

negative aspects of the system highlighted by participants in their answers to this question included excessive 

loading times (3%) ie: ‘If the list it's loading is quite large it can take a while for it to load which causes 

freezing while it loads everything’ and lack of error messages (3%) ie: ‘no error messages when it doesn't 

find results’. 

For answers given by participants to Question 13 - For what tasks would you personally use AquaCold? 7 

out of the 30 responses (23%) stated that they would not use the system ie: ‘in every day life I do not think I 

would probably need to use it’ , ‘I wouldn't use this system’ and 4 responses (13%) left the answer blank. 

However, the remaining responses were diverse, with only 3 responses (10%) clustered around the common 

theme of using the system to get specific answers to questions ie: ‘find figures and answers to very specific 

questions’, ‘As a last resort to find very specific information which i have found impossible to find through 

other conventional search engines.’. The remaining responses included: finding result sets - ‘to get answers 

to questions where i want a data set returned rather than a single answer’; searching big data – ‘Could be a 

good solution for big data internally’; for research – ‘If I was a student again and needed information for 

papers’; as a code free method to access databases – ‘To use it a code free extract from databases’ and 

filtering information – ‘When trying to find things where i need to filter information down’. 7 responses 

were generic ie: - ‘Information’, ‘Finding answers for my questions’. 

The majority of participants who responded to  Q14 -  If you could have solved the tasks with other systems 

of your choice, which systems would you have used? gave Google as their answer (18 out of 30 - 60%). The 

next most common response was leaving the question blank (4 out of 30 – 13%). Beyond these answers, 

participants suggest a range of websites, languages and structured data tools including Wikipedia, Excel, 

and SQL. The only response that contained more detail was ‘it would have to be a mixture of google, 

wikipedia, IMDB and other sites, AquaCold was nice as it aggregated that data in to one place’. 
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Figure 5-11 Relationship between S.U.S questions 4-10 and average participant F Score for experiment 
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5.2.8 Evaluating the multi-server system oriented evaluation approach 

30 participants took part in the user evaluation, which exceeds the minimum sample of size of 16 put 

forward by TREC  (Dumais & Belkin, 2005) but is still less than the number anticipated. 20 

participants began the evaluation but did not complete it. Reasons given on the prolific.co web 

application for non-completion centered on the amount of time required to complete the evaluation 

which averaged at 1 hour per user. This mirrored anecdotal feedback from fellow students and 

colleagues asked to test the evaluation – that the duration of the test was seen as excessive. The long 

test duration was due to the number of questions to answer (six) and videos to watch (six, with a total 

runtime of 30 minutes) in the tutorial, followed by the main video introducing the test (five minutes 

duration) and the five questions that comprised the test itself. Given this feedback and low number of 

participants, the multi-server system oriented approach may not have been the most effective 

methodology for the user evaluation. The number of questions and associated tutorials required to 

cover all the potential states a crowdsourced system such as AquaCold could represent appeared to act 

as a detriment to participant involvement. Alternative complementary approaches are explored in 

6.5.2 

5.3 Technical evaluation 

For the technical evaluation component, an expert AquaCold user (the developer of the system) 

attempted to answer all 408 questions from the QALD-9 (Usbeck et al., 2018) training dataset using 

the system. Whereas the usability evaluation measured the impact of having answers of varying 

degrees of accuracy pre-loaded onto the system, with many accessible using the natural language tool, 

the technical evaluation focused on using the Query Builder interface only to answer the questions. 

This ensured the query coverage of the system was measured in isolation of the positive or negative 

effects of user created query labels. An expert user was chosen to conduct this evaluation so the 

system could be used to it full potential, eliminating the chance a question will be unanswered due to 

unfamiliarity with the system. Precision, recall, expressivity, query coverage and template coverage 



162 
 

are measured, together with a comparative evaluation of results recorded in this evaluation against 

those reported by comparable systems which took part in the QALD9 challenge.  

5.3.1 Query coverage 

AquaCold was used to attempt to answer all 408 questions which comprise the QALD-9 training 

dataset. Of the 408 questions, 342 were fully answerable, 54 were unanswerable and 12 were partially 

answerable.  

To be classified fully answerable, the answers returned by AquaCold must match those supplied for 

the associated question by the QALD-9 training dataset exactly. To be classified partially answerable, 

at least one answer returned by AquaCold must match at least one answer for the associated question 

from the QALD-9 training dataset. Instances where one or more answers returned by AquaCold are 

correct but at least one answer is not present in the QALD-9 training dataset for the associated 

question are also categorised as partially correct. To be classified unanswerable, no answers returned 

by AquaCold matched those supplied for the associated question in the QALD-9 training dataset. 

The majority of simple one-subject, one-property questions that do not require node hopping – ‘Give 

me the X of Y’ - such as ‘How deep is Lake Placid?’ were answerable by the system, the exceptions 

being those that required one of the SPARQL operations not currently supported by the system 

(detailed below). With increased question complexity (measured in terms of number of statements, 

URIs and operations required for the gold standard SPARQL query) the greater the chance that the 

question would be unanswerable with AquaCold. The system limitations which caused some question 

to be unanswerable are listed in Table 5-3 and covered in detail below. 

Of the 66 unanswerable or partially answerable questions, 23 could not be answered as they required a 

SPARQL UNION operation of one or more object nodes, which is currently unsupported by 

AquaCold. These commonly occurred in questions where multiple property values had been used by 

LD authors to describe the same concepts, requiring a UNION operation to factor these variations into 

the query. For example, for the question ‘Give me all Actors called Baldwin’ some of the LD URIs 

identified as correct answers had been assigned the property value pair:   
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<http://dbpedia.org/ontology/occupation> <http://dbpedia.org/resource/Actor>  

… whereas others used the property value pair:  

<http://www.w3.org/1999/02/22-rdf-syntax-ns#type> 

<http://dbpedia.org/ontology/Actor> 

To include both variations of defining the person as an actor, a UNION operation is required. This is 

currently unsupported by AquaCold due to difficulties implementing an OR functionality through the 

AQ interface whilst keeping query response times within an acceptable timeframe.  

Of the 408 QALD-9 training questions, 9 required an aggregation (COUNT()) SPARQL operation to 

retrieve the correct answer. The AquaCold interface displays the number of results found for a query 

in the pagination display at the bottom of the results grid (Figure 5-12). Due to this, answers to 

questions requiring aggregation alone were counted as correct if the number of results displayed on 

the AquaCold pagination display matched the number identified in gold standard answer set. 10 of 

these 26 questions were unanswerable as they used additional operators in combination with COUNT() 

either ORDER BY DESC(COUNT(?x)) OFFSET 0 LIMIT 1 to find the highest aggregate result for 

questions such as  ‘Who produced the most films?’ or  GROUP BY ?uri HAVING ( COUNT(?x) > 

z )  for greater than/less than aggregate queries such as ‘Which countries have more than two official 

languages?’. Making these queries answerable would require additional development to the 

AquaCold interface as these features are currently unsupported. 

 

Figure 5-12: Number of results returned displayed in pagination section (bottom right) 
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Of the 408 QALD-9 training questions, 9 use ontologies additional to DBpedia, including YAGO23 

and FOAF24. AquaCold is currently configured to use a single ontology for each query, rendering 7 of 

these 9 questions unanswerable with the system. For example, the question ‘Give me all types of 

eating disorders’ requires URIs with the rdf:type value of WikicatEatingDisorders which is 

present only in the YAGO ontology.  The remaining 2 questions are answerable using data in the 

DBpedia ontology to retrieve the same gold-standard answers specified in the QALD-9 training 

dataset, even without the YAGO ontology. 

Eight questions could not be answered as they required using the answer for one question in the query 

for another as a relative reference. For example, the question ‘Which other weapons did the designer 

of the Uzi develop?’ requires the value for:  

<http://dbpedia.org/resource/Uzi> <http://dbpedia.org/property/designer> 

?var1 

…to be used in the query: 

?var2 <http://dbpedia.org/property/designer> ?var1 

…and both sets of answers joined together. This is only possible at present with URIs in the 

propertyValue position in one query that are used in the subject position of another query (through the 

node-hopping feature), instead of joining two URIs in the object position, which would be necessary 

to answer the above query. This functionality is not yet present in the system. 

Five questions could not be answered due to the way AquaCold groups objects in the propertyValue 

position into one cell that meet the filter criteria. For example, the question ‘When will start the final 

match of the football world cup 2018?’ requires the earliest date from the following triple: 

<http://dbpedia.org/resource/2018_FIFA_World_Cup> <http://dbpedia.org/propery/date> 

?date 

Date sorting is currently only supported in AquaCold with propertyValue objects that appear in 

 
23 https://www.mpi-inf.mpg.de/departments/databases-and-information-systems/research/yago-naga/yago/ 
24 http://xmlns.com/foaf/spec/ 
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different cells of the results grid (Figure 5-13) and is impossible when all propertyValues are grouped 

into one cell (Figure 5-7). An ungrouping functionality is required to answer these types of questions. 

Other causes for unanswerable questions include queries which result in extremely large result sets 

which crash the system (5 questions) such as ‘what is the longest river in the world’, one question 

required text within a string to be identified which is currently unsupported and one required the 

English translation of the book in the question ‘Who wrote the book Les Piliers de la terre?’ which is 

not possible as AquaCold currently supports only English entity labels. 

  
Unanswerable questions 
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n with GT / 
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23 

 
9 
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5 

 
1 

 
1 

Table 5-3 : Questions that could not be answered by AquaCold and the associated reasons 

(NOTE: Some questions incuded multiple unanswerable elements) 

All questions could be answerable with further development of the system. Details of potential future 

developments can be found in Chapter 6.5. 

  

Figure 5-13: ordering rows of data 

Figure 5-8: Ordering not possible with merged cells 
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5.3.2 Template coverage 

The query templating feature (refer to 3.4.5 for more information) provides answers to multiple 

questions from a single template. This ameliorates the ‘cold start’ problem which limits the 

effectiveness of many crowdsourced systems before enough data has been created by the crowd. 

Together with the fuzzy natural language search (refer to 3.4.3) the use of templating increases the 

system’s applicability as a natural language search tool as well as a faceted query builder by providing 

the answer to a wide array of questions, potentially thousands from a single template ‘seed’.  

We evaluated the scope of templates produced by each QALD-9 label to ascertain AquaCold’s 

template coverage. Our sample size is limited to 342 - the number of questions successfully answered 

from the QALD-9 challenge (refer to chapter 4.2.2).  Templates could be produced from 227 of the 

342 answerable queries. A total of 839,938 queries were produced from the 227 templates, 

demonstrating how effectively the templating system can be used to expand the available query 

coverage.  

Where templates were unable to be produced from a query, this was caused by the system being 

unable to calculate a match between the words used in the query and the labels used in the filter sets. 

For example, the query “Give me all Taikonauts” requires the filter sets occupation:Astronaut and 

nationality:Russian . There are no shared words between the query and these labels, so a template 

cannot be produced. If the query label was instead “Give me all Russian Astronauts”, templates could 

be produced that answer queries such as “Give me all Chinese Astronauts” and “Give me all Russian 

Singers”.   

Although the effectiveness of the templating system is measured using DBpedia only, this dataset is a 

worse case scenario due to the extreme heterogeneity of the data and number of errors (Phillipp 

Cimiano et al., 2011). It could be argued that a smaller, more consistent dataset would produce 

templates with a larger scope.  
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5.3.3 Precision, Recall and F-measure 

This evaluation compared the answers produced by AquaCold for all QALD9 training questions with 

the gold standard answers supplied by the QALD evaluation. The results were converted into the 

established information retrieval metrics of precision, recall and f-measure using the formula detailed 

in chapter 4.2.3 and copied again below: 

 

 

 

 

 

 

The results were evaluated by the GERBIL framework (see section 4.2.2) and detailed in Table 5-4. 

Dataset Language 

 

Micro 
F1 

Micro 
Precision 

Micro 
Recall 

Macro 
F1 

Macro 
Precision 

Macro 
Recall 

Error 
Count 

Macro 
F1 
QALD 

Timestamp GERBIL 
version 

QALD9 
Train 
Multilingual 

en 
 

0.0831 0.3473 0.0472 0.4263 0.4166 0.4716 0 0.6211 2021-03-03 
19:12:00 

0.2.3 

QALD9 
Train 
Multilingual 

en Answer 
Type 

0.6955 1 0.5332 0.5343 0.5343 0.5343 0 
 

2021-03-03 
19:12:00 

0.2.3 

QALD9 
Train 
Multilingual 

en C2KB 0 0 0 0.0343 0.0343 0.0343 0 
 

2021-03-03 
19:12:00 

0.2.3 

QALD9 
Train 
Multilingual 

en P2KB 0 0 0 0.0343 0.0343 0.0343 0 
 

2021-03-03 
19:12:00 

0.2.3 

QALD9 
Train 
Multilingual 

en RE2KB 0 0 0 0.0343 0.0343 0.0343 0 
 

2021-03-03 
19:12:00 

0.2.3 

Table 5-4: AquaCold - Precision, Recall and F1 Score evaluated using the GERBIL framework25 

 

 
25 Experiment URI: http://gerbil-qa.aksw.org/gerbil/experiment?id=202103030009 and http://w3id.org/gerbil/qa/experiment?id=202103030009 

Recall(q) =  
number of correct system answers for q 

number of gold standard answers for q 

Precision(q) =  
number of correct system answers for q 

number of system answers for q 

F-measure = 2 x  
precision x recall 

precision + recall 
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Mean average system recall for all 408 QALD-9 training questions was recorded as 0.47, with a mean 

average system precision of 0.42, with an F1 score of 0.43 giving an overall Macro F1 QALD score 

for AquaCold of 0.62.  

Although the challenge is primarily designed for Natural Language interfaces that supply answers in 

one interaction step, this work uses the QALD questions as a statement of information need which can 

be achieved by building filter sets with the Query Builder. It could be argued that this higher score is 

due to the use of the Query Builder component which allows precise selection of the URIs, filter sets 

and modifiers and is incomparable with systems that use a ‘pure natural language’ approach. 

However, subsequent users can retrieve answers to these questions (and any similar ones created by 

the templating system) using natural language, with fuzzy matching for both syntax and entities, so 

we argue that the comparison as a natural language tool is applicable, particularly once enough data 

has been seeded. Similar systems that allow for precise selection of URIs, filters and modifiers have 

been accepted to enter the annual QALD benchmark previously (as with SPARKLIS in (Ferré, 2015)) 

The precision, recall and f-measure results are inclusive of the following caveats: 

 Questions specifying a TRUE answer in the gold standard set were recorded as correct if 

AquaCold returned any data relevant to prove the question as true. For example, the question 

‘Was Margaret Thatcher a chemist?’ is marked as correct if AquaCold returns the URIs: 

<http://dbpedia.org/resource/Margaret_Thatcher> 

<http://dbpedia.org/ontology/profession> 

<http://dbpedia.org/resource/Chemist> 

This is necessary to account for the lack of a TRUE output in the system. 

 Questions requiring a FALSE answer were recorded as correct if the button ANSWER IS 

FALSE (see chapter 4.6.2) is used to answer the question.  

 Questions specifying an answer in the form of a numerical total, such as ‘How many films did 

Hal Roach produce?’ were recorded as correct if the total number of results returned by 

AquaCold match the total expected in the gold standard answer set. 
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5.3.4 Comparative technical evaluation against QALD9 systems 

To measure the performance of AquaCold against comparable question answering systems, the f-

score calculated in chapter 5.3.3 is compared against those recorded by other LD QA systems that 

participated in the QALD9 challenge (Usbeck et al., 2018). In addition, strengths and weaknesses 

from other LD QA systems are compared with those of AquaCold.  

The question answering systems submitted to QALD9 are detailed below: 

1. WDAqua  -  Supports both natural language and keyword queries over DBpedia and 

Wikidata knowledge bases. The system works by converting the semantics of the question 

into SPARQL over 4 steps: Query Expansion - Identifying the most relevant meanings of the 

n-grams in the question text by searching the knowledge base and identifying concepts that 

are closely clustered to them; Query Construction - Building multiple SPARQL queries 

from these concepts; Query Ranking  - Ranking these queries based on the similarity 

between words in the original questions and labels returned by the SPARQL queries; Answer 

Selection - Using training data to identify whether the top ranked SPARQL query is likely to 

be the correct answer or not. This process has several benefits, enabling questions to be 

answered irrespective of syntax, allowing multilingual question support with minimal training 

data requirements. Limitations include a restriction on the underlying SPARQL code to 2 

triple patterns that can be either SELECT, ASK and COUNT queries. Superlatives and 

comparatives are not possible. The system forms part of the Qanary ecosystem of modular 

QA KB components and as such can be easily integrated with other modules such as speech 

recognition or the Trill UI for input, and GERBIL for benchmarking. (Diefenbach et al., 

2017). 

2. gAnswer2 – This system uses a graphing technique to build semantic query graphs which 

reduce the NLI to SPARQL problem into a subgraph matching problem (Zou et al., 2014). 
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3. TeBaQA- This system learns SPARQL templates from the SPARQL queries and answers 

supplied in prior QALD challenges. Not yet published. 26  

4. Elon – This system uses its own dictionary to answer questions and is not yet published. 

5. QASystem – This system uses hand crafted rules without the need for prior training. Not yet 

published 

The table below shows the Macro F1 QALD score recorded for the above systems alongside 

AquaCold27.  

 
WDAqua gAnswer2 TeBaQA Elon QASystem AquaCold 

System F-score 0.4 0.53 0.27 0.13 0.33 0.62 

 

Table 5-5: Comparison of QALD-9 training dataset Macro F1 QALD scores against those of 

AquaCold 

AquaCold has a higher f-score than comparable systems tested against the QALD9 training dataset, 

demonstrating that more questions can be answered successfully using the system than its 

competitors. This is explained in part due to the use of the Query Builder in chapter 5.3.3 which 

allows precise selection of the URIs, filter sets and modifiers. However, subsequent users can retrieve 

these answers using natural language, with tolerance for both syntax used (using standard I.R 

techniques described in 3.4.3) and entities used (using the templating system described in 3.4.5), so its 

comparison as a natural language tool is applicable, once enough data has been seeded in the system. 

  

 
26 The system is available at http://139.18.2.39:8187 
27 Full results available at http://gerbil-qa.aksw.org/gerbil/experiment?id=201810080002 
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5.3.5 Strengths and limitations of AquaCold against comparable systems 

AquaCold shares similarities with other LD QA tools used in the current and past QALD challenges. 

This section details the strengths (shown with a +) and limitations (shown with a -) of AquaCold 

compared to some of these systems.  

CROWDQ (Demartini et al., 2013)  

 Recall was reported as a low 46%, due to limitations with the entity extraction tool used 

(Lucene full-text search28). AquaCold uses IBM Watson Natural Language Understanding29 

for entity extraction with a high degree of success, achieving a recall of 0.87.  

 Including the ability for other users to correct errors in the crowdsourced data was suggested 

as an improvement for CrowdQ. This is natively supported in AquaCold, with visible voting 

scores used to highlight agreement/disagreement and the option to edit existing filter sets and 

resave with a new label available natively. 

 CrowdQ used paid workers to generate crowdsourced content. A bias was detected in the 

crowd’s choices towards earlier items in the list of candidates, indicating that crowd workers 

sometimes don’t read all candidates before answering. In AquaCold, all crowdsourced content 

is generated by other users without a financial incentive, limiting the incentive to cheat. 

 CrowdQ is limited to queries containing only 2 terms, whereas AquaCold can use a 

theoretically unlimited number of filters to answer queries.  

 Multiple representations of the same meaning can cause problems with the templating system 

used by CrowdQ. For example, the crowd created a template for “members of The Prodigy” 

using the propertyValue category:MembersOfTheProdigy. This produced an incorrect 

template as no other “members of [band]” queries could be templated from this. The 

AquaCold voting system resolves this by providing a mechanism for the crowd to identify 

and vote down incorrect templates. 

 
28 https://lucene.apache.org/core/ 
29 https://www.ibm.com/watson/services/natural-language-understanding/ 
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Freya (Damljanovic et al., 2012) 

 This system cannot suggest multiple related properties as alternatives if only one is used in 

the original question. For example, the question ‘Which states border Utah?’ Suggests only 

the property dbp:border when the correct answer requires multiple properties dbp:north, 

dbp:south, dbp:east, dbp:west, dbp:northwest etc... AquaCold allows multiple properties to be 

used in a question. 

 The disambiguation and entity mapping carried out by the crowd in FReYA is more granular 

than that carried out by AquaCold, which maps entire result sets to a full text label. As 

FReYA uses crowdsourcing on to map and disambiguate entities which may be used across 

multiple questions, the benefits of the crowdsourced approach can realised in a shorter 

timeframe than AquaCold, where the benefits are seen only when an entire query is matched, 

rather than its constituent parts. 

 The more sophisticated learning approach employed by FReYA results in more nuanced 

signals of correct/incorrect entity mappings than AquaCold, which employs a simplistic 

+Vote Up, -Vote Down paradigm to establish which labels are correct and which are 

incorrect. 

gAnswer2 (Zou et al., 2014) 

 Computation time increases in line with query complexity, whilst precision decreases. 

Precision does not decrease as query complexity increases with AquaCold, either using 

natural language queries or using the query builder. There is a slight increase in response 

time, but this is due to the additional time the underlying SPARQL query takes to retrieve 

data from the endpoint and is negligible. 

 Some entities cannot be linked using natural language, such as the entity MI6 in the query. 

“In which UK city are the headquarters of the MI6” . By allowing any natural language label 

to be attached with any filter set selected in the query builder, no entity cannot be linked in 

AquaCold. 



173 
 

 Max / Min queries that require ordering by a property and limiting the results to the first one 

retrieved, are not possible with this system, but are possible with AquaCold.  

Linked Data Query Wizard (Hoefler et al., 2014) 

 A common critique of this system recorded by users was the inability to add property filters to 

the header section. All property filters are applied in the header section of AquaCold as 

default.  

PowerAqua (Lopez et al., 2012) 

 Only limited queries represented by only one linguistic triple that relates two terms together 

are possible. AquaCold allows queries of theoretically unlimited complexity. 

QAKIS (Cabrio et al., 2012) 

 Limited to answering questions that express only one relation between the subject and object. 

AquaCold allows multiple relations to be expressed between object and subject, and uses the 

1 Hop paradigm to answer questions based on relations between additional subjects linked to 

the original subject.  

 The system is language agnostic, harnessing the multilingual nature of Wikipedia to answer 

questions in multiple languages. AquaCold is limited to answering only questions that use 

entities with English language labels, although it should be straightforward to adapt the 

system to answer multi language queries with relatively minor adjustments to the code.  

QAnswer (Ruseti et al., 2015) 

 Can fail to correctly deduce the direction of relations - so the question “Which programming 

languages were influenced by Perl?” returns the answer for all programming languages that 

influenced Perl, rather than programming languages influenced by Perl. AquaCold users 

define the direction of relation properties explicitly in result sets and templates, so does not 

suffer from this limitation. 
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 The scoring mechanism can sometimes select the wrong entity to match against a question. 

For example, for the question “Who killed John Lennon?” the entity John_Lennon  is 

selected, but the entity required to retrieve the correct answer is Death_of_John_Lennon. As 

AquaCold users can browse potential entities using the preview feature before adding them to 

a template, the result sets and templates they create for other users to find with Natural 

Language queries are less likely to include incorrect entities. 

 Can be generalized to produce answers for ontologies other than DBpedia. AquaCold contains 

some hard coded refences to the DBpedia ontology within the query code, so could not work 

with different knowledge bases without some additional (straightforward) refactoring.  

SemGraphQA (Beaumont et al., 2015) 

 Relies on hard coded words in the query to trigger operator modifiers in the resulting 

SPARQL. For example, the question must begin with the word ‘how many’ for the COUNT 

operator to be used and the question must contain the words ‘more than’ or ‘less than’ to use 

the < and > operators. This is limiting and would not work for queries that don’t contain this 

text such as ‘What is the total number of planets in the solar system’, even though the 

sentiment expressed is the same. AquaCold circumvents this limitation as users can add filters 

for operators such as COUNT and greater than / less than which are then mapped to the labels 

they produce, which have no limitations on the type of text they can contain, allowing for the 

natural expression of such statements.  

 Does not work effectively when there is a significant lexical distance between the wording 

used to denote a relation in the text and the label of the correct relation in the knowledge base 

- for example, mapping the relation ‘President’ in the query ‘Who was president of Pakistan 

in 1978’ with the required dbpedia property label ‘Leader’. AquaCold relies on the crowd to 

match between properties in the question and property labels in the knowledge base, assisted 

by the preview feature which allows the results of applying the property to the grid to be 

shown before it is selected. Due to this, the crowd can make the connection between a query 

term such as ‘president’ and the property ‘leader’. 
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 Cannot map between related disambiguated entities that refer to the same thing. AquaCold 

includes this functionality by searching for related entities connected by the dbo:sameAs 

property whenever an entity is selected in the grid or as part of the search results, ensuring 

only the correct canonical entity is used. 

 Uses an unsupervised approach than can be easily adapted to knowledge bases other than 

DBpedia. The semantic representation generated by the system during the first step is 

independent of the underlying query language. AquaCold is architectured for DBpedia only 

using SPARQL as the query language, so is not as portable as SemGraphQA. It is likely that 

greater portability could be achieved with further development of AquaCold. 

SPARKLIS (Ferre, 2015) 

 Users reported difficulty understanding the notion of ‘focusing’ (selecting the relevant part of 

the query you wish to expand) required to use the system. There are analogues between this 

process and the facets used in the Query Builder interface in AquaCold, but where similar 

labels are available in the system, natural language can be used to retrieve the query, without 

the need for ‘focusing’. 

 Several errors in the SPARKLIS evaluation were caused by multiple representations of the 

same meaning in DBpedia, producing different answers: e.g., “being an actor” represented 

either by ?x a dbo:Actor or by  dbo:starring ?x . The labelling and voting system present in 

AquaCold ameliorates this by surfacing filter sets which use the correct representation. 

 SPARKLIS offers a more thorough set of filter controls than AquaCold, which map to most 

SPARQL features and can therefore answer a much wider range of questions. For example, 

the question ‘Which other weapons did the designer of the Uzi develop’ is not answerable in 

AquaCold as it requires an ‘OR’ operator to search for the designer of the Uzi OR other 

weapons. The more expressive set of query controls in SPARKLIS make this possible. 
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6 Chapter 6: Conclusion and Future Work 

6.1 Introduction 

This chapter summarises the main conclusions from this research, which compares the effectiveness 

of question answering systems which rely on algorithmic methods to translate natural language to a 

structured query against the effectiveness of AquaCold– a novel question answering system which 

relies on crowdsourced query templates to translate natural language into a structured query. The 

chapter concludes with an outline of potential future work. 

6.2 Conclusion 

This section details the primary conclusions drawn from the evaluations carried out in this work. 

How does AquaCold compare in terms of effectiveness and user satisfaction when benchmarked 

against state-of-the-art question answering systems which use algorithmic methods to translate 

natural language to a structured query. 

Research question 1 (repeated above for convenience) was answered by the technical evaluation, 

which recorded significantly higher effectiveness (measured as system f-score) for AquaCold than 

comparable LD QA systems benchmarked over the same QALD9 challenge training dataset (refer to 

chapter 5.3.3.). In addition, deficiencies in comparable LD QA systems were described with details of 

how AquaCold addresses these deficiencies (refer to chapter 5.3.5). Although the overall user 

satisfaction score of AquaCold was low, the system usability survey showed positive user sentiment 

from those participants that scored well in the evaluation, showing that those who had learned how to 

use the system effectively enjoyed using it. Taking the sample of questions present in the QALD9 

training dataset as a representative sample of all possible questions, we find that AquaCold answers 

questions with greater effectiveness than comparable LD QA tools, which increases as the system is 

seeded with accurate data by the crowd using the query builder, making the answers available for 

other users to find using natural language search.  
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Is there a relationship between users I.T proficiency in terms of web, structured data and linked 

data search skills and their effectiveness with, and satisfaction with the AquaCold system.   

Research question 2 (repeated above for convenience) was answered by comparing the user entry 

survey results with user success in the experiment which found no correlation between users’ prior 

structured data search experience using databases and spreadsheets and their effectiveness in using the 

AquaCold system (refer to chapter 5.2.3). Participants with prior experience of writing SPARQL 

queries reported higher overall scores, but there were not enough of these to demonstrate statistical 

significance. The task load survey showed that all participants got more comfortable with AquaCold 

the more they used it (refer to chapter 4.6.4) regardless of I.T proficiency, whilst the usability survey 

showed that participants who were effective in answering questions using the system enjoyed the 

experience, again regardless of existing I.T skills. This suggests that proficiency in using AquaCold is 

decoupled from prior search experience whether on the web, spreadsheets or a structured query 

language, highlighting that searching effectively in AquaCold requires skills that cannot be imported 

from other paradigms. 

To what extent do the novel components that comprise the AquaCold system: The Query Builder 

interface; natural language search over filter sets and confidence score voting of filter set labels 

contribute to the overall effectiveness of the system. 

Research question 3 (repeated above for convenience) was answered by the component section of the 

user evaluation (refer to chapter 5.2.5). This evaluation found that the effectiveness with which 

participants were able to use the Query Builder interface had a strong negative correlation with the 

difficulty of the question (refer to chapter 5.2.6). This is to be expected as an increase in question 

difficulty requires additional filters to be added to the filter set which introduces a greater margin for 

error. Although less than a quarter of participants were able to answer their question with the query 

builder alone, it is essential for the overall effectiveness of the system by creating filter sets which can 

be labelled, voted and manipulated by other users to answer questions. This suggests a potential 
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implementation of the system where competent users create filter sets using the query builder for less 

technically able users to find using the natural language search tool. 

This evaluation found that participants who answered questions on servers where the answer was 

available through the natural language search tool were the most effective by a substantial margin 

(refer to chapter 5.2.5.2). No correlation was found between effectiveness of participants on this 

server and question difficulty or technical proficiency, which demonstrates that the capacity for users 

to find answers using natural language search is an essential component for the AquaCold system 

which allows users with a wide range of technical backgrounds to answer questions with a wide range 

of complexity. Further to this, participants were shown to be competent in editing existing filter sets 

to obtain the correct answer (refer to chapter 4.6.3.4), irrespective of question difficulty or prior 

technical expertise, highlighting additional utility of having filter sets created by prior users. 

This evaluation found that the presence of visible confidence scores on labels returned by the natural 

language search tool strongly influenced which labels were selected by participants, with the majority 

of participants selecting the label with the highest confidence score first when several potential 

options were available (refer to chapter 4.6.3.3). This shows that the confidence scores play a 

significant role in helping users decide which label to select from a number of potential options. 

To what extend does the query templating system expand available query coverage in the 

AquaCold system and ameliorate the cold start problem faced by similar crowdsourced systems.  

Research question 4 (repeated above for convenience) was answered by the template coverage 

subsection in the technical evaluation (refer to chapter 5.3.2). This evaluation found that individual 

queries (and their respective answers) could be created at an exponential rate when a templating 

system such as the one employed by AquaCold is used, a far faster method than comparable systems 

which allow the crowd to save only one query at a time. Combined with the crowdsourced voting of 

query label relevance (to highlight which answers are accurate) this demonstrates that query 

templating can be used to ameliorate the cold start problem faced by crowdsourced systems that have 

little data seeded initially.   
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6.3 Implications for practice 

Current state of the art Natural Language Question Answering systems cannot reliably answer 

complex natural language queries across multiple domains such as 'Show me all volcanoes in Peru 

that have erupted this millennium’. AquaCold is capable of answering such queries and as such, has 

many applications for use 30. 

Existing NLQA systems can answer shorter, less complex queries across a single domain, (such as 

‘show me all volcanoes in Peru’ ) so there is potential for a system such as AquaCold in sectors that 

cover a wide range of data domains (or classes) where there is a demand for natural language question 

answers relating to the interconnections between them these domains. 

Given this, a field such as Cultural Heritage would be ideally suited to make use of a system such as 

AquaCold as it incorporates a wide knowledge base of people, places and things, and depends on 

providing information to the public on the interconnections between this data. For example ‘William 

The Conqueror was born in Falaise, France’ and ‘James Watt invented the steam engine’. 

The AquaCold templating and label voting system aligns closely with the curation paradigm present 

in the Cultural Heritage domain, enabling a small group of expert users to connect Linked Data nodes 

together and providing a label, to be discovered by other users without domain expertise.  

Aside from Cultural Heritage, other domains that require question answering over diverse 

interconnected datasets would also benefit from AquaCold such as the film industry (films, locations, 

actors) eg: ‘show me all films starring Gerard Depardieu that were filmed in Paris’ and stock market 

prediction (stock prices and external factors) eg: ‘Show me the weekly price of oil correlated against 

weekly average temperature in the uk’. 

 
30 See demo https://www.youtube.com/watch?v=OjIgtnUG2SY for an example of a state of the art NLQA 
system failing to answer this and AquaCold successfully doing so.  
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6.4 Operational Natural Language QA over Linked Data systems 

Few information retrieval systems that allow natural language search over the linked data web are 

active and available online as of this writing. Of these, QAnswer31 remains the most prominent. 

Although able to answer questions of reasonable complexity over one or to domains, the system 

cannot effectively map between questions that are syntactically different but semantically the same, 

for example, of the answers on the front page of the QAnswer website 'Who are the Beatle's members' 

can be answered but the question 'Who are the members of the Beatles' cannot. 

The majority of former QALD participating systems are no longer available online, including 

PowerAqua, the Linked Data Query Wizard and ganswer2. SPARKLIS32 remains available having  

been updated several times with new features since its initial release and remains one of the most 

prominent methods to search the linked data web effectively via its hybrid faceted browsing / natural 

language approach. 

6.5 Future work 

This section proposes directions for continuation of this work. 

6.5.1 AquaCold system improvements 

The AquaCold system itself could be improved by introducing new features which would overcome 

the limitations in query coverage identified in chapter 5.3.1. These include: 

 The addition of OR operators for propertyValues which would allow queries that require 

UNIONS to be answered, such as “Which software has been developed by organizations 

founded in California?” 

 The addition of searching for text inside labels, so queries such as “Who are the four youngest 

MVP basketball players?” (which requires basketball players that have the letters ‘MVP’ in 

their description) can be answered. 

 
31 www.qanswer.eu 
32 www.irisa.fr/LIS/ferre/sparklis 
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 The addition of multiple ontologies to search over, so that queries which require the YAGO 

ontology, such as “Which U.S. states possess gold minerals?” can be answered.  

The templating system could be improved with the addition of more intelligent matches between the 

words used in queries and URI labels. Methods such as word vectors could be employed to create 

templates between a query which uses the filter starring:Al Pacino and the query text Show me all 

films featuring Al Pacino,  by understanding the relationship between ‘starring’ and ‘featuring’. 

Machine learning models such as BERT could also be employed to automatically suggest new 

templates based on those already in the database, without them being explicitly defined by other users. 

The overall utility of the system could be improved by allowing search over different linked data 

endpoints aside from DBpedia, and in multiple languages. This should be possible with minimum 

recoding, as much of the code is standards compliant. Searching across linked datasets by providing 

an AquaCold implementation of the SERVICE functionality in SPARQL, would enable complex 

cross-dataset queries to be created such as “Find all Europeana objects from the Netherlands”, 

without the need for building a long SPARQL query33. 

6.5.2 User evaluation methodology improvements 

30 participants took part in the evaluation, which was less than expected. Feedback from participants 

who began the evaluation but did not complete it showed that many were put off by the amount of 

time required, which was due to the number of questions to answer (6 for the tutorial and 5 for the 

evaluation) and videos to watch (7 videos lasting a total of 35 minutes). Future AquaCold evaluations 

will use an adapted methodology to make the entire evaluation process faster for participants to 

complete, which should hopefully result in more successful completions. 

The tutorial section is necessary to give participants the knowledge required to answer the questions 

in the evaluation. One possibility for streamlining the tutorial would be to include tutorial questions 

(and accompanying videos) for only the types of questions that are to be presented in the evaluation. 

 
33 https://programminghistorian.org/en/lessons/graph-databases-and-SPARQL#linking-multiple-sparql-
endpoints 
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With the current tutorial, all participants are shown all tutorial questions to prepare them for the 

different questions they could be potentially be given in the evaluation. For example, all participants 

are shown the fourth tutorial question and video on using greater than, less than filters even though 

they may not be shown a question than requires a greater than, less than in the evaluation. By 

changing the code to identify which random evaluation questions are to be shown to a participant 

prior to the tutorial section, only the relevant tutorials can be shown, minimising the total tutorial time 

as few participants will be randomly assigned all of the possible question types. 

To reduce the time for the evaluation itself, the number of questions could also be decreased. The total 

of five questions was chosen originally so that one question could be asked on each of the five 

different servers (which correspond to the different potential states of a crowd sourced system). 

Keeping all the servers whilst reducing the number of questions would mean that some servers would 

not be presented to some participants, skewing the results.  

A complementary approach which could potentially maximise the number of responses would be to 

use server 5 only, with only a single mandatory question presented to participants. On answering this 

question, participants would have the opportunity to take an additional question if they want to, with 

this option recurring ad infinitum with each question answered. By giving participants the option of 

how many questions they take (after the initial question) those who do wish to take multiple questions 

can, whereas those with less time can take less questions, or just a single one. 

By using only server 5, the system would store templates, labels and results sets added by prior 

participants in the experiment. By allowing participants to take as many or as few evaluation 

questions as they choose, the number of submissions are maximised and the volume of pre-seeded 

information in the database is increased organically thus increasing the chance that a question already 

answered by a previous participant would be encountered by another participant, which be either 

correct, incorrect, or partially correct – thereby matching the server states present in the previous 

method.  
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This would still require a significant amount of participation before the utility of the crowdsourced 

system could be realised. To address this, the potential question pool could be reduced from 407 to a 

smaller number. The benefit would be that the likelihood of participants encountering a question 

already encountered by a previous participant would be higher with a smaller question pool. The 

limitations of this approach are that the breadth of question types would not be covered, limiting the 

effectiveness of the evaluation in measuring varied question types. 

Reflecting on the limitations of the system oriented evaluation methodology chosen, primarily the 

excessive time required for a user to complete the evaluation and also the lengthy set up time to 

develop the experiment, future evaluations would limit the amount of tutorial and evaluation 

questions presented to participants by following the methods outlined above. 

6.5.3 Participant cohort size 

The 30 participants used for the user evaluation was smaller than expected, which caused difficulty in 

identifying statistically relevant correlations in the data. The experiment is ongoing and it is hoped 

that with a greater participant cohort size, and larger result dataset (achieved by following the above 

methodology improvements) more robust relationships can be identified and more meaningful 

comparisons can be made.  

6.6 Epilogue 

This thesis has evaluated AquaCold – a novel question answering tool which uses crowdsourcing to 

answer question from the linked data web. The evaluation compared AquaCold against other state of 

the art question answering systems for linked data using a standardised benchmark and found that our 

approach had numerous benefits in regards to effectiveness, efficiency and usability for non-technical 

users. The findings for this research will contribute to the literature in the field of Linked Data 

question answering systems. 
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7 APPENDICES 

7.1 Posters 

Posters Fig 7-1 and Fig 7-2 show an early concept design for AquaCold, displayed as part of the 

poster session at the 2013 PROMISE Winter School34 in Bressanone, Italy, which focused on bridging 

between Information Retrieval and Databases. 

Posters Fig 7-3 and Fig 7-4 display an early branch of the AquaCold concept, titled S.P.R.S  

(SPARQL Powered Recommendation System), displayed as part of the poster session at the 2016 

T.P.D.L conference35 in Hannover, Germany. At this point in development, the system was aimed at 

providing recommendations for the Cultural Heritage domain. This was later returned to the original 

concept of providing open domain search results rather than recommendations.  

 

 
34 http://www.promise-noe.eu/events/winter-school-2013 
35 http://www.tpdl2016.org 
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Fig 7-1: Poster for early AquaCold concept presented at Promise Winter School 2013 (left hand side) 
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Fig 7-2: Poster for early AquaCold concept presented at Promise Winter School 2013 (right hand side)
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Fig 7-3: Concept AquaCold (formerly S.P.R.S) poster displayed at T.P.D.L 2016 conference (left hand side) 
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Fig 7-4: Concept AquaCold (formerly S.P.R.S) poster displayed at T.P.D.L 2016 conference (right hand side)
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7.2 Videos of early prototype 

The following Youtube links show an early prototype of the AquaCold system answering a number of questions using 

several different system features: 

 Multiple filters 

Films starring Al Pacino and Robert De Niro 

 https://youtu.be/eXSp97QO99s 

 

 Query expansion 

Films starring Al Pacino and Robert De Niro and their directors 

 https://youtu.be/UzDHZivSmWs 

 

 Result generation through templating 

Which planets’ atmospheres includes neon and nitrogen? 

https://youtu.be/MndB7Mi4CIU 

 

 Node hopping queries 

Schalke F.C goalkeepers born in Germany 

https://youtu.be/YjzH1rJq5kA 

 

 Dealing with ambiguity 

Horror fiction books by Stephen King 

https://youtu.be/YjzH1rJq5kA 
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7.4 System Usability Score (SUS) Questions 

The following questions were presented to each participant on completing the experiment. Each question is 

taken from the System Usability Score (SUS) Questionnaire (Brooke & others, 1996), an established survey 

for measuring the usability of information systems. 

LIKERT SCALE QUESTIONS: 

(1 = Strongly Disagree, 2 = Disagree, 3 = Neutral, 4 = Agree, 5 = Strongly Agree) 

1. I would like to use AquaCold often. 

2. I found AquaCold to be unnecessarily complex. 

3. I found AquaCold easy to use. 

4. I would need help from a technical expert to use AquaCold. 

5. I found the different functions in Aquacold were well integrated with each other. 

6. I thought there was too much inconsistency in AquaCold. 

7. I would expect that the majority of people would learn AquaCold quickly. 

8. I found AquaCold highly unwieldy to use. 

9. I felt very confident using AquaCold. 

10. I needed to learn a lot before I could use AquaCold properly. 

FREE TEXT QUESTIONS: 

1. What did you like about AquaCold? 

2. What did you dislike about AquaCold? 

3. For what tasks would you personally use AquaCold? 

4. If you could have solved the tasks with other systems of your choice, which would you have used? 
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7.5 Ethics and approval 

 

UNIVERSITY OF BEDFORDSHIRE 

Research Ethics Scrutiny (Annex to RS1 form) 

SECTION A To be completed by the candidate 

Registration No: 1030704 

Candidate: Nicholas Collis 

Degree of: Doctor of Philosophy       

Research Institute: IRAC 

Research Topic: Aggregated Query Understanding and Construction Over Linked Data 

External Funding: No 

The candidate is required to summarise in the box below the ethical issues involved in the research proposal 
and how they will be addressed. In any proposal involving human participants the following should be 
provided: 

 clear explanation of how informed consent will be obtained,  
 how will confidentiality and anonymity be observed,  
 how will the nature of the research, its purpose and the means of dissemination of the outcomes be 

communicated to participants, 
 how personal data will be stored and secured 
 if participants are being placed under any form of stress (physical or mental)  identify what steps are 

being taken to minimise risk 
 

If protocols are being used that have already received University Research Ethics Committee (UREC) ethical 
approval then please specify. Roles of any collaborating institutions should be clearly identified. Reference 
should be made to the appropriate professional body code of practice. 
 

 

The data collection I will carry out as part of this research involves:  

- A user survey to establish age, IT experience and experience with linked data technologies 
- The log files from user activity on a bespoke Linked Data search tool, as users attempt to answer a 

random set of 5 questions from the QALD-9 question pool. 
- A Task Load Survey completed after each question which captures users’ opinions on the preceding 

questions difficulty 
- Notes from a short post task interview to capture perceived difficulty and users opinions on the 

system 
 

Users will be provided with a consent form to sign which will explain that their data will be anonymised and 
used for the purposes of this research only. All personal data will be securely stored in a database provided 
by the University of Bedfordshire. No physical or mental stress will be placed on participants in the course of 
this research. 
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Answer the following question by deleting as appropriate: 

1. Does the study involve vulnerable participants or those unable to give informed consent (e.g. 
children, people with learning disabilities, your own students)?    
 Yes No 
 

If YES: Have/will Researchers be DBS checked? 

 Yes No 

2. Will the study require permission of a gatekeeper for access to participants (e.g. schools, self-help 
groups, residential homes)?        
 Yes No 

 

3. Will it be necessary for participants to be involved without consent (e.g. covert observation in non-
public places)?          Yes No 

 

4. Will the study involve sensitive topics (e.g. sexual activity, substance abuse)?   
 Yes No 

 

5. Will blood or tissue samples be taken from participants?      
 Yes No 

 

6. Will the research involve intrusive interventions (e.g. drugs, hypnosis, physical exercise)?  
 Yes No 

 

7. Will financial or other inducements be offered to participants (except reasonable expenses)? 
 Yes No 

 

8. Will the research investigate any aspect of illegal activity?  
Yes No 

9. Will participants be stressed beyond what is normal for them? 
Yes No                                                                 

10. Will the study involve participants from the NHS (e.g. patients) or participants who fall under the 
requirements of the Mental Capacity Act 2005?      
 Yes* No 

 

If you have answered yes to any of the above questions or if you consider that there are other significant 

ethical issues then details should be included in your summary above. If you have answered yes to 

Question 1 then a clear justification for the importance of the research must be provided. 
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