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AUTOMATED PROCESSING AND ANALYSIS OF 

GAS CHROMATOGRAPHY / MASS SPECTROMETRY SCREENING DATA 

J. J. HITCHCOCK 

ABSTRACT 

The work presented is a substantial addition to the established methods of 

analysing the data generated by gas chromatography and low-resolution mass 

spectrometry. It has applications where these techniques are used on a large scale 

for screening complex mixtures, including urine samples for sports drug 

surveillance. 

The analysis of such data is usually automated to detect peaks in the 

chromatograms and to search a library of mass spectra of banned or unwanted 

substances. The mass spectra are usually not exactly the same as those in the 

library, so to avoid false negatives the search must report many doubtful matches. 

Nearly all the samples in this type of screening are actually negative, so the 

process of checking the results is tedious and time-consuming. 

A novel method, called scaled subtraction, takes each scan from the test sample 

and subtracts a mass spectrum taken from a second similar sample. The aim is 

that the signal from any substance common to the two samples will be eliminated. 

Provided that the second sample does not contain the specified substances, any 

which are present in the first sample can be more easily detected in the subtracted 

data. The spectrum being subtracted is automatically scaled to allow for 

compounds that are common to both samples but with different concentrations. 

Scaled subtraction is implemented as part of a systematic approach to pre-

processing the data. This includes a new spectrum-based alignment method that 

is able to precisely adjust the retention times so that corresponding scans of the 

second sample can be chosen for the subtraction. 
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This approach includes the selection of samples based on their chromatograms. 

For this, new measures of similarity or dissimilarity are defined. The thesis 

presents the theoretical foundation for such measures based on mass spectral 

similarity. A new type of difference plot can highlight significant differences. 

The approach has been tested, with the encouraging result that there are less than 

half as many false matches compared with when the library search is applied to 

the original data. True matches of compounds of interest are still reported by the 

library search of the subtracted data. 
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CHAPTER 1 

INTRODUCTION 

1.1 Motivation 

The use of performance-enhancing drugs in sport has been recorded since the days 

of Ancient Greece and Rome (Higgins, 2006). More recently, their use has been 

considered to be unethical. Two arguments are put forward: it is an unfair form of 

cheating, and the use should not be allowed to become the accepted practice 

because of the adverse effects on the health and welfare of the competitors. The 

health concern applies to human athletes who might be pressurised to take drugs, 

to those whose coaches might administer drugs without their knowledge, and to 

racing animals that might be subjected to treatment without any choice. The use 

of drugs to influence performance is often called “doping”. 

The governing bodies of most sports have introduced rules to ban the use of 

specified substances, and they have taken actions on an increasingly large scale to 

enforce these rules. Horseracing was the first sport to use methods from 

analytical chemistry, which is the science of identifying chemical components and 

measuring their quantities. By 1912, horse saliva was being tested to detect the 

presence of alkaloids such as theobromine, caffeine, morphine and strychnine 

(Higgins, 2006). 

Gas Chromatography / Mass Spectrometry (GC/MS) is an analytical technique 

that uses a gas chromatograph to separate a mixture of chemicals, and uses a mass 

spectrometer to break the molecules into fragments which are “weighed” to 

determine their mass. The separation of the mixture in the chromatograph results 

in a measurement for each component of its retention time in the apparatus. The 

mass values that are determined by the spectrometer result in a mass spectrum for 

each component. It is possible to identify the components of the mixture using 

the observed mass spectra and retention times. GC/MS can be applied to find the 

1 



   

  

             

      

           

               

             

             

           

          

         

               

         

       

           

             

         

             

            

  

          

              

                

           

              

               

              

            

              

       

Chapter 1: Introduction 

composition of experimental materials in research settings, and it can be used for 

the routine screening of real-world samples. 

The International Olympic Committee (IOC) started to test competitors for drugs 

in 1968 (Knight, 2003). At the 1976 Olympic Games, the IOC used GC/MS to 

confirm positive results, and since the 1984 Games in Los Angeles GC/MS has 

been used as a screening method for urine samples (Catlin et al., 1987; 

Kammerer, 2002). The World Anti-Doping Agency (WADA) is an international 

organisation that campaigns against doping in sports, and which establishes 

analytical criteria for anti-doping laboratories (Mukhopadhyay, 2007). At the 

2004 Olympic Games in Athens, a staff of 153 people worked at a doping control 

laboratory where 2926 urine samples were screened by WADA-accredited 

methods that included GC/MS procedures (Tisovu, 2006). 

Most anti-doping tests analyse urine samples; blood tests only became mandatory 

for the Olympics at Athens, where 691 specimens were tested by several methods 

that did not include GC/MS (Higgins, 2006; Tsivou, 2006). 

The world-wide scale of anti-doping tests for human sports is shown by the 

223,898 samples that were tested at the 33 WADA-accredited laboratories in 2007 

(WADA, 2008). 

HFL Sport Science (part of Quotient Bioscience) provides drug surveillance 

services to the sporting world: it tests equine, canine, and human samples of urine 

and blood for signs of the use of prohibited drugs. Its use of GC/MS for anti-

doping screening started in the early 1990s (Hudson and Maynard, 2002). 

In the 1960s it was realised that computers were required for processing the large 

amount of data that can be produced by repetitive scanning in GC/MS, and in the 

next decade a book (Chapman, 1978) was published on the use of computers in 

mass spectrometry. Since then the technology has progressed to using networked 

computers to control the equipment, process the data, and pass the data to a 

Laboratory Information Management System (LIMS) for storage. 

2 



   

  

             

               

         

       

             

            

              

                

                

             

               

            

              

               

             

              

              

            

            

             

           

           

     

               

              

           

    

             

 

Chapter 1: Introduction 

When used for screening, a desirable objective for an automated system is to 

generate a pass or fail result for each sample. However, this cannot always be 

achieved, especially for complex biological samples containing many compounds 

that cannot be completely separated by chromatography. 

The analysis of GC/MS data at HFL has been automated using standard mass 

spectrometry software to detect peaks in the chromatograms and to search a 

library of mass spectra of known drugs. The observed mass spectra are usually 

not exactly the same as those in the library, and since the amount of a banned 

substance in a sample can be very small the match quality for a genuine match can 

be quite low. The observed retention times depend on the chromatograph, and 

can vary from one analysis to the next. The library search settings are made 

sufficiently sensitive so as not to miss positive samples, but consequently many 

false matches are reported in a list of possible matches for checking and validation 

by human analysts. Since almost all of the samples are negative, this process of 

checking is tedious, and it is inefficient in terms of time and cost. 

Experience at HFL showed a need to enhance the data processing so that the 

GC/MS technique can be more effective when there are time or cost constraints. 

The technique is widely used in forensic laboratories for screening large numbers 

of target compounds in complex matrices (anti-doping tests are just one example 

of this type of work); other fields which use GC/MS include clinical toxicology, 

environmental monitoring for pesticides, and the food industry. Therefore such 

an enhanced method of processing GC/MS data can have widespread application. 

1.2 Research aim and objectives 

The aim of this research is to develop a novel method for the automatic data 

processing of GC/MS screening data so that the screening tests can be carried out 

with less human checking, while maintaining the quality of the testing. 

The research objectives are: 

1) To study those characteristics of GC/MS data that are relevant to this 

application. 

3 



   

  

          

           

    

             

    

               

           

        

               

     

             

           

            

    

       

              

                 

            

               

            

     

              

               

           

              

         

Chapter 1: Introduction 

2) To define new measures of similarity or dissimilarity between 

chromatograms, and to devise methods that assist with the understanding of 

the differences between samples. 

3) To develop a new alignment method that allows for the variation of 

retention times between runs. 

4) To devise and develop a novel method of modifying the data so that the 

signal of common compounds is removed and an existing library search 

method can be used on the cleaned data. 

5) To develop a strategy for choosing a good sample to use as the subtrahend 

in the new subtraction method. 

6) To evaluate the method by comparing the results with those obtained from 

existing data processing. The requirement is that fewer false matches 

should be reported, while genuine (true) matches should be reported at the 

current or higher rate. 

1.3 Scope and limitation of the work 

The research has been directed at the data processing aspect of GC/MS screening. 

It takes the data recorded by the equipment as its given input. It does not consider 

whether better results can be obtained by changing the chemical pre-treatment of 

the samples, the type or make of the equipment, or settings of the equipment such 

as temperature and pressure. These aspects would be better considered by 

researchers with expertise in chemistry. 

The research focused on data from screening analyses that look for the presence of 

a compound that is not present in the majority of the samples. In anti-doping 

screening, as well as in much environmental monitoring, most compounds are 

flagged up if they are found in any detectable quantity. Quantitative analyses that 

measure the amount of compounds have not been considered. 

4 



   

  

          

              

            

             

     

             

            

                

              

              

           

            

             

 

   

             

               

               

              

      

          

            

            

             

             

         

 

             

           

Chapter 1: Introduction 

The research only considered the data from low-resolution mass spectrometers 

that measure integer values of m/z ratio. The requirements are very different for 

processing data from equipment that can make high accuracy mass measurements. 

Such instruments are less common because they are more expensive and can take 

longer to analyse a sample. 

The techniques employed had to be fitted into an existing pipeline of data 

processing, so the research settled on applying a step which pre-processes the 

data. It did not attempt to improve the methods of library search for single mass 

spectra. Existing library search technology has been treated as a “black box” and 

the results from it have been used to evaluate the effectiveness of pre-processing. 

Other people have worked at HFL on improving the library search. 

The research did not consider whether there is any relationship between individual 

compounds. To relate a drug with its metabolites requires extensive knowledge of 

biochemistry. 

1.4 Thesis organisation 

The general concepts of GC/MS and the processing of the resulting data are 

presented with a literature review in Chapter 2. This does not cover every aspect 

of the technique, but concentrates on those areas that are relevant to this thesis. 

The chapter includes a discussion of the kinds of processing which are likely to 

achieve the aim of this research. 

Chapter 3 evaluates proximities (measures of similarity or dissimilarity) which 

can be used to compare multivariate data, with particular application to mass 

spectra and chromatograms. The measures used in this research for comparing 

mass spectra are defined. These are then used to construct measures which 

compare whole chromatograms. The chapter also describes a tool which has been 

developed during the research for visualising the differences between 

chromatograms. 

Chapter 4 compares various alignment algorithms that can be used to allow for 

variations in chromatographic retention times. It then describes the development 

5 



   

  

             

             

             

               

         

             

             

                 

   

               

                

   

Chapter 1: Introduction 

for this research of a spectrum-based alignment method. The rationale for the 

choice of method is explained, together with the details of the chosen algorithm. 

Chapter 5 covers the development of the scaled subtraction method which is the 

main tool for achieving the research aim. This pre-processing step can be used to 

allow relevant differences between two samples to be detected. 

The proposed methods of processing have been tested by applying them to data 

from HFL Sport Science. The experiments are presented systematically as a case 

study in Chapter 6. Some of the analyses are also used as examples in Chapters 3, 

4, and 5. 

Chapter 7 is the conclusion to the thesis. It evaluates the results, and discusses 

how they can be transferred to other fields. Further work to be conducted in the 

area is suggested. 
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CHAPTER 2 

CHROMATOGRAPHY AND MASS SPECTROMETRY 

This chapter provides an introduction to those aspects of chromatography and 

mass spectrometry that are necessary for understanding the following chapters. 

Sections 2.1 to 2.3 cover the physical processes that occur within GC/MS 

equipment and the data that it generates. Section 2.4 covers how chemists use this 

as information to identify compounds, and Section 2.5 covers various data 

processing details. Section 2.6 discusses particular points about anti-doping tests, 

and the conclusion in Section 2.7 discusses which of the available techniques are 

applicable to this research. 

Mass spectrometry and chromatography suffer from a lack of agreement about the 

terminology to be used. For the purpose of this report, a set of commonly used 

terms has been chosen, mainly following the recommendations of the 

International Union of Pure and Applied Chemistry (IUPAC) (Todd, 1991; Ettre, 

1993). This chapter sets out these terms, in most cases without discussing the 

alternatives. Miller (1988) lamented the lack of standardisation of terms and 

symbols in chromatography, but that was before the IUPAC recommendations. 

For mass spectrometry, the IUPAC recommendations allow alternative names, 

and a revision by Murray et al. (2005; 2006) that is more restrictive has not yet 

been agreed. An example of a “controversial issue” in the 2005 draft is whether 

an m/z value should be reported as a dimensionless quantity or with units of 

thomsons or daltons, and should it be referred to as a mass-to-charge ratio. Older 

literature referred to it as m/e. 
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Chapter 2: Chromatography and Mass Spectrometry 

2.1 Chromatography 

2.1.1 Basic principle of chromatography 

Chromatography is a technique that separates the components of a chemical 

mixture. The components of the mixture are called analytes. They are dissolved 

or evaporated into a mobile phase that flows at a steady rate past a stationary 

phase. The molecules of an analyte can be held by the stationary phase, either 

dissolved within the stationary phase or attached to its surface by an 

intermolecular force. Then, after a short time, the analyte molecules are released 

to continue flowing within the mobile phase, and the process can be repeated. 

Because molecules of different analytes are retained by the stationary phase to 

different degrees, they become separated. 

The equipment is called a chromatograph. The stationary phase commonly takes 

the form of a long thin tube called a column, as shown in Figure 2.1. The sample 

mixture is injected with the mobile phase at one end of the column, and the 

presence of analytes can be detected as the mobile phase leaves the column at the 

other end. The analytes are said to be eluted from the column. A plot of the 

detector signal against time is called a chromatogram, and each component of the 

mixture appears as a peak. 
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Chapter 2: Chromatography and Mass Spectrometry 

Figure 2.1: Basic components of a chromatograph (after Lister, 2003; HFL, 1998a) 

The terminology of “chromatogram” and “chromatograph” is like that of 

“telegram” and “telegraph”, and unlike that of “photograph” and “camera”. 

The time an analyte takes to pass through the column is called its retention time; it 

is measured from the time the sample is injected into the column to the time when 

the detector signal reaches the peak maximum. Because of the different degrees 

of retention by the stationary phase, different analytes have different retention 

times. If the concentration in the mobile phase is within the linear range of the 

detector, the peak area will be proportional to the concentration of the analyte in 

the original mixture; it is measured by integrating the area between the line on the 

chromatogram plot and the baseline. 

There can be a single detector, for example measuring the ionisation of analytes 

when the mobile phase is passed through a flame, with one chromatogram trace 

being recorded. Alternatively, a multi-channel detector can be used, for example 

measuring the transmission through the mobile phase of ultraviolet light with 

various wavelengths, in which case each signal is recorded separately. 
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Chapter 2: Chromatography and Mass Spectrometry 

Ideally, analytes in a mixture are completely separated, but if they have similar 

retention times their peaks will overlap and they are said to co-elute. This is a 

major problem when analysing complex mixtures with many components. 

If the mobile phase is a liquid, the technique is called liquid chromatography 

(LC). If the mobile phase is a gas such as helium, the technique is called gas 

chromatography (GC) and the gas is called the carrier gas. 

2.1.2 Peak shapes 

The following, except for the note about the central limit theorem, is based on the 

reference text of Miller (1988). 

A simple theoretical model is that the transfer of a molecule between the mobile 

and stationary phases occurs independently of other molecules. With this 

assumption, the concentrations of an analyte in the two phases will have a linear 

relationship, which is to say that there will be a constant ratio between the two 

concentrations of a given analyte at a given temperature when the system is in 

equilibrium. Furthermore, the time taken to pass through the column will have a 

Gaussian or normal distribution. 

The theoretical Gaussian shape is a consequence of the central limit theorem of 

probability. Each molecule of analyte makes many transitions between the two 

phases as it passes along the column. If the column is considered to consist of n 

sections, and the time for an analyte molecule to pass through section i is ti, then 

the time to pass through the whole column is 

n 

t = ∑ ti (2.1) 
i 

The distribution of t approaches a normal distribution for large values of n if the ti 

are independent and identically distributed. 

However, in practice there are interactions between the analyte molecules. These 

can cause the relation between the concentrations in the phases to be non-linear, 

and the rates at which molecules attach to and release from the column to be 

different. The observed peak will then be asymmetric, as shown in Figure 2.2. 
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Chapter 2: Chromatography and Mass Spectrometry 

Depending on the amount of the analyte in the sample, the peak shape, peak 

width, and measured retention time can all change, as shown in Figure 2.3. This 

is particularly true for large amounts, and the system is then said to be overloaded. 
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Figure 2.2: Normal, tailing and fronting chromatographic peak shapes 

Figure 2.3: Effect of sample size on retention time for asymmetric peak (Miller, 1988) 

2.1.3 Variation of retention time 

The retention time for each compound depends on its chemical properties, but it 

also depends on the experimental set-up. Factors include changes of stationary 

phase composition from column to column, matrix effects from sample to sample, 

and temperature and flow fluctuations from run to run (Johnson et al., 2003). 

These changes hinder any attempt to use the retention times to identify the 

compounds that are in a sample; and are a particular problem if the data is to be 

processed by classification, data mining, or pattern recognition. 
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Chapter 2: Chromatography and Mass Spectrometry 

Retention times are reduced if the temperature is increased. The column can be 

placed in an oven so that the temperature can be controlled; it can either be kept 

constant, or varied according to a temperature program. For example, for the 

drug tests at the Los Angeles Olympics, the initial temperature of 150 °C was 

increased at a rate of 16 °C per minute to a final temperature of 270 °C which was 

then maintained for 5 minutes (Catlin et al., 1987). Using a linearly increasing 

temperature has a similar effect to taking logarithms of the time axis (Miller, 

1988). 

The retention time is proportional to the column length. The column can become 

contaminated, especially near the start of the column where the samples are 

injected. One method of routine maintenance of the chromatograph includes 

removing a small initial portion of the column; over its lifetime the column 

becomes progressively shorter and as a result the retention times become 

progressively smaller. A column that is initially 25 to 30 metres long can be 

reduced to just 6.5 to 7 metres (Savchuk et al., 2004). An alternative method of 

maintenance replaces the initial portion with an equal length of new column, 

avoiding this cause of a change in retention time. 

Where the retention times of different compounds vary in a similar and 

predictable manner, it is possible to compare the results from different 

experimental set-ups. There are several methods, one of which requires action 

before the samples are tested, while the others adjust the times as a pre-processing 

step after the data has been collected and before further analysis. 

• A gas chromatograph can be calibrated before use by a method called 

retention time locking (RTL). A standard compound is injected into the 

column and its retention time is measured. The pressure of the carrier gas is 

then electronically adjusted for subsequent runs so that if the standard 

compound were to be present it would have a desired retention time. 

• Each observed retention time can be converted to a relative retention time 

(RRT). A standard compound is added to each sample as an internal marker, 

and the observed retention times are divided by that of the internal marker. 
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Chapter 2: Chromatography and Mass Spectrometry 

• Each observed retention time can be converted to a retention index (RI). A 

number of standard compounds are added to each sample, and their retention 

times are used to create a scale for the index. For example, Kováts (1958) 

defined an index for gas chromatography using n-alkanes as the standard 

compounds. The Kováts index number for hexane is 600, octane 800, decane 

1000, and so on. 

• The time axis of the observed chromatogram can be shifted and stretched for 

alignment with those with a standard chromatogram. There is no need for an 

internal marker if there are sufficient compounds in common between the 

sample being analysed and the standard chromatogram. 

RTL is available on instruments made by Agilent, which was formerly part of 

Hewlett Packard (Cook et al., 1999). Infometrix (2005) refers to RTL as a 

“pressure modulation system”. It can correct the retention times when a column is 

reduced in length by routine maintenance (Savchuk et al., 2004). 

Theoretically, the RRT depends only on the relative retardation of the analytes by 

the stationary phase. The value should be consistent when measured on different 

chromatographs provided that the same stationary and mobiles phases are used, 

the same constant temperature is used, and the time taken for the mobile phase to 

pass through the column (the hold-up time) is subtracted from the retention times 

used in the calculation (Ettre, 1980). Ettre noted in 1980 that RRT was almost 

always calculated using unadjusted times without subtraction of the hold-up time. 

So the values do not conform to chromatographic theory and are not always 

consistent, but they can be useful within a laboratory (Ettre, 1980). The IUPAC 

recommended nomenclature is “relative retention” for the ratio of adjusted times 

at a constant temperature, and “unadjusted relative retention” for the ratio of total 

times (Ettre, 1993). However, the exact meaning is not always clear when RRT 

values are reported. With temperature programming there is no agreed method of 

adjustment, and in such cases (Catling et al., 1987; Marcos et al., 2002) it must be 

assumed that unadjusted times are used. 
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Chapter 2: Chromatography and Mass Spectrometry 

With the same provisions about phase composition, constant temperature, and 

adjustment for hold-up time, the Kováts RI values should form a consistent 

logarithmic scale (Miller, 1988). If a linear temperature program is used, the 

values form a linear scale. Even if no allowance is made for the hold-up time, the 

index is defined by interpolation along the scale with limited scope for error. 

Therefore RI values are more useful for inter-laboratory comparisons than RRT or 

absolute retention times (Milman, 2005). 

When analyses are part of a routine quality control or process environment, it is 

difficult to maintain retention time reproducibility; more so than when using 

chromatography in a research setting (Infometrix, 2005). Savchuk et al. (2004) 

report the reproduction of retention times from different laboratories within 0.5%, 

but they were using identical equipment in each laboratory. Experience from 

HFL suggests that while it is possible for collaborating laboratories to produce 

comparable GC/MS data, it is difficult to maintain this comparability over time as 

conditions change (E. Houghton, personal communication, 2005). 

Any use of internal markers has disadvantages: the retention time adjustment 

assumes that deviations are linear, more sample preparation is required, and some 

analytes in the original sample may be masked by the presence of a marker (Smith 

et al., 2006). 

For these reasons, the alignment methods reviewed in Chapter 4 have recently 

been developed. 

2.2 Mass spectrometry 

Mass spectrometry is a technique that determines the mass of both molecules and 

fragments of molecules. A sample is ionised to create molecular ions and ionised 

fragments, and these ions are passed through an analyser. A magnetic-sector or 

quadrupole analyser can be set to only allow those ions with a specific mass to 

pass through to the detector. Figure 2.4 shows the components of a typical 

spectrometer. 
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Chapter 2: Chromatography and Mass Spectrometry 

Figure 2.4: Basic components of a mass spectrometer (after Chapman, 1978) 

By scanning a range of masses with the analyser, the abundances of ions having 

those masses can be recorded to produce a mass spectrum. The masses indicate 

the identity of the compounds that are present in the sample; the abundances are 

an indication of their quantities. Figure 2.5 shows a mass spectrum with the 

length of each line representing the abundance of a particular mass. 

Figure 2.5: A mass spectrum 

The principal reason for ionising the sample molecules is that giving them an 

electrical charge allows their mass to be determined. The treatment also has the 

important side effect of fragmenting some of the molecules. It is possible for the 

molecules of two different compounds to have equal or similar masses, in which 

case the masses of the fragments can help to distinguish the compounds. There 

are several methods of ionisation, and the pattern of fragmentation can depend on 

which method is employed. When used with gas chromatography, the usual 
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Chapter 2: Chromatography and Mass Spectrometry 

method is Electron Ionisation (EI) in which the sample is passed through a beam 

of electrons that have been accelerated by a 70-volt electric field. 

As an example of fragmentation, the ions generated from a sample that contains 

caffeine can include whole molecules C8H10N4O2 (nominal mass 194) and 

fragments such as C8H9N2O2 (nominal mass 165), C5H5N2O (nominal mass 109), 

C5H7N3 (also with nominal mass 109) and C3H3N2 (nominal mass 67) (Goodacre 

and Gilbert, 1999). These masses are characteristic of caffeine, and they can 

allow its presence in a sample to be detected. Identification of compounds is 

covered in more detail in Section 2.4. 

The fragmentation of caffeine described by Goodacre and Gilbert was generated 

by pyrolysis. Caffeine has other fragmentation patterns such as that shown by the 

Virtual Mass Spectrometry Laboratory (2003). A full discussion of fragmentation 

is beyond the scope of this thesis. 

Caffeine is used here just as a convenient example. It is one of the compounds 

that anti-doping laboratories test for, and is reported to be the most commonly 

used doping substance in horseracing in Brazil (Lima et al., 2006). However, the 

use of caffeine by human athletes is allowed and a sample only needs to be 

reported if it is found to contain a large concentration; so anti-doping tests for 

human samples must include methods of quantitative analysis that are not covered 

by this research. 

Over the years, several types of mass spectrometer analyser have been developed. 

In general, the ions are generated in a vacuum, and an electric field is used to 

accelerate the ions. In a magnetic-sector instrument, the ions are then passed 

through a magnetic field to select those with a particular mass. Quadrupole 

instruments use electric fields between four parallel electrodes to select the ions. 

Time-of-flight instruments directly measure the speed of the ions by timing how 

long they take to reach the detector. Ion-cyclotron-resonance instruments 

determine the mass of the ions by making them circle around in a magnetic field. 

Orbitrap instruments, the newest type, use the electric field around a central 

electrode to determine the mass (Makarov, 2000). 
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Chapter 2: Chromatography and Mass Spectrometry 

The different types of spectrometer have different characteristics: suitability for 

automated control, scanning speed, ability to resolve similar masses, accuracy, 

range of masses that can be measured, etc. The analysis of proteins and polymers 

requires a spectrometer that can measure large masses; other spectrometers can 

only analyse small molecules. In general, the development of new instruments 

has brought an increase in resolution and accuracy. 

The property that is determined by a mass spectrometer is actually the mass-to-

charge ratio of each ion. This dimensionless quantity is referred to as m/z, and it 

is defined as the mass of the ion in unified atomic mass units (u), divided by the 

electrical charge of the ion expressed as a multiple of the elementary charge (e) 

regardless of whether the charge is positive or negative. This definition of m/z 

follows Murray et al. (2006) instead of Todd (1991). With the EI method of 

ionisation, most of the ions have lost just one electron, so the charge carried is +e 

and the m/z value is identical to the mass of the ion in unified atomic mass units. 

The mass of an ion is the sum of the masses of the component subatomic particles 

minus a small amount due to the binding energy of the forces that hold them 

together. Since a proton has mass 1.0073 u, a neutron 1.0087 u, and an electron 

0.0005 u, the m/z value of a singly-charged ion is either slightly more or slightly 

less than the number of protons and neutrons (the mass number of the ion). 

A spectrometer can be calibrated by first analysing a standard compound such as 

perfluorotributylamine (HFL, 1998b) or perfluorokerosene (Goodacre and Kell, 

1996) and using the results to adjust the m/z scale for subsequent runs. 

The absolute abundance values that are recorded depend on the detector, and only 

the relative values are significant. The units of measurement are not normally 

specified. 

2.3 Gas chromatography / mass spectrometry 

Although a mass spectrometer can produce a mass spectrum from a mixture of 

compounds, the identification of the spectrum is much easier and more reliable 

when only one compound is being analysed. Therefore it is usual to attempt to 
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Chapter 2: Chromatography and Mass Spectrometry 

separate the components of a mixture before entry to the spectrometer. The inlet 

of a mass spectrometer can be connected to the output end of a chromatograph 

column, and the spectrometer then acts as the detector for the chromatograph. 

Such a combination of separation and detection techniques is referred to as a 

hyphenated technique. Although the name of such combined techniques can be 

written with hyphens, slashes can be used instead, or they can be omitted; thus the 

combination of gas chromatography and mass spectrometry can be written as GC-

MS, GC/MS or GCMS. The choice of slash or hyphen is another “controversial 

issue” of Murray et al. (2005). 

The mass detector repeatedly scans a range of m/z values, and each scan produces 

a mass spectrum of the analytes eluting from the column at that time. Thus the 

spectrometer is a type of multi-channel detector. The resulting information can be 

imagined as co-ordinates in a three-dimensional space with the retention time and 

m/z values forming two of the axes, and the recorded abundances represented by 

the third dimension, as in Figure 2.6. 

Figure 2.6: GC/MS chromatogram from HFL displayed as a 3D model 
(rendering by Gavin Collington) 
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Chapter 2: Chromatography and Mass Spectrometry 

In this study, the complete set of data from the GC/MS analysis of a sample is 

called a chromatogram. The sum of the abundances recorded during each scan 

(the “Total Ion Current” or “Total Ion Count” from each scan) defines a TIC 

chromatogram, and the slice of the data for one m/z value is an extracted ion 

chromatogram. The slice of data for one retention time forming a mass spectrum 

is called a scan. 

One technical detail is that each scan takes a finite amount of time, and so the 

retention time of the molecules being analysed at the start of the scan is less than 

that at the end. This data is said to be “skewed” and it can be imagined in the 

three-dimensional space as being recorded along lines that are not quite parallel to 

the m/z axis. The m/z range can either be scanned from low to high values, or 

from high to low values. The time between scans is the scan rate. 

2.4 Identification of chemical compounds 

2.4.1 General principles of identification 

The following is mainly based on a review by Milman (2005) of how chemists 

identify compounds. 

An analyte can be certainly identified as compound X if its observed properties 

match those of X and they do not match those of any other substance. As it is 

impossible to test every other possible substance, there is a need for experts to 

provide guidelines that specify which properties shall be observed and the criteria 

for accepting a match. If the sample and the reference standard are tested at 

different times some variation in the observed properties is to be expected, and so 

an acceptable tolerance must be specified. The uncertainty of identification 

increases when using reference data that has been obtained in different conditions. 

If an analyte is not a compound for which reference data is available, it is possible 

to discover the identity of the analyte by predicting the properties of hypothetical 

compounds and comparing them with the observed properties. 
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Chapter 2: Chromatography and Mass Spectrometry 

The process of identification can make use of prior knowledge about what 

compounds are likely to be present. This can be formalised by using Bayesian 

statistics. 

The identification of an analyte as compound X can be subject to two types of 

error: a false positive (the acceptance of the hypothesis in a case where it is not 

true) and a false negative (the rejection of the hypothesis when it is true). The 

degree of certainty of an identification can be expressed in figures such as a 

probability. It can be expressed in words such as “suspected”, “indicated” or 

“confirmed”. Or a statement can be made such as “the criteria for identification 

have been met” which means that there is an appropriate level of evidence in the 

subjective judgements of the experts who established the criteria. 

For a successful identification, the analytical signal must first be detected, and so 

both the detection and identification stages affect the rate of false negatives. 

There is usually a trade-off between reducing the false positive and false negative 

rates. The identification provided by a screening method may not be very 

reliable, so further confirmation may be needed to avoid false positives. 

2.4.2 Sample preparation 

Before samples are analysed, it is common to carry out some preparation, such as 

that described below. Because of this preparation, the compounds found by the 

analysis may be different to those in the original sample. 

One or more internal markers can be added. They can provide a reference for 

comparing retention times as described in Section 2.1.3. If they are chemically 

similar to the compounds that are being looked for, the detection of the internal 

markers also provides a check that the whole analytical process is working. 

Samples can be derivatised by reacting them with an agent that replaces certain 

atoms or groups of atoms within the molecules by other atoms or groups of atoms. 

The result is that compounds of interest are transformed into different compounds 

that have improved thermal stability, better chromatographic properties, and more 

distinctive mass spectra (Miller, 1988; HFL, 1998c; Penton, 2004). 
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Chapter 2: Chromatography and Mass Spectrometry 

2.4.3 Retention time 

When a sample contains only a small number of compounds, and there is prior 

knowledge of which compounds are likely to be present, they can be identified 

just by using chromatography and considering the retention times. Identification 

criteria can require the retention time or RRT to match within a specified 

percentage. 

RRTs are used when identifying compounds, despite the problems of 

reproducibility described in Section 2.1.3 (Catlin et al., 1987; Marcos et al. 2002; 

and European Commission and Federal Drug Agency criteria cited in Milman, 

2005). For this to work, the instrument setups for the analyses being compared 

must be kept similar. 

Mass spectrometry can identify compounds with greater certainty than just a 

comparison of retention time, so chromatography has been largely relegated to 

being a method to separate the compounds with the retention time used just for 

confirmation of the identification. More attention has recently been given to 

retention times in reference data, and newer libraries from the National Institute of 

Standards and Technology (for example NIST, 2005) include Kováts RI values. 

However, in 2005, accurate values were not yet generally included in libraries of 

mass spectra (Milman, 2005). 

In some cases, the RI value of a compound can be predicted from its molecular 

formula and structure. 

2.4.4 Peak shape 

Chromatographic peak shape can be used to confirm an identification; for 

example, nicotine has a tailing peak (Catlin et al., 1987). However, there are only 

a few possible shapes and the precise shape depends on the conditions, so peak 

shape cannot be used as a main method of identification; for example, caffeine 

also has a tailing peak. 
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Chapter 2: Chromatography and Mass Spectrometry 

2.4.5 Mass spectrum 

A mass spectrum can be used for identification if it can be matched with that of a 

known compound. The principle is that two spectra match if the same m/z values 

have been detected and they have the same relative abundances. The m/z values 

that have been detected are referred to as peaks, the most abundant peak is called 

the base peak, and the relative abundance compared to the base peak is usually 

expressed on a scale from 0 to 100 or 1000. 

Because of variation in the experimental conditions, the minor peaks are often not 

present or have different relative abundances in two spectra from the same 

compound. So match quality is mainly determined by the presence and 

abundance of the major peaks. Identification criteria can specify a number of ions 

(distinct m/z values) that must match within a specified relative abundance 

tolerance. If high accuracy masses are available, the m/z values must also match 

within a specified tolerance. 

Reference data is available in the form of computer databases of mass spectra 

from previous analyses. These can be searched using library search software 

which calculates the measures of match quality that are reviewed in Section 3.2.2. 

However, for a simple introduction to this type of data, consider Table 2.1, an 

extract from one of the books of spectra which were previously searched by hand. 

Table 2.1: The four entries for caffeine in the Eight Peak Index of Mass Spectra 
(Mass Spectrometry Data Centre, 1974) 

MASS TO CHARGE RATIOS M.W. INTENSITIES C H O N COMPOUND No. 
NAME 

194 109 55 67 82 15 18 42 194 100 59 37 23 18 15 11 11 8 10 2 4 Caffeine 0 0063 
194 67 109 55 82 42 40 41 194 100 67 66 44 39 28 18 16 8 10 2 4 Caffeine X 0949 
194 109 67 55 82 42 41 43 194 100 88 88 71 53 41 39 31 8 10 2 4 Caffeine 0 3306 
67 109 194 55 82 42 40 41 194 100 73 64 64 55 44 30 23 8 10 2 4 Caffeine L 4240 

The “mass to charge ratios” are the m/z values of the eight most abundant peaks in each spectrum. The molecular weight 
(“M.W.”) of the compound is calculated from the mass numbers of the most abundant isotopes of each element present. 
The eight “intensities” are the relative abundances of the eight “mass to charge ratios”. “C H O N” are the numbers of 
carbon, hydrogen, oxygen and nitrogen atoms in each molecule. Each spectrum is given a reference number. 

Note that the four analyses of the same compound have produced different but 

similar spectra, as shown in Figure 2.7. These differences must have been due to 

differences in the experimental setup, possibly with different methods of 
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Chapter 2: Chromatography and Mass Spectrometry 

ionisation. As part of the calibration process described in Section 2.2, modern EI 

instruments can be tuned to give spectra with greater consistency. 
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Figure 2.7: Mass spectra of caffeine from Table 2.1 

In some cases, the composition of a new compound can be discovered from its 

mass spectrum. This is easier if accurate masses are available so that elements 

can be distinguished on the basis of the fractional part of the atomic mass. Some 

elements have more than one naturally occurring isotope, and these can create a 

characteristic pattern in a mass spectrum; for example, chlorine-35 and chlorine-

37 always occur in a ratio of approximately 3 to 1. The molecular structure can 

also sometimes be discovered from a mass spectrum by using knowledge of 

common fragmentation patterns. This process is called “structure elucidation” 

and is outside the scope of this research. 

2.4.6 Identification using GC/MS 

The general procedure with GC/MS data is to search along the time axis to find a 

chromatographic peak, and then to use the mass spectrum observed at that time to 

identify the component that causes the peak. The observed retention time can be 

used to confirm the identification. This process can be carried out on each peak 

that is present, or just on those peaks that appear in the extracted ion 

chromatogram for a specific m/z value characteristic of fragments from 

compounds of interest. 
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Chapter 2: Chromatography and Mass Spectrometry 

It may be impossible to identify co-eluting components because pure spectra 

cannot be observed, but generally the combination of gas chromatography and 

mass spectrometry is an effective method of identification. 

Catlin et al. (1987) claimed that identical relative retention times and matching 

mass spectra established that a compound was indeed present in the sample, 

because these properties “proved” the identity of an unknown compound. Later, 

low-resolution, EI mass spectrometry in combination with chromatographic 

separation techniques became the method of choice for the analysis of organic 

compounds in complex mixtures (Stein and Scott, 1994). This continues to be 

true, although recent developments have led to an increase in the use of liquid 

chromatography and high-accuracy mass spectrometry. 

2.5 Automated processing and analysis 

The following subsections describe the steps that can be performed to process the 

data from a GC/MS analysis. The sequence of the steps is shown in Figure 2.8. 

Solid lines show the main Data collection 

Quantisation of 
m/z values 

Filtering 

Alignment 

Library search 

Background 
subtraction 

Peak detection Visualisation 

Quantification 

Further analysis 

Feature 
extraction 

Pattern 
recognition 

sequence of steps that are 
needed for the identification 
of compounds 

Figure 2.8: Flowchart of automated processing 
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Chapter 2: Chromatography and Mass Spectrometry 

The manufacturers of analytical equipment usually supply software that can 

control their instruments and process the data. An example is the ChemStation 

software supplied by Agilent. There can be practical problems with integrating 

additional steps of data analysis into the “pipeline” of information processing. 

Instrument vendors have their own proprietary data formats, so conversion of data 

may be required, and it is necessary for the software tools to have scripting and 

batch processing capabilities (Katajamaa and Orešič, 2007). Hudson and 

Maynard (2002) note the difficulty of incorporating deconvolution software or 

alternative library search programs into the ChemStation system. 

A widely used addition to the tools that are available is the Automatic Mass 

Spectral Deconvolution and Identification System (AMDIS) (Stein, 1999), which 

is available free-of-charge from http://chemdata.nist.gov/mass-spc/amdis/. 

The sequence of steps for screening tests that is presented here is inspired by those 

in reviews of data processing for proteomics (Listgarten and Emili, 2005) and 

metabolomics (Dettmer et al., 2007). 

2.5.1 Data collection 

Modern analytical equipment can be computer controlled, and it can automatically 

digitise analogue signals and record the data. 

Because of technological limitations, early GC/MS instruments only recorded part 

of the information that was available. The data could be limited to scans that were 

selected as being significant, or to the abundances for specific m/z values 

(Selected Ion Monitoring). However, modern equipment is able to record all the 

raw data, sometimes referred to as “full-scan data”. 

All ions of a given type, from the same molecular fragment and containing the 

same isotopes, have exactly the same mass. However, in practice the spectrometer 

sees a narrow, approximately Gaussian, peak in the abundance values during the 

scan of the m/z range. To reduce the quantity of data, the spectrometer can 

centroid it by detecting the presence of peaks within each scan and recording just 

the mean m/z value and total abundance of each peak (Katajamaa and Orešič, 

25 

http://chemdata.nist.gov/mass-spc/amdis


      

  

              

      

               

              

          

          

  
    

       
      

    
    
    

        
    
    
    

    
    

  

 

     

                

            

   

                

               

                 

           

            

             

            

              

                

             

Chapter 2: Chromatography and Mass Spectrometry 

2007). The spectrometer can also omit those peaks that have a total abundance 

less than some threshold (Stein, 1999). 

An extract from a file containing centroided data in a textual format is shown in 

Table 2.2. The complete file for this sample contains 1,351,572 lines, and would 

occupy about 20,500 pages if it were printed out. 

Table 2.2: Extract from a file of centroided data 

... 
Scan,1 ← scan number 
RIC,526887 ← TIC abundance for this scan 
RetTime,360250 ← retention time in milliseconds 
47.5,2989 | 
49.55,9356 | 
52.5,10470 | 
54.3,3272 | m/z and abundance values 
56.85,12035 | 
61.75,19945 | 
68.85,18561 | 
73.6,6507 | 
75.4,2437 | 
... 

2.5.2 Quantisation of m/z values 

The processing of GC/MS data is simplified if it can be reduced to a matrix with 

each row representing a scan and each column an extracted ion chromatogram: 

A = (asm ) (2.2) 

The rows are labelled by the scan number (s), and the columns are labelled by the 

m/z value (m). To create this matrix, the m/z values must be quantised by 

assigning them to bins. The bins can be small, perhaps with a width of 0.2 for 

processing accurate-mass data, or large, perhaps with widths proportional to the 

mass when processing data from large molecules (Listgarten and Emili, 2005). 

For the analysis of small molecules by a low-resolution spectrometer, there is the 

following theoretical basis for using a bin width of exactly one unit. 

Each recorded m/z value is either slightly more or slightly less than the mass 

number of the ion, as previously explained in Section 2.2, so a small m/z value can 

be converted to the mass number just by rounding it to an integer. 
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Chapter 2: Chromatography and Mass Spectrometry 

The m/z values from a low-resolution spectrometer are usually quoted as integers, 

because any fractional part that is measured is not accurate enough to distinguish 

the mass from that of any other ion with the same mass number. Using mass 

numbers simplifies subsequent processing because they are “exact” values which 

can be compared without applying any tolerance. 

Chapman (1978) describes various correction and dynamic calibration procedures, 

and gives these examples of accurate mass values: C20H42 has mass number 282 

and accurate mass 282.33, C40H82 has mass number 562 and accurate mass 

562.64, and C12 
35Cl10 has a mass number 494 and accurate mass 493.69 

(Chapman, 1978). Current practice is to calibrate the instrument before use and 

then to round down any fractional parts that are less than 0.7, and round up any 

fractional parts that are 0.7 or greater. In most cases, this rule rounds most m/z 

values up to about 600 to the actual mass number. It is the default rule for the 

Agilent ChemStation software (Lee et al., 1991). 

2.5.3 Filtering 

In chromatography there are three recognised forms of background noise: short-

term noise (random high-frequency variations that are narrower than real peaks), 

long-term noise (signals that look like peaks, possibly due to late eluting 

compounds from a previous run on the chromatograph), and baseline drift (slowly 

changing levels of the signal between peaks) (Dyson, 1990). 

In plain chromatography, it can be useful to reduce short-term random noise by 

smoothing the data along the time axis. However, in GC/MS the abundances are 

only available at discrete intervals, and the scan rate should be chosen to give an 

optimal balance between noise and resolution. Any further smoothing would 

reduce the sharpness of the peaks. 

Stein (1999) analyses the deviation from the background level in areas of the 

chromatogram without peaks. From this he defines a “noise factor” to estimate 

the short-term noise level, and he uses the estimate in subsequent processing. 
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Chapter 2: Chromatography and Mass Spectrometry 

There is little that can be done at the data processing stage to eliminate long-term 

noise. If there is a late eluting compound from a previous run, its identification 

can be rejected on the basis of the observed retention time. 

The baseline signal is due to compounds that are not resolved into 

chromatographic peaks. It can be estimated for each m/z value by smoothing the 

values before and after a peak and joining them with a straight line, or by applying 

a top-hat filter to get a minimum of the values (Sturm et al., 2008). Once the 

baseline has been estimated, it can be subtracted from the recorded data. 

If abundances that are less than some threshold are not recorded by the 

spectrometer, the baseline is recorded as zero and peaks that only just reach the 

threshold are exaggerated in size. Stein (1999) allows for this by replacing the 

zero elements of the abundance matrix by an estimate of the background level. 

2.5.4 Alignment 

Variation of retention times between runs can be allowed for by an alignment 

step. The various methods are reviewed in Chapter 4. Depending on what 

method is used, this step may occur after some peak detection and identification 

has been performed. 

So that the rows of the data matrix represent the mass spectrum for a single point 

in time, the values can be adjusted to remove the skew effect that is described in 

Section 2.3. Stein (1999) describes an adjustment method that uses three-point 

quadratic interpolation. 

2.5.5 Visualisation 

In order for an analyst to see the quality of the raw data, various graphs can be 

produced. Standard graphs are the TIC chromatogram, an EIC chromatogram for 

a particular m/z value, and the mass spectrum for a particular scan. A report can 

be produced to show particular time or mass windows, so that an analyst can 

easily notice the presence of particular compound. For the comparison of two or 
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Chapter 2: Chromatography and Mass Spectrometry 

more samples, the corresponding graphs can be overlaid or plotted beside one 

another. 

2.5.6 Peak detection 

Software can detect peaks in the TIC chromatogram by applying a threshold to 

either the abundances themselves or the rate of change of the abundances. Peaks 

can also be detected in extracted ion chromatograms, which is useful if an m/z 

value is characteristic of a particular compound or class of compounds that is 

being screened for. As well as the retention time of maximum abundance, other 

peak parameters such as the start and end time can be defined. 

This step can match peaks that are observed for several m/z values and combine 

them as one compound with a precisely determined retention time (Biller and 

Biemann, 1974). 

There are two strategies for the subsequent processing; it can either be based on 

the peaks that have been detected in this step, or it can use the whole data matrix 

(Nielsen et al., 1999). The reduction of abundance values to data that just records 

the presence or absence of a peak is called binarisation (Listgarten and Emili, 

2005). 

2.5.7 Background subtraction 

If the baseline was not subtracted by filtering (Section 2.5.3) it can now be 

subtracted. 

The usual technique to remove unwanted background is to subtract the spectrum 

of an adjacent scan of the same sample. For example, a background spectrum at 

the start of a peak can be subtracted from the spectrum at the centre of the peak. 

This method of background subtraction can partly remove the effect of co-eluting 

compounds if they have a broad chromatographic peak. The scan to be subtracted 

can be chosen automatically, but interactive chromatographic software usually 

allows the operator to select a scan. 
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Chapter 2: Chromatography and Mass Spectrometry 

When there are a very large number of compounds in the mixture, the analysis is 

more difficult. Deconvolution is a method that is used to handle background 

contamination in complex mixtures. It attempts to estimate the size and shape of 

the chromatogram peaks of each major compound so that the contribution of that 

compound can be subtracted from the observed data to reveal the true spectrum of 

co-eluting compounds. Deconvolution was introduced by Stein (1999) and is 

incorporated in AMDIS. It has more options than background subtraction. 

A similar process uses matrix decomposition to separate the observed matrix A as 

the product of two matrices A = BC, where B describes the chromatographic peak 

shape of each component and C contains the mass spectrum of each component 

(Daszykowski and Walczak, 2006). This method has its origin in chemometrics, 

and only seems to be applied to simple mixtures with a few compounds. 

Background subtraction, deconvolution and matrix decomposition all assume that 

the abundances are within the linear range of the detector, and that compounds do 

not interfere with one another. These assumptions are usually not completely 

true. 

The development of a new concept for subtracting all the components from a 

similar sample is a major part of this research. It is covered in Chapter 5. 

2.5.8 Library search 

Each mass spectrum generated by background subtraction or deconvolution can 

be searched for in a library of mass spectra. If one or more matching spectra are 

found they can be reported together with a match quality value. 

Definitions of match quality are reviewed in Chapter 3. 

2.5.9 Feature selection / extraction 

Feature selection or extraction is a general method in data mining and machine 

learning to reduce the amount of data that must be processed. 
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Chapter 2: Chromatography and Mass Spectrometry 

Windig et al. (1996) introduced the Component Detection Algorithm (CODA) to 

select extracted ion chromatograms that contain useful information such as 

analyte peaks rather than noise. This is particularly necessary with liquid 

chromatography because the data has more noise than that from gas 

chromatography. 

The use of specific extracted ion chromatograms for peak detection, as described 

in Section 2.5.6, is a form of feature selection. 

2.5.10 Pattern recognition 

Within the field of artificial intelligence, the first successful knowledge-intensive 

system was a program for structure elucidation called DENDRAL. The program 

was developed in the 1960s and it could infer the molecular structure of a 

compound from its elementary formula (e.g. C6H13NO2) and its mass spectrum. It 

used rules that were based on the expertise of analytical chemists who looked for 

particular patterns of peaks in a mass spectrum (Russell and Norvig, 2003). 

DENDRAL was just the start of the application of artificial intelligence techniques 

in mass spectrometry. Chapman (1980) pointed out that much development had 

been expended on the application of learning machine methods, and he reported 

only a few cases where the techniques yielded useful results. Anecdotal evidence 

indicates that although there is often collaboration between universities and large 

drug companies on the use of artificial intelligence techniques resulting in papers 

being published, the methods are not actually applied in practice (researcher at 

Novartis, personal communication, 2007). 

One form of classification that has been applied to mass spectrometry is 

supervised learning in which a machine is trained on previously classified 

samples. There must be enough samples that exemplify the variation between 

samples otherwise there is a danger of overfitting with poor generalisation to other 

samples. 

When one compound is a sufficiently large component of the mixture being 

analysed, it can be detected by mass spectrometry without chromatographic 
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separation. Goodacre and Gilbert (1999) did this to analyse beverages, and they 

used neural networks and genetic programming to select the m/z values for which 

the abundances were significant features for classifying the beverages as 

containing or not containing caffeine. 

Hilario et al. (2006) reviewed experiments that applied a classification process to 

the mass spectra of proteins, and they evaluated the generalisation performance 

and stability. They reported that the main issue with this classification was having 

high-dimensional data from small samples. Because methodological flaws were 

common in the studies that they were reviewing, they could make very few 

meaningful comparisons. 

Similar comments were made by Daszykowski and Walczak (2006) when 

reviewing the use of chemometric methods, with the scathing remark that “the list 

of papers with Neural Networks containing hundreds of weights to be calculated 

and trained with a very limited number of examples could be very long”. 

Knowledge of the sample size problem with classification goes back to the 1970s: 

Mellon (1979) referred to Bender’s empirical rule that the number of examples to 

train a classifier must be more than 3 times the dimensionality of the feature 

space. 

A newer form of machine learning is the support vector machine (SVM) in which 

a kernel function is applied to pairs of samples to compare them (Burgess, 1998; 

Russell and Norvig, 2003). These can be trained with fewer samples than neural 

networks, but only if a suitable kernel function can be defined. Hilario et al. 

(2006) reported that when analysing high-dimensional data SVMs give better 

results than other methods. 

2.5.11 Quantification 

The concentration of a compound in the original sample can be estimated by 

calculating the area under a chromatogram peak. This requires a decision about 

where the peak begins and ends, or an assumption about the peak shape 

(Christensen et al., 2005). 
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2.5.12 Further analysis 

Once the components have been identified, their quantities can be determined. 

The data can be further analysed by chemometric methods such as principal 

component analysis (PCA), which can find dependencies between the 

concentrations of the different compounds to create a low-dimensional plot of 

data. PCA is used for data analysis in environmental monitoring and chemical 

fingerprinting (Christensen et al., 2005), and also on data from metabolomics 

experiments (Katajamaa and Orešič, 2007). 

2.6 Use of GC/MS for drug surveillance in sport 

2.6.1 Current practice 

As noted in Chapter 1, testing using GC/MS is now a standard procedure in anti-

doping laboratories. The tests performed at the Olympic Games are well 

documented (Catlin et al., 1987; Tisovu, 2006), although there is not much 

mention of the actual data processing. 

The cost of a false positive is very high since it can lead to a competitor being 

banned from the sport. Therefore the procedures must be very strict to minimize 

the possibility of false positives. 

The cost of a false negative is that a case of doping is not detected, which is 

unfair. It has been suggested by Kammerer (2002) that testing results should be 

“100% accurate … with minimal false negatives”. It is not entirely clear what this 

means, and instead it can be argued that the main purpose of anti-doping tests is to 

act as a deterrent, so it is only necessary for the probability of detection to be high 

enough to maintain the credibility of the testing process. An analogy is that speed 

cameras deter drivers from speeding even if they do not always have film in them. 

WADA guards against false positives by publishing identification criteria which 

anti-doping laboratories can adopt for qualitative assays using chromatography 

and mass spectrometry (WADA, 2003). These require that the retention time 

agrees within 1% or 0.2 minutes (whichever is smaller), unless a shift in retention 
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can be explained. All diagnostic peaks with a relative abundance greater than 

10% in the reference mass spectrum must be present in that of the unknown 

compound, and the relative abundances of three of the peaks must agree within 

specified tolerances. The use of computer-based mass spectral library search is 

permitted only if all matches are reviewed by a qualified scientist. There are 

additional criteria for special cases and for other types of analysis. 

To guard against false negatives, WADA send spiked samples to their accredited 

laboratories to check that they can detect drugs at a particular concentration. 

Likewise, at Athens in 2004, the IOC included four quality control samples, three 

positive and one negative, that were successfully identified by the laboratory 

(Tisovu, 2006). 

2.6.2 Criticism 

Anti-doping tests are criticised on the grounds that although the chance of a false 

positive in a single test is quite low, competitors are subjected to many tests and 

so there is a large risk of a miscarriage of justice. Berry (2008) argues that there 

needs to be a more rigorous statistical treatment of the false positive and false 

negative rates. 

2.6.3 Classification of peak quality 

There is a recent interesting example where machine learning has been applied to 

anti-doping GC/MS tests. 

Ventura et al. (2008) used an SVM to classify ion chromatograms by quality. The 

chromatograms showed a peak that was caused by a metabolite of nandrolone, 

and the classification was based on four parameters: peak width, peak asymmetry, 

peak resolution, and signal-to-noise. The SVM learnt by being given the opinions 

of experts on the quality of the chromatograms as evidence for the drug being 

present. The authors report that the learning was successful. 
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Figure 2.9: Chromatogram peaks discussed in Ventura et al., 2008 

However, the methodology seems doubtful. The chromatograms were all 

produced from positive test samples, so the trial was not actually testing the 

ability to distinguish positive and negative samples. They came from various 

GC/MS techniques (high- or low-resolution and in some cases including tandem 

mass spectrometry) and from several laboratories, but the experts were not told 

which technique or laboratory. Thus they did not have all the information that 

might be needed to evaluate an identification. For example, one of the 

chromatograms (chromatogram B in Figure 2.9) was classified as low quality by 

all the experts. The noise in it is obvious, but this might be normal for the 

equipment at one laboratory and a human analyst at that laboratory would be 

accustomed to interpreting the result. There was a high degree of variability 

between the nine experts, and only five of them produced similar results. So 

although the SVM had learnt to copy the opinions of five of the experts, and learnt 

to do this in an objective manner, it is not clear that the opinions are of any use. 
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2.6.4 Future directions 

Stanley et al. (2007) argue for using liquid chromatography with mass 

spectrometry (LC/MS). The reason is that LC/MS can analyse for a wider range 

of compounds than GC/MS, and LC/MS equipment is becoming cheaper. 

2.7 Discussion 

Analysis works best on high-quality, standardised, clean data. For single samples, 

a human analyst can assess the quality of the data; and for academic studies, high-

quality data can be obtained for a few samples analysed by one instrument. 

However, to successfully automate a large-scale high-throughput screening 

operation there is a need to improve existing pre-processing methods (Christensen 

et al., 2005). 

Consider the case of screening for a particular known compound. It would 

theoretically be possible to analyse many samples containing the compound and 

many samples without it, and to give all the data to a machine learning algorithm 

to figure out the pattern in the results that indicates the presence of the compound. 

But discovering the pattern from real samples is difficult because of the 

complexity of the mixture, and the fact that the other compounds in the mixture 

will occur in differing amounts in each sample. Reliable machine learning would 

require a very large number of samples containing the compound, and a very large 

number without. 

It is much more sensible to analyse the pure compound to find its mass spectrum, 

and manually find the spectrum in one analysis of one sample containing the 

compound, to determine an accurate retention time. Then the screening process 

can look for that particular mass spectrum pattern at that retention time. This is an 

example of the result from computational learning theory that inductive learning 

is generally very hard if there is no prior knowledge of the true function that maps 

all samples to the desired classification (Russell and Norvig, 2003). 

Now consider attempting to discover a new compound that starts to appear in the 

samples being screened. It is not possible to create carefully controlled samples 
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containing this unknown compound, and information from the genuine samples 

must be used. Since by definition it is not known which samples contain the 

compound, a supervised algorithm cannot be used. A traditional unsupervised 

algorithm such as cluster analysis can find patterns that occur in several samples, 

but these are likely to be due to compounds that are not of interest but which just 

occur in the samples in differing amounts. What is needed is a way to find a 

pattern that is very unusual. These are the outliers that some forms of processing 

are designed to ignore. 

It might be possible to analyse a large number of genuine samples, and find which 

peaks occur in negative samples to see which peaks are common and therefore 

have less significance. 

The traditional methods seek to identify features. In GC/MS data these can be an 

individual peak, a group of peaks caused by one compound, a group of peaks 

caused by an identified compound, or a group of peaks caused by a combination 

of compounds that occur together. However, if it were possible to identify the 

peaks, the problem of screening for known drugs would be solved. 

Much of the previous work has used arbitrary thresholds and scaling functions, in 

an attempt to reduce the effect of noise. Binarisation has been used to reduce the 

amount of data, but that approach loses some information (Listgarten and Emili, 

2005). 

Instead, this research uses approaches that look at the raw data to avoid the 

difficulty of identifying peaks, and which trust the use of correlation operations to 

minimise the effect of noise. 
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CHAPTER 3 

PROXIMITIES – SIMILARITIES & DISTANCE MEASURES 

The main approach of this research is to reduce the number of false matches by 

removing the signal in the GC/MS data that is due to “common” compounds. 

Chapter 5 presents a method in which the data for one sample is reduced by the 

subtraction from it of the data from another sample, and the second sample is 

chosen to be similar to the first so that as many compounds as possible can be 

eliminated. Thus there is a need for a measure of the degree of similarity between 

one sample and another. Measures of similarity are also useful for various other 

purposes, and this chapter gives a firm theoretical foundation to their use with 

GC/MS data. 

The similarity measure for whole chromatograms is built upon a measure that 

compares mass spectra. This mass spectrum similarity measure is also used in the 

alignment method presented in Chapter 4. 

This chapter starts with general concepts and some specific measures of 

proximity. Section 3.2 reviews the applications of proximities, including 

applications to GC/MS data. Section 3.3 describes the use of proximities in the 

software developed for this research. 

3.1 Proximities in general 

Information about samples is usually stored and processed in the form of the 

variables that have been observed from each sample. An alternative and widely 

used approach is to define a value for each pair of samples that encapsulates an 

idea of the extent to which they are similar, and then to process these proximity 

values instead of the raw observations. 
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Chapter 3: Proximities – Similarities & Distance Measures 

3.1.1 Concepts and terminology 

This work is mainly concerned with measuring the degree of similarity between 

pairs of samples, and so the terminology is explained in that context. The 

definitions are based on those of Borg and Groenen (2005), Webb (1999), Everitt 

et al. (2001) and Chávez et al. (2001). 

A proximity is a numerical measure of the degree of likeness between two 

samples. Proximities can be divided into two classes. If the value increases the 

more that the samples are alike, the proximity is called a similarity. If the value 

decreases the more that the samples are alike, it is called a dissimilarity. 

A distance measure (or distance) is a dissimilarity that satisfies the triangle 

inequality, that is symmetric, and that is zero when a sample is compared with 

itself. Thus if dij is a distance between samples i and j, the following conditions 

are true: 

dik ≤ dij + djk ∀ samples i, j, k (3.1) 

dij = dji ∀ samples i, j (3.2) 

dii = 0 ∀ samples i (3.3) 

Everitt et al. (2001) have a different order of the indices in their version of the 

triangle inequality: 

δij + δim ≥ δjm (3.4) 

From this version of the condition it follows that a distance measure is symmetric, 

even though they do not explicitly require symmetry in their definition of a 

distance. Chávez et al. (2001) first define the term distance on page 278 without 

requiring the triangle inequality, but then on page 279 they use the term to refer to 

a metric that satisfies it. 

A metric space is a set (X) with a function that maps each pair of elements of X to 

a real number (d : X × X → ℝ) and that satisfies the above requirements for a 

distance. 
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Chapter 3: Proximities – Similarities & Distance Measures 

An attribute that is observed for each sample is called a variable. The variables 

that are observed for each sample can be used as co-ordinates to construct a vector 

space, and can also be used to define a distance between points in that space. The 

most widely used distance functions are the Minkowski distances: 

1/ m
 p 

m− y∑Lm (x, y) = with (m ≥ 1) (3.5) x
 


 

i i 
i =1 

These include the Euclidean distance (L2), and the city-block or absolute value 

distance (L1). 

Table 3.1: Example of a data matrix 

Observation 1 Observation 2 ... Observation p 
Sample 1 1.2 44.2 ... 10.7 
Sample 2 3.4 127.3 ... 14.9 
... ... ... ... ... 
Sample n 4.3 162.1 ... 19.9 

Consider an experiment in which p variables are observed for each of n samples, 

as shown in Table 3.1. If a proximity (as described above) is defined between the 

samples, an n × n matrix of values can be produced for analysis by various 

techniques. When p is greater than n, there are fewer proximity values than 

observation values, so using the proximity matrix reduces the amount of data to be 

analysed. However, the process of calculating the proximities takes time. 

Alternatively, a proximity can be defined which measures the correlation between 

pairs of observed variables, resulting in a p × p matrix of values. Methods using 

these correlations are called R-techniques (Krzanowski, 2000). They include 

principal component analysis (PCA) which derives new uncorrelated variables 

that are defined as linear combinations of the original variables (Webb, 1999). 

When p is greater than n, the R-techniques increase the amount of data to be 

analysed. Therefore, they are more appropriate when p is small. Because of the 

large number of variables in a GC/MS chromatogram, this work mainly considers 

the use of techniques based on proximities between samples: the so-called Q-

techniques. 
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Chapter 3: Proximities – Similarities & Distance Measures 

As explained above, a distance can be defined in a naive way by using the raw 

data from each sample as the co-ordinates of a point in a vector space and then 

using a Minkowski distance, such as the Euclidean or absolute value distance, 

between these points. Alternatively, a proximity can be tailored to the problem in 

hand by specifically selecting relevant information. 

Gower and Legendre (1986) point out that the choice of proximity “has to be 

considered in the context of the descriptive statistical study of which it is a part, 

including the nature of the data, and the intended type of analysis”. Webb (1999) 

says that it must “capture the essential differences between objects”. 

3.1.2 Similarities based on dot products 

An important similarity measure for vector spaces is defined by 

∑ x ymx.y m
m 

C = = (3.6) 
x y ∑ xm 

2 ∑ y2 
m 

m m 

and it has these properties: 

• The value of C is in the interval [–1, 1]. If all the xm and ym are non-

negative, the value cannot be negative and the range is the interval [0, 1]. 

• If there is the same ratio between all the x and y variables (there exists a 

value λ such that xm = λym for all m), then C = 1 indicating that x and y are 

perfectly correlated apart from their scale. 

• If the samples have no non-zero variables in common (for all m either 

xm = 0 or ym = 0), then C = 0 indicating that there is no correlation. 

• If either ||x|| or ||y|| is zero, C is not defined. 

There are several names for this measure: 

• normalised dot product (Stein, 1999) – emphasising the method of 

calculation. 

• uncentred correlation (Jaffe, 1986; van Helden, forthcoming) – 

emphasising the relation to, and the difference from, the Pearson 

correlation that is described below. 
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Chapter 3: Proximities – Similarities & Distance Measures 

• cosine similarity (Ramakrishnan et al., 2006) – referring to the fact that the 

value is the cosine of the angle at the origin of the co-ordinate system 

between the vectors x and y. 

• angular separation (Webb, 1999; Everitt et al., 2001; Borg and Groenen, 

2005) – referring to the same geometric interpretation as cosine similarity. 

This is a misnomer as it implies a dissimilarity rather than a similarity. 

• congruence coefficient (Borg and Groenen, 2005) – noting that it indicates 

the degree to which the variables for one sample are similar to and fit well 

with those of the other sample. 

The measure can be compared with the centred Pearson correlation (R) that is 

used to assess the linear relationship between two variables. For the Pearson 

statistic, the mean values of the variables ( a and b ) are subtracted before the 

computation of the dot products: 

∑(am − a)(bm − b ) 
R = m (3.7) 

∑(am − a)2 ∑(bm − b )2 

m m 

Everitt et al. (2001, p.41) note that computing the mean of different variables for 

one sample can be meaningless, and that the use of a correlation coefficient as a 

similarity measure is contentious. 

However, the use of uncentred correlation (angular separation) is advocated in 

certain circumstances. Webb (1999) says it is appropriate for data “for which 

only the relative magnitudes are important”. Everitt et al. (2001) say that a 

dissimilarity measure based on angular separation is applicable in studies where 

“the investigator requires a dissimilarity coefficient that takes the value zero if and 

only if two individuals’ profiles are multiples of each other”. 

To illustrate the advantage of uncentred correlation over Pearson correlation when 

testing the relative values of variables, each variable is plotted in Figure 3.1 

showing the values it takes for two samples, A and B. Diagram (i) represents a 

case in which the values for sample A are approximately twice those for sample 

B: both the uncentred and Pearson correlations are high (almost 1.0). Diagram (ii) 
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Chapter 3: Proximities – Similarities & Distance Measures 

represents a case in which there is a linear relation but with different ratios for the 

different variables: the Pearson correlation is also high (0.996), but the uncentred 

correlation is lower (0.527) indicating that different variables have different ratios 

between the two samples. 

80000 

B 

40000 

0 

0 40000 80000 A 120000 160000 

(i) Variables for sample A are approximately two times those for B 

80000 

B 

40000 

0 

0 40000 80000 A 120000 160000 

(ii) Variables with a linear relationship but not a fixed ratio 

Figure 3.1: Illustration that differing ratios can still have high Pearson correlation 

The dot product is easy to compute; if the data are integers, most of the 

calculation can be done with integer multiplication. 

3.1.3 Distance measures based on dot products 

If an application of proximities requires a dissimilarity instead of a similarity, it is 

convenient to be able to convert one to the other. If there is no requirement for a 

distance measure that satisfies the triangle inequality, any decreasing function can 

be used for the conversion. However, more care is needed to convert a similarity 

into a distance. 
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Chapter 3: Proximities – Similarities & Distance Measures 

The uncentred correlation can be converted into a distance as illustrated in Figure 

3.2. The vectors x and y are normalised by dividing by their lengths (using the L2 

norm), so that x′ and y′ each have unit length. 

x y 
x 

x = ′ 
y 

y

x 

yθ 

x′ 

y′ θ/2 O 

= ′ 

Figure 3.2: A distance based on uncentred correlation 

The Euclidean distance ||x′ – y′|| can be calculated directly from the co-ordinates 

of x′ and y′, but it can also be derived as 

x'−y' = 2sin(θ / 2) = 2 1 − cosθ (3.8) 

For convenience, this distance is divided by 2 to give a measure with range 

[0, 1] when the co-ordinates are non-negative (since the angle θ at the origin O is 

then in the range 0 to 90 degrees). This distance D can be computed from the 

normalised dot product (C) using the formula 

D = 1 − C (3.9) 

A good name for D would be the cosine distance. However, some authors use 

this name to refer to θ = arccos(C) (e.g. Ullman, 2008). Some software packages 

use the same name to refer to (1 – C). In Mathematica version 7, the built-in 

function “CosineDistance[u, v] ” calculates (1 − C). In the Statistics Toolbox 

of MATLAB version 6, , “pdist(X, 'cosine ') ” calculates (1 − C). In the Oracle 

Data Mining Java API, the OraClusteringDistanceFunction object has a “cosine ” 

setting to select a “cosine distance function” which calculates (1 − C). 

Wan et al. (2002) refer to θ as the spectral contrast angle when comparing mass 

spectra. Note that θ satisfies the triangle inequality, as does D (Ullman, 2008). 

However, (1 − C) is not a true distance. 
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Gower and Legendre (1986) show that for any similarity matrix S = Sij, the 

transformation D = 1− S defines a distance measure if and only if S is ij ij 

positive semi-definite, where positive semi-definite means that 

xT Sx ≥ 0 ∀x ∈ Rn 

3.1.4 Dimensionality 

In several places in this report there is a mention of the dimension of some data. 

Having now defined a vector space and a metric space, it is possible to consider 

the meaning of the word dimension. 

Pestov (2008) points out that in mathematics the concept of dimension has many 

interpretations, and presents five goals for an intrinsic dimension function. One of 

these goals is to be insensitive to high-dimensional random noise of moderate 

amplitude in the data, with “moderate amplitude” defined as meaning of the same 

order of magnitude as the size of the manifold. He is clear that this goal has not 

yet been attained, but his discussion to reach the conclusion is very theoretical. If 

researchers in machine learning and data mining such as Pestov develop the 

concept further, they will have to produce an easily applicable definition before it 

will be of any use in a practical situation such as this research. 

Note that the word dimensionality is sometimes used to mean the same as 

dimension (Weisstein, 2008). For this research the following definitions are used. 

The dimension (or representational dimension) of a vector space is the number 

of real-valued variables observed for each sample (Chávez et al., 2001). 

The intrinsic dimension of a set of points is “the minimum number of variables 

required to capture the structure within the data” (Webb, 1999). This can be 

much smaller than the representational dimension. 

The definition by Webb begs the question of what is meant by “structure”. One 

way to think of this is to say that the structure is the “significant information” in 

the data, and that the intrinsic dimension is the smallest dimension of any space to 

which the points can be mapped while preserving this significant information. 
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Example 1: Consider an experiment that measures the quantities of three 

compounds (A, B and C), two of which (B and C) are the result of a chemical 

process that creates them in a fixed proportion and which are therefore only 

found in that proportion. Three variables are measured, so the representational 

dimension is three. But two of the variables are not independent, and all the 

points will lie in a two-dimensional plane within the three-dimensional space, 

as shown in Figure 3.3. The intrinsic dimension is just two. 

Figure 3.3: Intrinsic dimensionality – two variables with fixed proportion 

Example 2: A physical property such as the temperature of a sample is an 

intrinsic quantity that can be represented by a single number. However, for 

practical reasons, any measurement is subject to variation by unwanted 

“noise”. Suppose each sample temperature is measured using two different 

instruments: the representational dimension will be two. But, by a process 

such as averaging the two measurements for each sample, the data can be 

mapped to points in a one-dimensional line (Figure 3.4). Although information 

is lost when the averaging occurs, if the difference between the two 

measurements is considered to be due to noise, this loss of information is not 

significant. The intrinsic dimension is just one. 
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Chapter 3: Proximities – Similarities & Distance Measures 

Figure 3.4: Intrinsic dimensionality – measurements affected by noise 

When sample data is stored in a database, it can be searched on the basis of the 

proximity of locations within a vector or metric space. For example, a range query 

can be used to find all elements in a database that are within a given distance of a 

given location (Chávez et al., 2001). Searching a vector space with a Minkowski 

distance defined by the co-ordinates can be computationally more efficient than 

searching a metric space (because indexes can be constructed for each co-ordinate 

in the vector space), but the computation time is an exponential function of the 

representational dimension. If the intrinsic dimension is low, indexing techniques 

that use distance measures can help in both vector and metric spaces. However, if 

the intrinsic dimension is high, an approximate or probabilistic algorithm must be 

used (Chávez et al., 2001). The development of index structures for searching a 

metric space is an emerging area; books on this subject have been recently written 

by Samet (2006) and by Zezula et al. (2006). 

The intrinsic dimension of a set of points in a metric space can be estimated from 

the histogram of distances between them. Chávez et al. (2001) actually define the 

intrinsic dimensionality of a metric space as 

ρ = µ 2 / 2σ 2 (3.10) 

where � and  2 are the mean and variance of the histogram. 
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Chapter 3: Proximities – Similarities & Distance Measures 

3.2 Applications 

3.2.1 General applications of proximities 

Proximities are used as the basis of several statistical and data processing 

techniques. 

Cluster analysis is a technique which tries to group samples into clusters such that 

two samples within a cluster have a small distance between them, compared to the 

distance between samples in different clusters (Everitt et al., 2001). The results 

can be presented as a dendrogram such as Figure 3.5; the numbers along the base 

of the diagram are the sample numbers, and the vertical scale shows the distance 

between each pair of clusters that form a larger cluster at the next level in the 

hierarchy. 

Figure 3.5: Dendrogram produced by hierarchical cluster analysis 

Multidimensional scaling (MDS) represents samples in a small number of 

dimensions, while trying to preserve as best as possible the distances between the 

samples (Borg and Groenen, 2005). Figure 3.6 shows the result of using MDS to 

produce a two-dimensional diagram from the same data that was used to produce 

Figure 3.5. The results from MDS are similar to those obtained by applying PCA 

to the observed variables. 
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Chapter 3: Proximities – Similarities & Distance Measures 

Figure 3.6: Example of a multidimensional scaling plot 

Outlier detection tries to detect samples that are not part of the distribution of the 

majority of samples (Webb, 1999). Such outliers can be rejected and ignored, or 

they can be investigated further to see what they signify. They can be detected by 

specifying a distance measure from each sample to the mean of the sample values, 

and then classifying a sample as an outlier if its distance exceeds a given 

threshold. 

Statistical tests can use a distance measure to determine if the difference between 

samples is significant. Section 3.2.3 gives an example where data is available for 

replicate samples to establish the variation between them, and the distance 

between two samples of interest can be compared with the distances between the 

replicate samples. 

3.2.2 Library search of mass spectra 

Mass spectrometers are usually supplied complete with a computerised data 

system that contains a searchable reference library of mass spectra. A measured 

spectrum can be compared with those in the reference library, and similar spectra 

can be listed on the basis of a match quality value (also known as a match factor 

or numerical similarity index) which is generated by a search algorithm. Search 

systems often apply scaling of the peak intensities to increase the relative 
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significance of smaller peaks and those with higher masses (Stein and Scott, 

1994). 

It is difficult to compare results from different software packages because most of 

them use secret proprietary algorithms, which have been seen as a selling point by 

the equipment manufacturers. Chris Hopley of LGC Ltd (personal 

communication, 2007) says that manufacturers will not reveal how their software 

works, and the person that you ask probably does not even know themselves 

because the details are hidden within the package. One exception is AMDIS, 

which uses the algorithm published by Stein (1999). He also says that reverse 

engineering of other algorithms can be attempted by testing them on spectra, but 

this is difficult if the algorithm applies hidden thresholds. 

As an example, the marketing material for Mass Frontier says it “uses search 

algorithms developed by HighChem and NIST … based on the optimized dot-

product function, together with an additional term based on ratios of peak 

intensities”, but with no further details (HighChem, 2005). 

Most packages were based on either a probability based matching (PBM) 

algorithm or a dot product measure (McLafferty et al., 1998). These methods are 

described in the following paragraphs. 

The PBM method was developed by McLafferty et al. (1974). A confidence 

index for a match is calculated by considering various factors of each of the main 

peaks in the library spectrum. One of these factors is the uniqueness of the m/z 

value, because the presence of an uncommon mass is more diagnostic. The 

uniqueness was initially defined using the proportion of the spectra in the Eight 

Peak Index of Mass Spectra which contained the particular m/z value as one of the 

three most abundant peaks. They used an edition of the Eight Peak Index that 

contained mass spectra for 17,124 compounds. Some adjustments were made to 

the method after it was tested. The default library search and spectral evaluation 

functions in the Agilent ChemStation software use the McLafferty PBM algorithm 

(Agilent, 2000). 
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The use of a dot product measure originated with the INCOS library search 

routine from the Finnigan Corporation in 1978 (Stein and Scott, 1994). Two 

different measures are in common use. The pure spectrum match factor is 

calculated from all m/z values. The impure spectrum match factor presumes that 

impurities may be present in the user spectrum, and only m/z peaks in the library 

spectrum are used in the calculation. 

The AMDIS system uses a normalised dot product with modifications to reduce 

the effect of detection thresholds, noise, impurities, spectra with a small number 

of major peaks, and spectra with a small total number of peaks. This is used after 

a peak detection step which defines whether the peaks are present or not, so it can 

use the presence of peaks to adjust the calculated value. The description by Stein 

(1999) shows that the calculation is rather complicated; the following paragraph is 

a condensed summary. Although the original publication gives the motivation for 

the various adjustments, the actual details appear to have been chosen arbitrarily. 

The abundances are scaled by taking the square root and multiplying by the m/z 

value. The measured spectrum is the result of its deconvolution procedure which 

flags some peaks as uncertain. Such peaks are treated as possible impurities, and 

a weighting factor of 0.9 is applied to them. Both pure and impure measures are 

calculated, and combined in the ratio 70:30. If a peak in a library spectrum would 

be below the detection threshold of the spectrometer, or would be within the noise 

level of an overlapping component, the abundance of the library peak is halved to 

reduce the penalty for not observing it. When calculating an impure spectrum 

match factor, if the abundance of a peak in the user spectrum is more than that in 

the library spectrum it is reduced to the abundance of the library peak to reduce 

the penalty for having a large peak in the user spectrum. Each peak abundance is 

scaled by dividing by (1 + w A) where w = 1/(ΣA – 0.5) is a weighting factor and 

A is the observed relative abundance (with A = 1 for the base peak). If a spectrum 

has a small number of un-flagged peaks, the match factor is multiplied by 0.75 (1 

peak), 0.88 (2 peaks), 0.94 (3 peaks), or 0.97 (4 peaks) as an additional penalty. 

Stein and Scott (1994) claimed that their implementation of a dot product was the 

best performing algorithm in tests that they ran with a test set of 12,592 spectra. 
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McLafferty et al. (1998) ran further tests with an additional 228,998 spectra to 

defend their PBM algorithm. Analysts at HFL say that the INCOS 

implementation is no longer available and they regret this as it gave superior 

results (personal communication, 2007). Hudson and Maynard (2002) suggested 

that the Agilent algorithm was perhaps not be the best that was currently 

available. 

Alfassi (2004) argues that library spectra should be normalised so that they are 

stored with unit length ( ΣXi 
2 = 1). This is to allow them to be easily compared 

with other spectra by the calculation of a normalised dot product. 

3.2.3 Characterisation of samples 

An interesting use of a similarity measure has been reported by Sigman et al. 

(2007). Instead of correlating the abundances that make up two mass spectra, 

they correlate two extracted ion chromatograms for the same sample to define 

each element of a covariance map or matrix to provide a “fingerprint” of a 

sample. Each element is the un-normalised dot product of the abundances for two 

different masses. This value measures the extent to which ions with these masses 

occur at the same time, presumably because they are fragments of the same 

compounds. 

The data from a low-resolution GC/MS chromatogram is represented in the form 

of a data matrix, Y, in which each row is a mass spectrum which can also be 

represented as a point in a vector space by using the abundances as co-ordinates. 

Then they define a matrix Z = YTY, and a matrix ZN calculated by normalizing Z 

so that the sum of the elements is one: L1(ZN) = 1.0. This removes dependences 

on retention time and overall concentration, so it eliminates any need to align the 

retention times of different samples. 

52 



        

  

             

           

              

   

            

            

               

              

             

   

        

               

           

            

            

             

              

           

           

          

         

    

           

                 

   

Chapter 3: Proximities – Similarities & Distance Measures 

Sigman et al. then define a distance between two covariance matrices by summing 

the absolute difference between the corresponding elements and dividing the sum 

by 2. The resulting distance d has a range between 0 and 1. 

zN1(i, j ) − zN 2(i, j)∑∑ 
d = i j (3.11) 

2 

The amount of instrumental variation can be measured by finding the average 

distance between replicate analyses of one sample. The average distance between 

analyses of two different samples can be compared with this by using a t-test to 

decide whether to reject a null hypothesis that the two samples came from the 

same source. They used this method to identify gasoline samples without creating 

any false positives. 

3.3 Proximities for mass spectra and whole chromatograms 

For this research it is necessary to be able to identify samples that have common 

compounds. To satisfy this requirement, new similarity measures for comparing 

two whole chromatograms have been devised. They are implemented in an 

analysis program of which the command language is specified in Appendix B. 

This section starts by describing why uncentred correlation has been chosen as the 

similarity measure for comparing two mass spectra. This measure is used both for 

matching mass spectra when aligning chromatograms, and for creating the more 

complex chromatogram similarity measures. A new method for visually showing 

significant differences between two chromatograms has also been devised, and 

this is presented at the end of this section. 

3.3.1 Comparing mass spectra 

The program measures the similarity between two spectra using simple uncentred 

correlation. The correlation between scan i of sample A and scan j of sample B is: 

∑ai ,mbj ,m 

Ci , j = m (3.12) 
∑ai ,mai ,m ∑bj ,mbj ,m 

m m 
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The approach here is to process the raw data without a peak detection step, and so 

the complex similarity measure of Stein cannot be used. As described in Section 

3.1.1, using a Pearson centred correlation as a similarity measure is problematic. 

In the case of a mass spectrum, the definition of a mean value to be subtracted is 

difficult because, although the spectrum is only recorded for a finite range of m/z 

values, abundances could be measured for an infinite range of larger values, and 

most of these would be zero. Thus the mean would tend to zero as more values 

are included. 

To show how the simple uncentred correlation works in practice, Figure 3.7 

shows two spectra of the same internal marker compound as it is observed in two 

different samples. The similarity value Ci,j is 0.9546 (and the corresponding 

distance 1− C is 0.2131). i , j 

100  200  300  400  500 

m/z 

100  200  300  400  500 

m/z 

Figure 3.7: Spectra of the same internal marker in two different samples 
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For comparison, Figure 3.8 shows the spectra of two different compounds. The 

similarity is 0.8189 (and the corresponding distance is 0.4256). 

100  200  300  400  500 

m/z 

100  200  300  400  500 

m/z 

Figure 3.8: Spectra of two different compounds 

3.3.2 Comparing whole chromatograms 

The degree of difference between chromatograms can be expressed by one 

distance measure, but to understand how they differ it is necessary to consider 

whether there are different compounds in the samples, or just different quantities 

of the same compound. For the screening data considered here, the presence of a 

compound is more relevant than its quantity, so the component similarity can be 

tailored to ignore differences in relative concentrations. 

The similarities between the two mass spectra for corresponding scans are 

calculated after alignment of the chromatograms (as described in Chapter 4). The 

scan numbers of sample 1 are mapped onto those of sample 2 by the function �. 

Two measures of the similarity between chromatograms have been implemented: 

• Component similarity (Scomp): the average of the uncentred correlations 

between pairs of spectra in the chromatograms after alignment. Because 

these correlations are calculated independently, they are not reduced if 
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there are different relative quantities at different retention times. Thus 

they depend only on the components present in the chromatogram. 

Scomp = 1 
∑Ci ,µ (i ) (3.13) 

I i 

• Quantitative similarity ( Squant): the uncentred correlation between all the 

abundance values in one chromatogram with the corresponding 

abundances in the other chromatogram. This is also calculated after 

alignment of the chromatograms. 

∑∑ai ,mbµ (i ),m 

∑∑ ∑∑ 
= 

i m 
mimi 

i m 
mimi 

i m 
quant 

bbaa 
S 

), (), (,, µµ 

(3.14) 

When a distance measure is required, the similarities are converted using 

D = 1 − S (3.15) comp comp 

and 

D = 1 − S (3.16) quant quant 

An alternative version of Dcomp is defined by 

Dcomp2 = 1 
∑ 1− Ci ,µ (i )I i 

Dquant is based on a normalised dot product (Squant), so it is a distance by the 

argument in Section 3.1.3. 

The proof that Dcomp is a distance measure is more complicated. The 

)(, 1 iiCD µ−= values are a distance measure. By using the result of Gower and 

Legendre that is mentioned in Section 3.1.3, for each value of i the similarities 

Ci,�(i) for each pair of samples form a positive semi-definite matrix. Therefore the 

matrix of Squant values for each pair of samples is also positive semi-definite. 

Using the result of Gower and Legendre for a second time proves that Dcomp is a 

distance. 
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Chapter 3: Proximities – Similarities & Distance Measures 

Likewise, Dcomp2 is a distance measure because it is the average of the )(, 1 iiC µ− 

distance measures. 

3.3.3 Difference plots 

To assist with understanding the difference between chromatograms, the program 

can generate a difference plot. 

The idea is to decompose the quantitative distance measure into the component 

from each scan, with the position on the plot being used to highlight differences to 

quantity, and colour being used to highlight differences in mass spectrum. 

In the difference plot, there is a coloured spot for each scan. The position along 

the x-axis represents the retention time, the position along the y-axis represents the 

ratio of the intensity of the scans in the two chromatograms, the size of the spot 

represents the average of the two intensities, and the colour of the spot represents 

the similarity between the mass spectra. Thus spots towards the top of the plot 

highlight scans where the quantity is more in the first sample, those towards the 

bottom of the plot highlight those where the quantity is more in the second 

sample, the larger spots highlight where there is a chromatogram peak, and the red 

spots highlight where a compound is present in one sample and not in the other. 

The relative intensity is calculated as the ratio of the L2 norm applied to the 

abundances in the two mass spectra; this reduces the effect of the small 

background peaks as compared with using the L1 norm (the TIC value). It is 

plotted on a logarithmic scale. 
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Figure 3.9: Difference plot without baseline removal 

8
 9

 1
0

 1
1

 1
2

 1
3

 1
4

 1
5

 1
6 

R
et

en
tio

n 
tim

e 
(m

in
ut

es
) 



        

  

                

           

            

           

       

            

              

                

            

               

                 

           

              

             

        

Chapter 3: Proximities – Similarities & Distance Measures 

The spots at the top of Figure 3.9 represent peaks in 315723SC, a sample from a 

steroid administration experiment, and those at the bottom represent peaks in 

31725SC, the control sample taken before the administration. Dark blue spots 

indicate dissimilar spectra in the two samples, yellow spots indicate similar 

spectra, and larger spots indicate greater abundances. 

It is important that the chromatograms have been closely aligned before producing 

the difference plot; otherwise a peak which is present in both samples will appear 

with some scans in a larger quantity in one sample followed by scans with a larger 

quantity in the other sample. This is covered in Chapter 4. 

It could be expected that a clearer diagram would be produced if the baseline were 

removed from the initial data. Figure 3.10 shows the same data, but in both of the 

chromatograms the minimum abundance in each group of 20 consecutive scans 

has been subtracted to remove the baseline. The effect is more random, showing 

that the baseline signal in Figure 3.9 “stabilises” the relative signal strength and 

makes it easier to see the anomalous peaks. 
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Figure 3.10: Difference plot with baseline removal 
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Chapter 3: Proximities – Similarities & Distance Measures 

The use of difference plots has been trialled for interpreting the results of 

controlled experiments. It must be admitted that they were not a great success; 

feedback indicated that analysts are used to seeing TIC plots. 

These difference plots can be compared with a much earlier idea in which the 

mass spectra of the test sample are compared with 10 scans on either side of the 

corresponding scan in a control sample to find the greatest degree of coincidence. 

The coincidence value is defined so that 1000 indicates identical spectra, and 

2000 and 0 both indicate zero coincident peaks, with values above 1000 if the test 

sample has additional peaks and values below 1000 if the test sample has fewer 

peaks than the control (Jellum et al., 1975). 

Figure 3.11 shows such a degree of coincidence plot for the same samples that are 

used to create Figures 3.9 and 3.10. It highlights some of the same peaks as 

Figure 3.9, but it is hard to explain. Such plots have not become popular. 
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Figure 3.11: Degree of coincidence plot 

3.4 Summary 

Mass spectra are usually compared with one another using match quality values 

for which the precise definition is not publicly available. A measure of similarity 

is defined here that uses a simple uncentred correlation, and several measures for 

comparing chromatograms are defined which are based on the mass spectrum 

similarity. 
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Chapter 3: Proximities – Similarities & Distance Measures 

The quantitative similarity, Squant, only regards two chromatograms as exactly 

similar if every abundance recorded in one chromatogram has the same ratio to 

the corresponding abundance in the second chromatogram. In other words, it 

checks that the same compounds occur in the same relative quantities in the two 

samples. 

The component similarity, Squant, only regards two chromatograms as exactly 

similar if the abundances recorded within each of scan one chromatogram have 

the same ratio to those in the corresponding scan of the second chromatogram. In 

other words, it checks that the same compounds occur in the two samples 

regardless of their quantities. 

For each measure, an equivalent distance metric that measures dissimilarity is also 

defined. These distances can be used for many types of analysis. 

A difference plot has been devised as a visualisation tool to highlight the 

differences between two samples. 
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CHAPTER 4 

SPECTRUM-BASED ALIGNMENT 

The scaled subtraction method presented in Chapter 5 requires that the 

correspondence between the scans of two chromatograms can be found, so that 

when a compound is present in both samples a mass spectrum of the compound in 

one sample can have subtracted from it a mass spectrum of the same compound in 

the other sample. Finding this correspondence is difficult if there is variation of 

retention times between runs. The solution is to pre-process the data before it is 

analysed to adjust the retention times in one chromatogram, so that it is “aligned” 

with the other chromatogram. 

This chapter starts by considering the general types of alignment algorithm. It 

then reviews the use of alignment on chromatographic data, before showing how 

spectrum-based alignment is applied in this research to screening data. 

4.1 General applications of alignment 

There are many application fields with data that must be aligned, and many 

techniques have been developed to achieve this. 

In the major field of image processing, the alignment of images is usually called 

registration. Images of the same scene taken at different times, from different 

viewpoints, or by different sensors, may need to be geometrically aligned before 

the images can be fused together or changes between the images can be detected. 

The differences to be addressed include changes of scale, orientation, perspective 

and lighting. However, significant changes that need to be detected should not 

affect the registration, nor should the registration be affected by sensor noise. The 

techniques that are used can be classified as either feature-based or area-based. 
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Chapter 4: Spectrum-Based Alignment 

For a feature-based technique, distinctive features are detected in the images and 

matched in order to find corresponding points. For example, if the images are of 

human faces, the features could be the eyes and mouth. 

In an area-based technique, the cross-correlation, cross-power spectrum, mutual 

information or another similarity measure is computed between whole areas of 

one image and whole areas of another image. The areas with the highest 

correlation are selected as corresponding parts of the images. A drawback of this 

is that if the images have smooth areas without prominent details, there is a high 

probability that the wrong areas will be matched. 

These techniques have been reviewed by Brown (1992). Zitová and Flusser 

(2003) updated the review, and they say that feature-based methods are 

recommended if the images contain enough distinctive objects that are easily 

detectable; area-based methods suit the registration of images which locally differ 

by only a translation; and there are some methods that combine area- and feature-

based approaches. 

In the field of statistics, the problem of transforming functions in order to align 

relevant features is referred to as curve registration (Ramsey and Li, 1998). One 

technique is marker registration which is feature-based; another technique chooses 

a smooth monotone transformation to optimise a fitting criterion between areas. 

In the field of speech recognition, the Dynamic Time Warping algorithm (DTW) 

was created in the 1970s to find the optimal mapping between the time-scales of 

two sound recordings. 

In biology, Gotoh (1982) created an algorithm for matching the sequences of 

proteins and genes. The algorithm is similar to DTW, but it looks for integral 

shifts rather than continuous stretching, and a shift of several places is considered 

to be no worse than a shift of one place. When applied to DNA sequences, the 

algorithm allows for the insertion or deletion of bases as a result of genetic 

mutation. 
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Chapter 4: Spectrum-Based Alignment 

4.2 Alignment methods for chromatography 

4.2.1 Classification of methods 

In chromatography, the variation of retention times between runs can be allowed 

for by calculating RRT or RI values as described in Section 2.1.3. A modern 

alternative is to use alignment to match the corresponding peaks that are found in 

a number of analyses, and this can correct non-linear variation of retention times. 

Several different basic algorithms have been used for aligning chromatograms. 

The descriptions here are for pairwise comparison of a test sample (P) against 

reference data (Q), but the methods can also be used to align a number of 

chromatograms to a common retention time-scale. 

In general, the alignment process aims to increase the similarity between the two 

chromatograms, and the result will depend on how that similarity is defined. 

Robinson et al. (2007) classify automated methods of retention time correction as 

either “peak matching” or “profile alignment”, which is the same as the 

distinction between feature-based and area-based methods in image processing. 

They then subdivide these classes depending on whether the methods use just 

“time domain data”, such as the TIC chromatogram, or they also use information 

from the observed mass spectra. 

The following three subsections cover profile alignment that uses only time 

domain data, spectral-similarity methods, and peak-matching methods. 

Another way of classifying the methods is to consider the mapping function that 

they use. The simplest type is a linear (or to be technically accurate, affine) 

mapping which can be represented by a straight line, while a polynomial function 

can be represented by a curved line. A more flexible approach is to divide the 

time-scale into segments, with a separate function for each segment, and this is 

called a piecewise mapping. The most flexible function is a path mapping which 

is defined by monotonic mappings from a reference time-scale to the time-scales 

of the two samples. DTW creates a path mapping, as shown in Figure 4.1. 
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Chapter 4: Spectrum-Based Alignment 

Figure 4.1: Path mapping 
(Norton, 2006) 

Piecewise and path-mapping methods often find the optimal mapping by using 

dynamic programming, a recursive method of optimisation in which a problem is 

broken down into sub-problems which are solved first. To reduce the time needed 

to solve a problem, the optimal solution of each sub-problem is remembered so 

that it can be re-used as part of different overall solutions (Eddy, 2004). 

A non-linear mapping of the time axis can affect the areas and shapes of the 

peaks. To avoid this effect, Chae et al. (2008) insist on only warping the time-

scale between peaks in their peak-matching algorithm. However, this is not 

necessary as the area can be preserved by adjusting the abundance values, and the 

peak shapes would then be consistent between the aligned chromatograms. 

4.2.2 Profile-alignment algorithms 

The “profile-alignment” algorithms work by maximising the correlation between 

parts of the two chromatograms. These algorithms can be applied to single-

channel or multi-channel chromatograms. 

Mostly the algorithms use Pearson correlation. When comparing chromatograms 

along the time axis, subtracting the mean will remove the effect of a constant 

baseline. The correlation will only reach the theoretical maximum of 1.0 if the 

peaks have the same relative sizes in the two samples, but if the relative sizes are 

only slightly different, maximising the correlation will still find a good alignment. 
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Chapter 4: Spectrum-Based Alignment 

Wang and Isenhour (1987) applied Dynamic Time Warping (DTW) to find a path 

mapping between chromatograms. They use the TIC from a mass spectrometer or 

the signal from a Fourier transform infra-red detector to define the peaks, and they 

minimise the sum of the squares to the difference between the aligned signals. 

The path is constrained to a band with a specified width on either side of the 

diagonal of the mapping grid. 

Alignment methods using a linear mapping were published in 1994 both by 

Andersson and Hämäläinen and by Malmquist and Danielsson (Johnson et al., 

2003). However, the publication by Nielsen et al. (1998) of their Correlation 

Optimised Warping (COW) method has had more impact. They divide the time 

axis into sections, and use piecewise linear mapping. The quality of the alignment 

in each section is measured by the Pearson correlation, with data from a multi-

channel detector treated as different observations of the same variable. The 

optimal alignment is found using dynamic programming. To improve the 

alignment they modify their procedure to use the cube of the correlation, so that a 

few well-aligned sections are considered preferable to many poorly aligned 

sections. 

Bylund et al. (2002) modified the COW algorithm to allow flexibility of the 

mapping at the start and end of the time-axis, to use covariance instead of 

correlation, and to centre the data for each mass channel separately. They use a 

contour plot of the covariance matrix to visualise the success of the alignment. 

Eilers (2004) considered that the results of DTW are dubious, and instead he 

proposed a fast and stable method called Parametric Time Warping (PTW). A 

polynomial mapping function is used, and the sum of the squares to the difference 

between the aligned signals is minimised. His experience showed that a quadratic 

function, a polynomial of degree 2, is sufficient in many applications. 

Tomasi et al. (2004) compared DTW and COW. They found that it is essential to 

apply slope and segment constraints to the DTW path. Even with these 

constraints, they considered DTW to be inferior to COW. 
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Chapter 4: Spectrum-Based Alignment 

A commercial product, LineUp version 2.0, uses multivariate correlation to adjust 

retention times. This is a change from version 1.0 which used peak-matching, 

because that approach was unreliable if there was a lack of qualified marker 

peaks, or the peak shapes changed due to overloading (Infometrix, 2005). 

Walczak and Wu (2005) compare COW with PTW and their own peak-matching 

algorithm. They found that COW gave the best results but it was slow. A similar 

study by Van Nederkassel et al. (2006) compared the COW and PTW algorithms 

with a piecewise-polynomial algorithm called semi-parametric time warping 

(STW). They found that STW gave results that are of higher quality than those 

from PTW, and that it was faster than COW. 

Skov et al. (2006) introduced the idea of using a correlation-based similarity 

measure to find which of a set of chromatograms is the most typical, so that it can 

be chosen to be the reference sample. 

Listgarten et al. (2007) use a hidden Markov model to find a piecewise linear 

mapping. 

Yao et al. (2007) present an algorithm that is similar to COW, but which is faster 

because it uses a Fast Fourier Transform to calculate the correlations, and beam 

search instead of dynamic programming to choose the alignment. 

Christin et al. (2008) use CODA (as described in Section 2.5.9) to select some 

mass chromatograms, and they then align these using the COW algorithm. 

4.2.3 Spectral-similarity algorithms 

To eliminate the dependence on the size of the chromatographic peaks, the 

similarity between individual scans in the two chromatograms can be calculated, 

and the retention-time mapping adjusted to maximize the total similarity between 

the corresponding scans. 

Nielsen et al. (1999) describe using the COW algorithm with a modified 

similarity calculation in which the time-scale is divided into small portions, the 

correlation between all the abundances in each section is calculated, and then the 
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Chapter 4: Spectrum-Based Alignment 

mean of these correlations is maximised. This is similar to combining the 

similarity of mass spectra. However their publication is hard to follow: the word 

“cophenetic” is used but not with its usual meaning which is related to cluster 

analysis, and there is mention that the cube of the correlation is used to emphasize 

high correlation values. 

Gibson et al. (2004) use Gotoh’s algorithm, mentioned in Section 4.1, to 

maximize the sum of the similarity values along a path mapping. They tested 

their algorithm on GC/MS data from plant material using various measures of 

spectrum similarity. They found that a normalised dot product gave better results 

than using an unnormalised dot product or not using any spectral information. 

Even better results were obtained by using the logarithm of the p-value of the 

normalised dot product. 

Prince and Marcotte (2006) use DTW with a gap penalty function to maximize the 

sum of the similarity of the spectra along a path mapping. They tested their 

algorithm on proteomics samples, and report that, for the measure of spectrum 

similarity, Pearson’s correlation coefficient outperforms normalised dot product, 

unnormalised dot product, and Euclidean distance. 

4.2.4 Peak-matching algorithms 

The RRT and RI values described in Section 2.1.3 require the identification of the 

peaks that are due to internal standards. Alignment by peak matching is an 

extension that uses the compounds that occur naturally in the samples. 

An early description of peak matching is given in a patent (Kemp et al., 1992). 

The peaks for two compounds are matched in the two chromatograms, and a 

coarse alignment is defined by linear interpolation. Other peaks that then match 

within 10 scans are used to create a fine alignment with spline interpolation 

between the peaks. 

Johnson et al. (2003) report an algorithm that detects peaks in a pair of single-

channel chromatograms and takes as matches those peaks that are closest in 

retention time. The time-scales are then aligned by interpolation between these 
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Chapter 4: Spectrum-Based Alignment 

peaks. The method was found to be about a hundred times faster than the COW 

method. 

Radulovic et al. (2004) apply a threshold to the m/z peaks in each scan, and then 

match the peaks that exceed the threshold. They allow a “wobble” window of 1% 

to 2% of the scans to compensate for non-smooth variation of retention time. 

Walczak and Wu (2005) find corresponding peaks single-channel chromatograms 

using a process that they call “fuzzy matching”. The degree of correspondence 

depends on how closely the retention times match after alignment, and the 

alignment is adjusted to maximize this correspondence. 

Katajamaa and Orešič (2005) match peaks by finding the nearest peak in m/z– 

retention-time space according to a distance metric that they define. 

Norton (2006) patented a method for multi-channel chromatograms that uses 

either DTW to select a path mapping, or locally weighted scatterplot smoothing to 

select a piecewise polynomial mapping. 

Fischer et al. (2007) use a library search to identify some corresponding points in 

the two samples. They then create a mapping which is a sum of hyperbolic 

tangents, with the coefficients chosen to minimise the difference of retention 

times for the matched peaks. The use of hyperbolic tangents guarantees that the 

mapping is monotonic, which is not the case with polynomial functions. 

Lange et al. (2007) observed that a linear (affine) mapping is frequently sufficient, 

and is faster than profile matching methods. Individual peaks are allowed to be 

within a certain range of the mapped time. 

Robinson et al. (2007) use a scoring scheme based on spectral similarity and 

retention time to choose which peaks are matching. Likewise, Wang et al. (2007) 

claim their PETAL algorithm combines profile alignment with peak matching, 

although it is just peak matching using the observed mass spectra to decide if 

there is a match with a mass spectrum in a library. 
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Chapter 4: Spectrum-Based Alignment 

4.2.5 Other algorithms 

Some alignment methods defy classification. For example, marketing literature 

for metAlign (Plant Research International, 2004) describes the product as 

follows: “The design … is not based on any published algorithms. Apart from a 

digital filter and some univariate statistics, no known mathematics of any 

significance is used. The concept of metAlign is based on the writers perception 

of data, noise, alignment etc.” 

4.2.6 Alignment of the m/z scale 

Alignment can also be applied to mass spectra, and to other data such as that from 

Nuclear Magnetic Resonance or a second stage of gas chromatography. With 

high-accuracy mass spectrometry, a peak-matching method can combine retention 

time alignment with mass alignment along the m/z axis of the data (Katajamaa and 

Orešič, 2005). However, for low-resolution (mass number) analysis the 

calibration described in Section 2.2 is sufficient in practice, and mass alignment is 

not considered any further in this study. 

4.2.7 Summary of alignment studies 

The published accounts of chromatographic alignment are summarised in Table 

4.1, which is ordered by year of publication. The term “profile” means profile 

matching using only time-domain data; “spectral similarity” means profile 

matching using the similarity of the mass spectra. 

Table 4.1: Survey of alignment studies 

Reference Type of Type of mapping Type of data Subject 
correlation material 

Wang and profile path GC (with MS or FTIR gasoline 
Isenhour, 1987 detection) 

Kemp et al., peak matching piecewise GC/MS (selected ion crude oil 
1992 chromatograms) 

Nielsen et al., profile piecewise linear LC-UV fungi 
1998 

Nielsen et al., spectral similarity piecewise linear LC-UV fungi 
1999 
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Chapter 4: Spectrum-Based Alignment 

Reference Type of Type of mapping Type of data Subject 
correlation material 

Bylund et al., profile piecewise linear LC/MS protein 
2002 

Johnson et al., peak matching piecewise linear GC diesel oil 
2003 

van profile piecewise linear LC green tea 
Nederkassel et 
al., 2003 

Rohrback and profile piecewise linear LC petroleum 
Ramos, 2003 

Eilers, 2004 profile polynomial chromatography not stated 
(type not stated) 

Gibson et al., spectral similarity path GC/MS cress 
2004 

Radulovic et peak matching piecewise LC/MS protein 
al., 2004 

Tomasi et al., profile path or piecewise GC coffee 
2004 linear 

Christensen et peak matching piecewise GC/MS petroleum 
al., 2005 polynomial 

Katajamaa and peak matching no interpolation LC/MS plant 
Orešič, 2005 metabolites 

Walczak and peak matching piecewise linear LC not stated 
Wu, 2005 

Krebs et al., peak matching piecewise GC/MS urine 
2006 

van profile piecewise LC green tea 
Nederkassel et 
al., 2006 

Ni et al., 2006 peak matching piecewise linear LC herbal 
medicine 

Norton, 2006 peak matching path or piecewise LC/MS human blood 
polynomial serum 

Prince and spectral similarity path LC/MS protein 
Marcotte, 2006 

Skov et al., profile piecewise linear GC, LC coffee 
2006 

Smith et al., peak matching piecewise LC/MS metabolites 
2006 polynomial 
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Chapter 4: Spectrum-Based Alignment 

Reference Type of Type of mapping Type of data Subject 
correlation material 

Fischer et al., peak matching sum of hyperbolic LC/MS protein 
2007 tangents 

Lange et al., peak matching linear (affine) LC/MS protein 
2007 

Listgarten et profile piecewise linear LC/MS human serum 
al., 2007 

Robinson et al., peak matching path GC/MS parasite 
2007 metabolites 

Wang et al., peak matching global trend + LC/MS protein 
2007 “wobble” 

Yao et al., 2007 profile piecewise linear GC, LC herbal 
medicine 

Chae et al., peak matching piecewise GC/MS nematode 
2008 using similarity of warping of non- metabolites 

mass spectra peak regions 

Christin et al., profile piecewise linear LC/MS human serum 
2008 and urine 

Peak-matching methods remain popular, although this is often with high accuracy 

mass data that makes the matching process more certain. The commonest form of 

mapping is piecewise linear. 

Alignment procedures are not always used. For example, Strehmel et al. (2008) 

decided not to use alignment to counter the drift of retention times over the 

lifetime of a gas chromatography column, and instead used a traditional Retention 

Index (RI). 

4.3 Development of a spectrum-based alignment method 

The methods described in Section 4.2 tend to be complicated, and consequently 

many of them are hard to use or are slow. One objective of this research is to 

develop a new alignment method that allows for the variation of retention times 

between the runs of a batch of analyses. This alignment is required prior to 

computing the similarity or prior to carrying out subtraction of one chromatogram 

from another. 
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Chapter 4: Spectrum-Based Alignment 

Investigation of the available batches of GC/MS chromatograms shows that 

shifting and stretching in the retention timescale is necessary, but more 

complicated adjustment is not required. So the new alignment method is designed 

to be appropriate for this data, and it includes a selection of features from previous 

methods. 

This section starts with an explanation of why a spectrum-based method with 

linear mapping is appropriate. Then details are given of the alignment algorithm 

that is implemented in the analysis program. Finally, a new method is presented 

which results in a more precise alignment with fractional scan numbers. 

4.3.1 Choosing a method 

The first step of developing an alignment algorithm is to choose a type of 

correlation and a type of mapping. 

Peak-matching methods have the drawback that if the wrong peaks are matched, 

the alignment will be completely wrong. For anti-doping screening, if it were 

easy to identify all the peaks the problem would be solved. So the assumption is 

that identifying at least some of the peaks is difficult, and there is a danger of 

wrongly matched peaks. Therefore the choice is narrowed to the profile-

alignment or spectral-similarity methods. 

To allow for the possibility of compounds occurring in different amounts in 

different samples the best methods are those based on spectrum similarity, 

because this is not affected by the concentration. It is true that the profile methods 

are likely to give a satisfactory alignment if enough compounds occur in similar 

amounts. However, with complex samples containing many compounds, some 

use of the mass spectral information is necessary, and it might as well be used in a 

straightforward way. 

For the spectrum similarity measure, uncentred correlation is used as described in 

Chapter 3, with Pearson correlation being rejected mainly on theoretical grounds. 

Gibson et al. (2004) achieved good results with uncentred correlation, but their 

poster did not have a good explanation of the p-value logarithm transformation 
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Chapter 4: Spectrum-Based Alignment 

that improved the results. Prince and Marcotte (2006) obtained their best results 

with Pearson correlation for the measure of spectrum similarity, but that was with 

liquid chromatography data. As the data studied in this research has a strong 

correlation all measures are likely to result in a satisfactory alignment, and so a 

simple measure is a good choice. 

With a mapping function that is very flexible there is a greater risk of incorrect 

alignment, and there is generally more computation to perform. Simple linear 

(affine) mapping was chosen after looking at correlation bitmaps such as that 

shown in the next subsection. This is like using PTW with just one segment and a 

function of degree 1. 

The use of Gotoh’s algorithm by Gibson et al. (2004) is not really appropriate for 

chromatographic data, for which the retention time variation is expected to be 

continuous, without the jumps that occur in DNA sequences. Also, path mapping 

is probably not appropriate for chromatographic data; when Wang and Isenhour 

(1987) adopted DTW it was one of the few alignment algorithms that were 

available, but it was designed to deal with the pauses that can occur in speech. 

This research mainly aligns data from runs within one batch of chromatograms. A 

different choice of method might be appropriate for data from runs on the same 

instrument on different dates, or from runs on different equipment. The alignment 

problem becomes more difficult when different temperature programming or 

different laboratories are involved. Many of the authors reviewed in Section 4.2 

make the point that retention times of liquid chromatography are more non-linear 

than those of gas chromatography, although Lange et al. (2007) say that a linear 

alignment is frequently sufficient even for liquid chromatography. 

4.3.2 Correlation bitmap 

The GC/MS data from two samples can be compared by calculating the similarity 

of the mass spectrum from each scan of one sample against that from each scan of 

the second sample. The resulting matrix of correlation values can be used to 

create a bitmap image as a visualisation tool. 
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Chapter 4: Spectrum-Based Alignment 

Figure 4.2 is an enlargement of part of such a correlation bitmap. This has been 

produced after baseline removal, and using the uncentred correlation Ci,j defined 

by equation 3.12. The (arrowed) dark horizontal lines that have no break in them 

indicate a compound that is present in sample P, but not in Q. Likewise, dark 

vertical lines indicate a compound that is present in sample Q, but not in P. 

Line of Sample Q retention time retention-time 
alignment 10.3 10.9 minutes 

10.3 S
am

p
le P

 reten
tio

n
 tim

e 
10.9 

Figure 4.2: Part of a correlation bitmap 

The light diagonal line of high correlation is generated by all the compounds that 

are common to the two samples. The line indicates how the retention times for 

one sample correspond to those for the other sample. 

Figure 4.3 shows a correlation bitmap for two whole chromatograms. The 

existence of the light line on the diagonal indicates that the similarity measure is 

effective at finding the matching spectra. The light areas towards the bottom right 

corner are caused by parts of the chromatograms where no peaks are present; the 

comparison of any two scans from these areas gives a high similarity value 

because the baselines for the two samples are similar. 
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Chapter 4: Spectrum-Based Alignment 

Figure 4.3: Correlation bitmap 

The bitmap shows that a linear alignment is sufficient for the type of data 

analysed in this research, and that is what the selected algorithm uses. The 

problem for the alignment algorithm is to find the light diagonal line 

automatically. 
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Chapter 4: Spectrum-Based Alignment 

4.3.3 Basic method 

Parameters x and y are used to define a possible mapping from the scans of one 

chromatogram to those of the other chromatogram. If the scans in the 

chromatograms are numbered from 0 to max1 and from 0 to max2, the mapping is 

a linear interpolation from scans [W + x, max1 – W + y] to scans [W – x, max2 – W 

– y]. By varying x and y within the range –W to W, a band of the correlation 

bitmap is searched which has a width of W on either side of the diagonal. This is 

shown in Figure 4.4. 

Sample Q scan numbers 

0 W
−

x 
W 2W

 

m
ax

2−
W

−
y 

m
ax

2−
W

 

m
ax

2
S

am
ple P

 scan num
bers line along which total 

correlation is calculated 

W+x 
2W 

W 

0 

max1−W+y 

max1−W 

Figure 4.4: Line defined by parameters x and y 

From x and y, the four start and end values are calculated: 

start1 = W + x 
end1 = max1 – W + y 
start2 = W – x 
end2 = max2 – W – y 
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Chapter 4: Spectrum-Based Alignment 

and the mapping function is defined in terms of these values: 

  (i − start ) × (end − start ) 2 1 1µ (i ) = int  start 2 +  (4.1)  end − start  2 2  

The function int rounds a real number to the nearest integer. 

The expression to be maximised is the sum of the similarities of the corresponding 

mass spectra: 

Σ = ∑Ci ,µ (i ) (4.2) 
x,y 

i 

where Ci,j is defined by equation 3.4, and the sum is taken over the whole line 

defined by x and y. The start and end values are defined so that the path lengths 

are equal and there is no bias from the path length on the similarity total. 

The algorithm to select a start and end scan in each of the two datasets is 

described in pseudocode in Figure 4.5. 

for x from –W to +W do 
for y from –W to +W do 

set total = 0; 
// i is a scan number in the first dataset 
for i from (W + x) and (max 1 – W + y) do 

// j is the corresponding scan number in the 
// second dataset 
calculate j by linear interpolation so that the 

start scan is (W – x) and the end scan is 
(max 2 – W – y); 

round j to be an integer; 
calculate correlation C(i,j); 
add this to total; 

end for 
if total is more than previous total store x and y as 

the definition of the best alignment; 
end for 

end for 

Figure 4.5: Pseudocode for the alignment algorithm 

The values of Ci,j are cached so that they do not need to be recalculated if the 

value of �(i) re-occurs when computing another possible line of alignment. 
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Chapter 4: Spectrum-Based Alignment 
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Figure 4.6: Sharpness of the alignment 

Applying the alignment algorithm to two typical samples shows that data can be 

aligned very precisely. Figure 4.6 shows the total correlation for possible 

alignments that are offset by equal amounts at the start and end scans; successive 

dots show the effect of increasing the offset by one scan. 

Most of the computation is in the calculation of the spectral similarities. Because 

of the caching, the number of similarities to be calculated is at most 2W(S – 2W) 

and the complexity of each calculation is O(M), where W is the width parameter, S 

is the number of scans in each chromatogram, and M is the range of m/z values. 

The complexity of the whole calculation is therefore O(WSM). The time taken 

could possibly be improved by taking advantage of the fact that several possible 

paths share sequences of points in the space of the correlation plot, but there is no 

obvious quick way to determine which sequences are shared. 

Aligning two chromatograms with W=50, S=2760, M=511 takes about 10 seconds 

on a 2.8 GHz Pentium 4 processor. 

As described in Sections 2.1.2 and 2.1.3, it is known that the shape of the peaks 

and the retention time are affected by the concentration of the compounds being 

analysed. For the subtraction method described in Chapter 5, instead of just using 

the scan indicated by equation 4.1 the algorithm searches a number of scans on 

either side and it chooses the scan with the highest correlation. The size of this 

“wiggle room” can be controlled by an option to the program. This “wiggle 

room” is similar to what Radulovic et al. (2004) call “wobble”. 
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Chapter 4: Spectrum-Based Alignment 

Adjusting the abundances to preserve peak area as suggested in Section 4.2.1 is 

not carried out as the aim is just to detect the presence of compounds. 

4.3.4 Fractional alignment 

For the subtraction of chromatograms, where the alignment is used to select a scan 

to be subtracted, alignment to the nearest integer is sufficient. This is particularly 

true if the “wiggle room” part of the algorithm will look at several scans. But 

when the sizes of the peaks are being compared, for example in a difference plot, 

a more precise alignment is needed, as illustrated in Figure 4.7. 
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Figure 4.7: Effect of slight misalignment on relative intensity 

Because the spectral similarity is only defined for integral scan numbers, the total 

correlation is modelled using quadratic functions of (x + y), the overall shift of the 

alignment, and of (x – y), the amount by which it is stretched. 

Σ = (a + b(x + y) + c(x + y)2)(d + e(x − y) + f (x − y)2) (4.3) x, y 

Starting with the values xmax and ymax found by the basic alignment method, the 

total correlation values for neighbouring values of x and y are used to find the 

point where the quadratic approximation is maximised. The values used are 

shown diagrammatically in Figure 4.8. 
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Σxmax–1, ymax–1 Σxmax+1, ymax–1 

Σxmax, ymax 

Σxmax–1, ymax+1 Σxmax+1, ymax+1 

Figure 4.8: Similarity values used to calculate fractional alignment 

The expression in equation 4.3 is maximised by finding the values of (x + y) and 

(x – y) for which the quadratic functions are maximized: 

(Σ − Σ )xmax+1, ymax+1 xmax−1, ymax−1 x + y = xmax + ymax + (4.4) 
2(2Σ − Σ − Σ )xmax, ymax xmax+1, ymax+1 xmax−1, ymax−1 

(Σxmax+1, ymax−1 − Σxmax−1, ymax+1) x − y = xmax − ymax + (4.5) 
2(2Σ − Σ − Σ )xmax, ymax xmax+1, ymax−1 xmax−1, ymax+1 

Then from these values, the fractional alignment is defined by x and y: 

1 1 
x = ((x + y) + (x − y)) and y = ((x + y) − (x − y)) (4.6) 

2 2 

4.4 Summary 

The variation of retention time between runs is a major problem when analysing 

chromatograms, and many methods of alignment have been proposed. 

For the gas chromatography data considered in this work, the variation between 

runs of the same batch can be adjusted by a simple linear correction that shifts and 

stretches the timeline. A method of alignment has been developed which is 

sufficient for use with this data. It works by maximizing the similarity between 

the spectra in the samples being compared, but unlike other spectrum-based 

methods that attempt to model the exact alignment with a path mapping, the 

method developed here uses a linear mapping with a small “wiggle room” on 

either side. 

The alignment can be defined using integer scan numbers or fractional scan 

numbers depending on the accuracy required. 
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CHAPTER 5 

SCALED SUBTRACTION 

Many of the false matches reported by the automatic library search of GC/MS 

data are caused by misidentification of “common” compounds that occur in many 

of the samples. A novel subtraction method is proposed in which the data for one 

sample is reduced by subtracting from it the data from another sample. The aim is 

to remove the signal that is due to the common compounds. 

The corresponding scans in two samples are chosen after accurate alignment of 

retention time, and the mass spectra in the scans are each scaled separately before 

the subtraction. The method is called “scaled subtraction”. 

5.1 Subtraction 

5.1.1 Principle of subtraction 

If an observed signal (S) consists of a wanted component (W) plus an unwanted 

component (U) 

S = W + U (5.1) 

then the wanted value can be estimated as 

ˆ ˆW = S −U (5.2) 

where Û is the best available estimate of U. This is a useful approach if it is 

easier to get a good estimate of U than it is to estimate W directly. 

In telecommunications, a signal is often treated as a mixture of sinusoidal 

frequencies, and it can be split in the frequency domain using a Fourier transform 

or wavelets. If the frequencies of the wanted component are known and are 

distinct from those of the unwanted component, they can be separated out and 

transformed back to the time domain to give a direct estimate of the wanted 

signal. There is no need to estimate the unwanted signal. 
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Chapter 5: Scaled Subtraction 

However, if the two components have common frequencies another method must 

be used. For example, active noise-cancelling microphones make a separate 

measurement of the unwanted noise and subtract it from main signal. 

5.1.2 Applications of subtraction to GC/MS data 

In order to make clear what is new about the proposed subtraction method, it can 

be contrasted with other applications of subtraction to GC/MS data: 

• Baseline removal 

• Deconvolution 

• Background subtraction 

• Differential analysis 

Baseline removal is explained in Section 2.5.3. For each m/z value, an estimate is 

made of the slowly varying signal caused by compounds that are not resolved into 

chromatographic peaks. This estimate is subtracted from the recorded data. 

Deconvolution is explained in Section 2.5.7. The chromatographic peak shape 

that is observed for one m/z value is used to estimate the contribution from the 

same compound to other mass chromatograms. Subtracting this estimate can 

reveal the contribution from a co-eluting compound. 

Background subtraction is also explained in Section 2.5.7. The abundances from 

a scan just outside a chromatographic peak are subtracted from those of a scan at 

the centre of the peak. This can remove the baseline signal, and also in some 

cases part of a co-eluting peak. 

Differential analysis is mainly applied to the data from research experiments 

where one sample can be compared with a closely matched control sample. It is 

usually presented as a visualisation technique. Linsen et al. (2005) described a 

tool that visualised LC/MS data as a perspective view of a three-dimension model. 

It computed differential expression by “mere subtraction of the intensity values”. 

The commercial MassLynx software (Micromass, 2002) has a file subtraction 

function which is discussed in Section 5.2. 
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Chapter 5: Scaled Subtraction 

Katz et al. (2004) produced a tool called COMSPARI which does not subtract the 

data, but which displays the data from two samples on the same plot. One 

chromatogram (or spectrum) is plotted above the x-axis, and that from the other 

sample is plotted downwards below the x-axis. 

Other software can display the ratios of the intensities in two samples, which is a 

similar idea to that of displaying the result of a subtraction (Katajamaa and Orešič, 

2005; Sanchez-Ponce and Guengerich, 2007). 

5.2 Manually controlled subtraction 

To show how subtraction works in practice, Figures 5.1 to 5.5 are chromatograms 

of equine urine from a controlled experiment. The diagrams have been produced 

using MassLynx. The small peak at 14.35 minutes is a trimethylsilyl derivative of 

a hydrosylated metabolite of methandriol, which has molecular weight 538 and 

indicative ions with m/z 218 and 231. The extracted ion chromatogram for the 

molecular weight is at the top of each figure, followed by those for the two 

indicative ions. The TIC chromatogram is at the bottom. 
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Figure 5.1:  Chromatograms of equine urine 

The part of Figure 5.1 for retention times from 14.03 to 14.66 minutes is shown in 

enlarged form as Figure 5.2. 
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Figure 5.2:  Enlargement showing the peak at 14.35 minutes 

The peak at 14.35 is present in all four chromatograms, but it is not very 

prominent in that for m/z 231 or in the TIC.  Note that the MassLynx software 

scales the y-axis to show just the range of intensities from the minimum to the 

maximum that are found in the part of the chromatogram being shown.  For 

example, the TIC plot in Figure 5.2 only shows relative intensities from 68% to 

100%. 
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Chapter 5: Scaled Subtraction 

Figures 5.3 to 5.5 show the result of using the MassLynx file subtraction function 

to subtract the data from the control sample of the experiment. The software has 

an optional setting for a “background multiplication factor” that allows the user to 

adjust the height (i.e. to scale the abundances) of the entire chromatogram that is 

being subtracted. 

The manual for the MassLynx software (Micromass, 2002) provides no guidance 

on setting the multiplication factor. If the analyst inspects the two chromatograms 

and can find areas that appear to only contain unwanted signals, they can make a 

note of the abundance values in the two chromatograms, and use a calculator to 

find the ratio between them. Such a method in which mass ranges are manually 

selected for computing a multiplication factor is set out by Tong et al. (1999). In 

practice, the analyst must rely on their experience to achieve an optimal result. 

To illustrate the effect of different multiplication factors, Figures 5.3 to 5.5 have 

been created with the default value (1.0) and with values which are smaller or 

greater by a factor of two (0.5 and 2.0). 
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Figure 5.3:  Result of subtraction with multiplication factor set to 0.5 

With the multiplication factor set to 0.5, the subtraction does not change the 

picture very much. 
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Figure 5.4:  Result of subtraction with multiplication factor set to 1.0 

With the multiplication factor set to 1.0, the m/z 231 chromatogram shows a 

prominent peak at 14.35 minutes, but the peak in the TIC is no longer present. 
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Figure 5.5:  Result of subtraction with multiplication factor set to 2.0 

With the multiplication factor set to 2.0, there are no peaks at all for m/z 231 and 

218.  Some genuine peaks are probably missing from the TIC.  For example that 

at 14.27 minutes has almost disappeared, although that at 14.13 has been resolved 

into two peaks at 14.10 and 14.17 minutes. 
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Chapter 5: Scaled Subtraction 

5.3 Scaled subtraction of a similar sample 

A new method of pre-processing the data before library search is proposed which 

subtracts the spectra of common compounds from a similar sample. The basis of 

this method was presented at the British Mass Spectrometry Society Annual 

Meeting (Hitchcock et al., 2007). 

The main reason for low reliability of the library search is the presence of co-

eluting compounds, and the common method of background subtraction described 

in Section 2.5.7 does not entirely remove their effect. It is proposed that a better 

method is to subtract abundances from a second similar sample, with the intention 

that any contributions from a substance common to the two samples will be 

eliminated, and that any substance that is in the first sample but not in the second 

will still be recorded in the subtracted chromatogram. The second sample, or its 

data, is called here the subtrahend (meaning “the thing that is to be subtracted”). 

It is also possible to remove the signal from a precisely co-eluting compound, 

something which is impossible to achieve by deconvolution. 

The subtraction is applied to each scan of the test sample. For this to work, it is 

essential that retention times are precisely aligned and the corresponding scan of 

the second sample is chosen. It is also necessary to scale the spectra being 

subtracted to allow for differences in the concentration of the common 

compounds between the two samples. 

5.3.1 Subtraction of mass spectra 

The basic idea is that there is one mass spectrum (called A) which may contain a 

compound of interest mixed with other compounds, and another spectrum (called 

B) which contains just those other compounds. Expressing the spectra as vectors 

of abundance values, and using the terminology of wanted and unwanted signals 

that was introduced at the start of this chapter: 

A = αww + αuu (5.3) 
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Chapter 5: Scaled Subtraction 

where w is the spectrum of the wanted component and u is that of the unwanted 

component, both of which are scaled so that Σwm = Σum = 1. Spectrum B contains 

just the unwanted component, but possibly with a different concentration: 

B = βuu (5.4) 

Most of the spectrum subtraction operations described in Section 5.1.2 make the 

implicit assumption that the concentration of the unwanted compounds is the 

same in each sample. The signal of these compounds can then be eliminated by 

performing a simple arithmetic subtraction for each m/z value, where the result is 

the abundance of B subtracted from that of A: 

am – bm (5.5) 

The method used here scales spectrum B. In the notation of equations 5.3 and 5.4, 

the aim is to choose a scaling factor (γ) which is a good estimate of the ratio 

αu / βu. The result is calculated as: 

am − γ bm (5.6) 

Unlike the manually set multiplication factor of the MassLynx software, here the 

scaling factor is calculated automatically. Two options are available. For base-

peak scaling, the scaling factor is based on the size of the largest abundance (the 

base peak) in B: 

γ = a b with M chosen such that b = maxb (5.7) M M M m 
m 

For average scaling, the scaling factor is based on the totals of the abundances 

(the TIC values): 

γ = ∑am ∑bm (5.8) 

Base-peak scaling will exactly estimate the ratio αu / βu if the mass (M) of the base 

peak in the subtrahend is not part of the wanted component (wM = 0), so that the 

abundance in spectrum A is entirely due to a compound or compounds which are 

present in the subtrahend (aM = αuuM). It is advantageous to obtain a good result 

in these cases, because in other cases where the base peak of A is a major part of 

spectrum w the subtraction is unlikely to result in a high match quality from the 

library search no matter what scaling factor is chosen. 
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Chapter 5: Scaled Subtraction 

The motivation for using average scaling is that a scaling factor based on the size 

of just one peak is likely to be badly affected by random noise, so it may be better 

to combine the information from all the abundances in the spectra. With the 

notation of equations 5.3 and 5.4, average scaling sets γ = (αw + αu) / βu. This 

gives a good result if the wanted component is small in comparison to the 

unwanted component. In other cases the scaling factor will be too high and any 

peaks common to the two components will be too small in the subtracted 

spectrum. This may prevent the library search from matching the spectrum. 

Where the subtraction am − γbm gives a negative result, the value can be replaced 

by zero, because negative values are not expected in a mass spectrum. 

There is a certain degree of simplification in the basic idea of subtraction. Firstly, 

there may be additional unwanted compounds in spectrum A which will not be 

eliminated. Secondly, there may be additional compounds in spectrum B which 

cause too much to be subtracted from their masses of the spectrum, or which 

reduce the scaling factor so that too little is subtracted. Thirdly, although the 

theory is not affected if component u consists of several compounds with the 

same relative concentrations, if they have different relative concentrations the 

scaling factor will not be correct for each mass. And fourthly, all of the 

abundance values can be affected by random noise. 

However, a small amount of approximation will have only a small effect on the 

match quality found during a library search. And ultimately, if the amount of co-

eluting compounds is too great it is unreasonable to expect the compounds of 

interest to be identified. 
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Figure 5.6: Example of mass spectrum subtraction 

Figure 5.6 shows an example of two spectra (A and B) and the results of 

subtracting B from spectrum A. The factors 1.218 and 1.512 are for base-peak 

and average scaling respectively. The result of the subtraction is a spectrum of 

caffeine, together with an unknown peak at m/z 239. The pattern of the peaks is 

similar enough to that of a pure caffeine spectrum that a library search is able to 

identify it. In this particular case, using the larger average scaling factor makes 

some of the minor peaks disappear, but the difference between the two scaling 

factors has only a small effect on the library search match quality. 
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Chapter 5: Scaled Subtraction 

5.3.2 Subtraction of a similar chromatogram 

Now consider the case where there is one chromatogram which may contain 

compounds of interest plus the signal from other compounds, and another 

chromatogram which contains just the unwanted signal. 

From each scan in the first chromatogram, the corresponding spectrum from the 

other chromatogram can be subtracted. This is done after accurate alignment of 

retention times, and the result is 

ai,m – γib�(i),m (5.9) 

In this expression, �(i) is the corresponding scan of sample Q according to the 

alignment method described in Section 4.3.3 including the search for the highest 

similarity within the “wiggle-room”, and γi is the scaling factor for the spectra ai 

and b�(i). 

Values less than a threshold (T) are set to zero, as is the case with the original data 

from the spectrometer. This reduces the amount of data, and also prevents the 

output of negative values. 

The algorithm can be expressed in pseudocode: 

// i is a scan number in the first chromatogram 
// j is the corresponding scan number in the second chromatogram 

for i from 0 to max_scan do 
use the best alignment values x and y to calculate j by 

linear interpolation (as in the alignment algorithm); 
// now allow for variations in retention time and peak shape 
for offset from -WW to +WW do 

calculate correlation between scan i in the first 
chromatogram and scan j+offset in the second; 

end for 
choose the value of offset with the largest correlation; 
calculate scale_factor; 
for m from min_mz to max_mz do 

r = (abundance1[i, m] -
scale_factor * abundance2[j+offset, m]); 

if (r < T) 
r = 0; 

end if 
end for 

end for 

Figure 5.7: Pseudocode of subtraction algorithm 
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Chapter 5: Scaled Subtraction 

5.3.3 Library search after scaled subtraction 

A library search can report a false match either because of the wrong 

identification of a single compound, or from confusion caused by co-eluting 

compounds. 

The chromatogram resulting from scaled subtraction can be output in a suitable 

form for input to a library search. If the compound is a “common” compound and 

the signal can be removed by subtraction, the match can be avoided. If one of a 

group of co-eluting compounds is a “common” compound, subtracting its signal 

will leave a purer spectrum and the library search may be more successful. 

The results from a test sample that had been spiked with a number of drugs are 

given here as an example. The first report is the result of a library search on the 

original data; it shows possible matches in a format which is explained in Chapter 

6. The only true matches are those printed in bold. For this purpose, the internal 

markers indicated by “(IM) ” are neither considered to be true matches nor false 

matches; they are present in all samples in the batch and the subtraction is 

expected to remove their signal. 

7.37 » Ephedrine TMS( m/z 58, 73 ) 
7.37 » Methamphetamine( m/z 42, 58 ) 
7.37 » Pseudoephedrine TMS( m/z 58, 59 ) 
7.56 » Pseudoephedrine TMS( m/z 58, 59 ) 
7.73 » Nikethamide( m/z 106,177 ) 
8.34 » Crotethamide( m/z 69, 86 ) 
8.42 » HMMA TMS( m/z 58, 73 ) 
9.28 » 6-Bromo-2-Napthol TMS (IM)( m/z 200,296 ) 
9.57 » Phenazone( m/z 96,188 ) 

10.14 » MTPAP (IM)( m/z 249,263 ) 
10.34 » Levodopa tris TMS( m/z 73,267 ) 
10.39 » Mepivacaine( m/z 70, 98 ) 
10.66 » Propranolol-tms( m/z 72, 73 ) 
10.86 » DOXEPIN( m/z 58, 59 ) 
12.02 » D3 Morphine bis TMS (IM)( m/z 45, 73 ) 
14.24 » Chinocaine-dihydroxy bis tms( m/z 73, 86 ) 
14.24 » Flurazepam( m/z 58, 86 ) 

When scaled subtraction is applied using base-peak scaling, the results are: 

7.73 » Nikethamide( m/z 106,177 ) 
8.81 » Pethidine( m/z 70, 71 ) 
8.86 » Ephedrine-OH metabolite-bis-tms( m/z 58, 73 ) 
8.86 » Oxilofrine bis TMS( m/z 58, 73 ) 
9.57 » Phenazone( m/z 96,188 ) 
9.82 » Cloranolol TMS( m/z 73, 86 ) 
9.82 » Lignocaine( m/z 86, 87 ) 
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Chapter 5: Scaled Subtraction 

10.13 » MTPAP (IM)( m/z 249,263 ) 
10.39 » Mepivacaine( m/z 70, 98 ) 
10.66 » Propranolol-tms( m/z 72, 73 ) 
10.86 » DOXEPIN( m/z 58, 59 ) 
12.63 » Oxycodone-tms( m/z 73,387 ) 
12.82 » Oxycodone-bis-tms( m/z 73,459 ) 

The cleaner spectra produced by the subtraction has improved the search results. 

The number of false matches has reduced from 10 to 7, and an additional true 

match (Pethidine) has been made. 

Two of the internal markers have gone from the report, but unexpectedly the third 

marker (MTPAP) has still been detected. An investigation shows that in the 

subtrahend data, some of the peaks of the MTPAP spectrum are smaller relative to 

the base peak than they are in the spiked sample. Therefore, although the base 

peak (m/z 249) is absent from the subtracted chromatogram, these other peaks 

(such as m/z 263 and 339) are present at a reduced size and they are sufficient for 

the library search to match the spectrum. This shows that scaled subtraction is not 

guaranteed to remove “common” compounds; it just reduces the probability of 

them being detected. 

When scaled subtraction is applied using average scaling, the results become: 

7.73 » Nikethamide( m/z 106,177 ) 
8.81 » Pethidine( m/z 70, 71 ) 
8.86 » Ephedrine-OH metabolite-bis-tms( m/z 58, 73 ) 
8.86 » Oxilofrine bis TMS( m/z 58, 73 ) 
9.57 » Phenazone( m/z 96,188 ) 
9.82 » Cloranolol TMS( m/z 73, 86 ) 

10.14 » MTPAP (IM)( m/z 249,263 ) 
10.38 » Mepivacaine( m/z 70, 98 ) 
10.66 » Propranolol-tms( m/z 72, 73 ) 
11.53 » Mepyramine - O desmethyl TMS( m/z 58,179 ) 

In this case the results are even better than those from base-peak scaling. Four of 

the false matches have been eliminated and one (mepyramine-O desmethyl tms) is 

new, so the number of false matches is just 4. However, the improvement may 

just be a matter of chance, there is no reason to believe the effect is consistent for 

other samples, and an experiment described in Chapter 6 suggests otherwise. 

With the data that are considered for this research, tests showed that if the size of 

the wiggle room (WW) is set to 15, the algorithm will usually choose a spectrum 

within 5 scans of the central alignment. For subsequent experiments, WW was set 
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Chapter 5: Scaled Subtraction 

to 5, the threshold value (T) was set to 503, and the alignment search width (W) 

was set to 50. 

The number of variables (the representation dimension) is not reduced, except at 

either end of the time-axis where some scans are lost during the alignment 

process. However, the number of values above the recording threshold can be 

reduced, and so the data file can be compressed. When applied to a typical equine 

urine sample with about 470,000 abundances over the recording threshold, scaled 

subtraction reduced this to about 160,000. If the subtraction is successful at 

removing the signal of common compounds, variation of the amount of those 

compounds between samples cannot contribute to the intrinsic dimension and so 

the intrinsic dimension is reduced. 

As set out in Chapter 6, an experiment has been carried out to test the proposition 

that a library search of the chromatogram resulting from scaled subtraction will 

produce a smaller number of false matches than the same library search applied to 

the original data. Subtracting a similar chromatogram is also expected to speed up 

the library search by reducing the number of peaks to be considered. 

If the chromatograms are not correctly aligned, the spectra being subtracted will 

have a smaller quantity of any common compound. The lower the quantity, the 

worse will be the effect of noise, and the less likely will it be that the subtraction 

is effective at removing the signal of the common compound. It is difficult to 

model the exact form of this effect, especially because of the secret proprietary 

nature of most library search algorithms. However, a graph of match count 

against misalignment can be expected to have the approximate shape shown in 

Figure 5.8. 
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Figure 5.8: Theoretical effect of misalignment on false matches 

5.3.4 Choice of sample to subtract 

When investigating one sample, it is possible to perform several subtractions with 

different subtrahends. However, that would lead to more sets of library search 

results that need to be considered by a human analyst, so it is necessary to select 

one set of data as the subtrahend. The experiments reported in Chapter 6 show 

that the best results are obtained by subtracting the data from a sample that is 

“similar” to the test sample. 

If the samples are processed in batches, one way to select a similar sample is to 

subtract data from another sample that has been processed in the same batch with 

the sample in question. This method has the advantage that the processing of the 

samples is the same; effects of the processing, such as the baseline, will be 

removed by the subtraction. 

When the subtrahend is chosen from the same batch, the following question 

arises: 

Does the subtrahend sample contain the same banned substance as the 

test sample, so that the signal from the substance will be subtracted 

out, and its presence will not be detected? 
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Chapter 5: Scaled Subtraction 

If positive samples are rare, the chance of this happening to two samples is very 

small, and the chance of it happening to all the samples in a batch is even smaller. 

So an answer to the question is to use each sample exactly once as the subtrahend, 

and to ensure that the samples in a batch come from different origins so that they 

are unlikely to all be positive. If any sample is found be positive, it is then 

necessary to check which other sample it was subtracted from, and the processing 

of the data from that sample should be repeated using a different sample as the 

subtrahend. This procedure will allow positive samples to be detected in most 

cases. 

There is still a possible problem if a sample contains a banned substance at a 

concentration just below the minimum detectable level. The sample might not be 

detected as positive, as is to be expected, but its use as a subtrahend might allow 

another positive sample to escape detection. However, this possibility seems to be 

unlikely, and it would not significantly affect the overall false negative rate. 

The problem of maximising the similarity of the samples involved in the 

subtractions can then be expressed as minimizing the sum of the dissimilarities 

between each sample and its subtrahend. This is a form of the “travelling 

salesman problem” in which the samples are represented as “cities” and the 

dissimilarities between them are represented as distances between the cities. This 

is the method used in this research. 

The travelling salesman problem is difficult to solve for a large number of cities, 

in the sense that it is “NP-hard”. However, algorithms have now been developed 

that allow computers to find an optimal tour for most problems with 100 cities in 

less than a second, while most problems with 500 cities can be solved in less than 

a minute. There are also approximation algorithms that are able to find a nearly 

optimal solution to problems that are much larger, especially if the distances 

satisfy the triangle inequality (Applegate et al., 2006). 

To put the computation requirement for the travelling salesman problem into 

perspective, for the optimal tour of sample set A shown in Chapter 6, it took 

around 30 minutes to create the matrix of distance values. These were then 
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submitted through the World Wide Web to the Concorde (CPLEX) Travelling 

Salesman Problem solver at <http://www-neos.mcs.anl.gov/neos/solvers/co:concorde/ 

TSP.html>. Within a minute, an e-mail was returned with an answer which only 

took 0.02 seconds to compute. Obviously, to use the strategy within an automated 

process is would be better to implement the problem solver locally, instead of 

using the World Wide Web. 

An alternative strategy for creating a subtrahend would be to use a standard blank 

urine. If the standard were analysed just once, there could be a problem with the 

analytical process changing from batch to batch. On the other hand if the standard 

were analysed as part of each batch, there would be a problem with the urine 

decaying over time. 

Another alternative would be to construct a synthetic chromatogram combining 

data from a number of samples that had all been aligned to a common standard 

timescale, and to use that as the subtrahend. There would still be the possibility of 

it including banned substances, so either all the samples used to construct it must 

be known to be negative, or some rule must be applied to only include peaks that 

are present in a certain number of samples. 

5.3.5 Controlled experiments 

As well as its use on screening data, the scaled subtraction can be applied to the 

data from controlled research experiments. 

Figure 5.9 shows the same data as Figure 5.2, but after scaled subtraction of the 

control sample. It can be compared to Figures 5.3 to 5.5 which are the result of 

subtraction using a fixed scaling factor. Note that in the m/z 231 chromatogram 

the peak at 14.35 minutes is now more distinct. That same peak in the TIC is also 

more distinct, but it has shifted slightly so that its maximum occurs at 14.33 

minutes. 
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Figure 5.9:  Result of scaled subtraction 
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Figure 5.10: TIC chromatogram before and after subtraction 

Figure 5.10 shows the TIC chromatogram from a sample after the administration 

of a drug in another experiment, together with the TIC chromatogram obtained by 

subtracting the data from the control sample. These samples are the same as those 

used for the difference plot in 3.3.3. Investigation showed that the peak at 11.86 

minutes was significant in this experiment, and it is clearer in the subtracted data. 
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Figure 5.11:  Manual background subtraction 

Figure 5.11 shows a spectrum from another sample of the same experiment; the 

spectrum has been obtained using manual background subtraction to remove the 

baseline.  The same spectrum using scaled subtraction of the data from the 

corresponding blank sample is shown in Figure 5.12. 
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Figure 5.12:  Scaled subtraction of corresponding blank sample 

The mass spectrum from the scaled subtraction is notably cleaner than that from 

the original data. 
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Chapter 5: Scaled Subtraction 

5.4 Summary 

Scaled subtraction can be used to reduce the signal from compounds that are 

common to two samples. The method relies on the spectrum-based alignment 

method of Chapter 4. 

The choice of sample to use as subtrahend can be left to the operator. For 

automatic use, a strategy for choosing the sample has been devised using a 

travelling salesman problem optimal tour. 

Scaled subtraction does not always completely remove the signal, but it can be 

seen as a method to improve the quality of the data. The results of experiments 

are presented in Chapter 6. 
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CHAPTER 6 

EXPERIMENTAL RESULTS 

The methods of similarity assessment, spectrum-based alignment and scaled 

subtraction have been tested in various experiments using data provided by HFL 

that were collected during its normal operations. 

The existing “automatic processing” at HFL is described. This process is treated 

as a “black box” which cannot be changed. Some results from the process are 

analysed to investigate possibilities for further processing of those results. Some 

of the input data is investigated to find out how similar the chromatograms are. 

Finally, experiments are described in which scaled subtraction is used to pre-

process the data in order to improve the results of the automatic processing. 

6.1 Source of the data 

6.1.1 Operations at HFL 

This section describes how GC/MS was used at the time of this research (2005 to 

2008) for basic fraction and volatile fraction screens of equine and canine urine 

samples. Other screening procedures were used, including enzyme-linked 

immunosorbent assay (Lister, 2002). In November 2008, the company announced 

the purchase of three Orbitrap high-accuracy mass spectrometers (Quotient 

Bioscience, 2008). 

HFL used several different models of low-resolution GC/MS equipment which 

were made by various manufacturers. All of the data was converted to 

HP/Agilent format and processed using ChemStation software to search a library 

of known drugs and their metabolites. The result was a report which included a 

list of possible matches. The matches were checked and validated by human 
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Chapter 6: Experimental Results 

analysts, and the results were entered into a laboratory information management 

system. 

The library search was careful not to miss positive samples. Experience had 

shown that a fairly wide RRT tolerance was needed to allow for the variation 

between runs. Since the amount of a banned compound in a sample can be very 

small, and urine is a complex mixture with a high probability of co-eluting 

compounds, the match quality for a genuine match could be quite low. 

Approximately 200 samples per week were subjected to the equine urine basic 

fraction screen, and of these, approximately 99% were negative samples with 

none of compounds that were being screened for. However, at least one false 

match was listed for each sample. It is these false matches that make the process 

of checking the reports tedious and time-consuming. 

Note that the proportion of negative samples being around 99% does not mean 

that 1% of samples are “positive” in the sense that there is any inappropriate 

conduct. A sample can contain certain compounds that are only allowed in 

particular cases. For example, a “Therapeutic Use Exemption” may be granted to 

permit a prohibited compound to be used for treatment of a medical condition. 

Such a sample is flagged as positive at the analytical stage of testing, and the 

circumstances of the case are reviewed at a later stage. 

The sample preparation for the GC/MS screen included the addition of three 

internal marker compounds to check that the analytical process is working; these 

compounds are referred to as MTPAP, D3-morphine, and 6-bromo-2-napthol. 

The samples were also derivatised, so that many of the identified compounds were 

the trimethylsilyl (tms) derivatives of drugs or their metabolites. 

The samples were processed in batches of 20. Every day a sample that had been 

spiked with approximately nine drugs was included in the samples tested by each 

spectrometer. The spiked sample is referred to as a “system suitability” (SS) test. 
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Chapter 6: Experimental Results 

6.1.2 Automatic processing 

The automatic processing to find peaks and perform library searches was 

implemented by macro scripts created by HFL for the ChemStation software 

supplied by HP/Agilent. In terms of the steps listed in Section 2.5, the processing 

consisted of quantisation of m/z values, peak detection, background subtraction, 

and library search. 

The quantisation rounded down any m/z values with a fractional part less than 0.7, 

and rounded up other values. 

No filtering was needed to smooth the data along the retention time axis. Figure 

6.1 is a screenshot from AMDIS with part of the m/z 249 chromatogram in which 

each blob represents the abundance from one scan. The figure shows that in the 

gap between the two peaks there is no appreciable noise with high frequencies. 

Although there is a low peak in the gap, if it were smoothed away the smoothing 

process would also greatly reduce the large peaks. 

Figure 6.1: Part of a typical extracted ion chromatogram 

The software detected peaks in the TIC chromatogram. It also detected them in 

the extracted ion chromatograms for certain m/z values and ranges that were 

specified by the script. These were chromatograms that were known to be 

particularly discriminative; for example, m/z 371 can be used to detect the tms 

derivative of codeine (Hudson and Maynard, 2002). The RRT value for the peak 

was calculated by comparison with the retention time of the MTPAP internal 

110 



    

  

              

           

             

               

           

               

               

          

             

       

             

                

               

        

              

               

                  

                

               

          

           

             

           

              

        

              

                  

              

Chapter 6: Experimental Results 

marker, with an adjustment to the measured retention times because of the use of 

a programmable temperature vapouriser injector (HFL, 1998c). The formula is 

RRT = (RTcompound – 2 minutes) / (RTMTPAP – 2 minutes) (6.1) 

For each detected peak, the mass spectrum was created by taking the scan at the 

apex and subtracting the scan at the start of each peak. 

The mass spectrum for each detected peak was searched for in a library of over 

2000 mass spectra that had been assembled by HFL over previous years. If no 

good quality match was found, other external libraries were searched. 

For each sample, the automatic processing produced a summary result file, a hard 

copy report, and a “short result file”. 

For each peak detected in the TIC chromatogram, the summary file listed the 

retention time, RRT, and peak area as a percentage of the entire TIC. For each 

match found in the HFL library, it listed the name of the compound, the match 

quality and the RRT value in the library. 

To reduce the number of possible matches that needed to be checked by an 

analyst, a filter was applied to the library search. This applied rules that depend 

on the type of library entry. For a compound that has an RRT value in the HFL 

library and which is marked as a known drug or metabolite, the rule is that the 

match quality must be greater than 30 and the observed RRT must agree with the 

expected RRT within a certain window (Hudson and Maynard, 2002). 

The four-page hard copy report included the TIC chromatogram, several extracted 

ion chromatograms, and the filtered list of possible matches. Each extracted ion 

chromatogram showed a particular retention time window for a particular m/z 

value so that the analyst could quickly check for the presence of internal markers 

or the absence of a particular common drug. 

The filtered list of possible matches was also available for further analysis as the 

short result file. An example is shown in Table 6.1. The number at the start of 

each line is the retention time in minutes. Within the substance names, “(IM) ” 
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Chapter 6: Experimental Results 

indicates an internal marker and “( m/z x,y ) ” indicates the mass-to-charge 

ratios of the two largest peaks in the library mass spectrum. 

Table 6.1: Example of a short result file 

8.63 » Ephedrine - bis -TMS( m/z 73,130 ) 
8.63 » Methoxyphenamine TMS( m/z 73,130 ) 

10.94 » Lignocaine - desethyl - bis TMS( m/z 73,130) 
11.08 » 6-Bromo-2-Napthol TMS (IM)( m/z 200,296 ) 
11.71 » MTPAP (IM)( m/z 249,263 ) 
12.54 » Probenecid-tms( m/z 328,329 ) 
13.04 » Mepyramine - O desmethyl TMS( m/z 58,179 ) 
13.72 » D3 Morphine bis TMS (IM)( m/z 45, 73 ) 
15.23 » Nalbuphine-bis-tms( m/z 73,446 ) 

All the chromatogram data was archived. The files from a small number of 

samples that had tested positive were kept online, and the corresponding hard 

copy reports were printed out. These were used for training the analysts who 

review the results of the automatic processing. 

For this research, no systematic summary of results was available that showed 

which samples had tested positive for particular compounds. 

6.1.3 Sample data sets 

Sample set A consists of 20 samples of equine or canine urine. The 

chromatograms each contain 2760 scans with retention times every 0.25 seconds 

from 4.1 to 15.6 minutes. The m/z values range from 40 to 550. 

Sample set B consists of 10 samples, one of which was a true positive sample. 

The chromatograms each contain 3840 scans with retention times every 0.25 

seconds from 4.0 to 20.0 minutes. The m/z values range from 40 to 550. 

Sample set C consists of 23 samples, from four different batches and including 3 

system suitability tests. The chromatograms each contain 1608 scans with 

retention times every 0.5 seconds from 6.6 to 20.0 minutes. The m/z values range 

from 40 to 550. 
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Sample set D consists of 977 samples of equine urine. This research only 

considers the short result files produced for these samples during routine analysis 

of the basic fraction. 

For processing by the correlation program written for this research, the files for 

each sample in sets A, B and C were converted from ChemStation format into a 

single text file with the format that is shown in Table 2.2. For a chromatogram 

with 2760 scans and a range of 511 m/z values, the size of the text file is about 10 

megabytes. 

6.2 Common false matches 

6.2.1 Exploratory data analysis 

A manual study of the reports and result files for 10 negative samples was carried 

out to investigate the properties of the false matches that were listed. The 

conclusions in Table 6.2 were not in fact very valuable in themselves, but they 

give a feel for what would need to be done to address the false matches on a 

compound by compound basis. 

Table 6.2: Manual study of negative samples 

The repeatability of the relative retention time (RRT) values for the internal 
markers is very good (within 0.003). But results from other 
chromatographs, or from the same chromatograph on different days, may be 
less consistent. 

It would be worthwhile to examine the chromatograms to investigate why 
the match quality is so low for 6-bromo-2-napthol tms (IM) in sample 
215578, and why it is low for D3 morphine bis tms (IM) in all the samples. 

Methylpseudoephedrine tms, fenfluramine, and mephentermine could all be 
misidentifications of the same compound at RRT 0.585. 

Phenylpropanolamine tms could perhaps be rejected on the grounds of the 
large RRT-error (0.068) and small area (0.04%). 

Pholedrine tms could perhaps be rejected on the grounds of the large RRT-
error (0.031). 

Ephedrine-OH metabolite-bis-tms could be a misidentification of two 
different compounds at RRT 0.818 and 0.852. In the latter case it could 
perhaps be rejected on the grounds of the large RRT-error (0.049). 
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Etilefrine bis tms could perhaps be rejected on the grounds of the small area 
(0.08%) and the low quality of the match (37). 

Fluoxetine is a common peak, being listed for 5 of the 10 samples. It could 
perhaps be rejected on the grounds of the large RRT-error (0.055) and the 
low quality of the matches (33). 

Levodopa tris tms could perhaps be rejected on the grounds of the large 
RRT-error (0.050) and the low quality of the matches (37). 

Carphedone tms could perhaps be rejected on the grounds of the low quality 
of the match (25 for the TIC-peak). 

Mepyramine-O desmethyl tms is a common peak, being listed for 5 of the 10 
samples. It cannot be rejected on the basis of the information in the 
automatic report because the RRT-error (0.004) is so small. 

Timolol acid metabolite-tri-tms and timolol morpholine ring OH metabolite-
bis-tms could be misidentifications of same compound at RRT 1.197. 

Codeine tms could be a misidentification of the internal marker D3 
morphine bis tms (IM) at RRT 1.218. 

Fenspiride tms could perhaps be rejected on the grounds of the low quality 
of the match (35). 

6.2.2 Frequency of matching 

To obtain statistics of how many of the false matches related to each entry in the 

library, an analysis of the short result files for sample set D was carried out. 

It is assumed that almost all of the samples had a negative result, and so for 

simplicity all of the matches (except those for internal markers) are referred to 

here as “false matches”. Although they probably include some true matches, 

these are so few that they cannot markedly affect the statistics. 

Parts of the output from the analysis script are shown in Table 6.3. The first 

number on each line shows how many files there were that included the particular 

compound. The list is sorted by the frequency count. Duplicate matches for the 

same compound in one sample are counted only once, even if they are listed for 

different retention times. These duplicates often happen because the peak for a 

compound in an extracted ion chromatogram occurs at a slightly different 

retention time than its peak in the TIC chromatogram. 
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Chapter 6: Experimental Results 

Table 6.3: Analysis of short result files 

There are the three internal markers: 

976 » MTPAP (IM)( m/z 249,263 ) 
874 » 6-Bromo-2-Napthol TMS (IM)( m/z 200,296 ) 
462 » D3 Morphine bis TMS (IM)( m/z 45, 73 ) 

and 22 library entries that are responsible for over half of the false 
matches: 

465 » Mepyramine - O desmethyl TMS( m/z 58,179 ) 
392 » Pholedrine TMS( m/z 58, 73 ) 
257 » Oxycodone-tms( m/z 73,387 ) 
245 » Probenecid-tms( m/z 328,329 ) 
197 » Pseudoephedrine TMS( m/z 58, 59 ) 
178 » Levodopa tris TMS( m/z 73,267 ) 
132 » Oxilofrine bis TMS( m/z 58, 73 ) 
124 » Timolol acid metabolite -tri-tms( m/z 73, 86 ) 
123 » Ephedrine-OH metabolite-bis-tms( m/z 58, 73 ) 
119 » Nadolol-tri-tms( m/z 73, 86 ) 
114 » Aminopicoline TMS( m/z 165,166 ) 
103 » Timolol morpholine ring OH metabolite-bis-tms( m/z 73, 86 ) 
100 » Methamphetamine( m/z 42, 58 ) 
100 » Minoxidil tetra TMS( m/z 468,469 ) 

87 » Salicylic acid TMS( m/z 73,267 ) 
81 » Nitrazepam - 7-amino - bis TMS( m/z 73,394 ) 
80 » Oxilofrine tris TMS( m/z 73,130 ) 
77 » Carteolol mono tms( m/z 58, 86 ) 
75 » Hydroxyephedrine - tris - TMS Rrt 0.87( m/z 73,130 ) 
73 » Codeine tms( m/z 73,178 ) 
71 » Amineptine-Hydroxy C5 metabolite bis TMS( m/z 191,280 ) 
70 » Propoxycaine TMS( m/z 86, 99 ) 

The rest of the list is omitted here, but it finishes with 137 matches 
that only occur in one result file. For example: 

1 » tetramisole( m/z 148,204 ) 

Within the 977 files there were a total of 6388 false matches, an average of 6.54 

false matches per sample. 

There were 435 different compounds that were listed as a false match. The 

commonest false match (mepyramine-O desmethyl tms) was listed for 465 of the 

samples. There were 22 compounds that were listed for 70 or more samples, and 

they were responsible for just over half the false matches. There were 137 

compounds that were listed for just one sample. 

The distribution of matches per compound is shown as a cumulative frequency 

plot in Figure 6.2. 
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Figure 6.2: Cumulative frequency analysis of false matches per compound 

6.2.3 Discussion 

It would be possible to carry out an intensive study of an individual compound 

that often occurs as a false match to find out how the false matches can be 

distinguished from true matches of that compound. However, the long tail of 

uncommon false matches means that the problem of false matches cannot be 

effectively solved just by improving the correct detection of a few compounds. 

For each compound being considered, there may be several ways to reduce the 

false match rate. It may be possible to refine the library entry so that the mass 

spectrum and retention time closely reflect what is observed in samples that 

contain the compound, and then a tighter tolerance could be required for that 

compound in future. If it is noticed that a particular compound is only detectable 

in blood samples, then any match reported for that compound in a urine sample 

could safely be ignored as a false match. 

Hudson and Maynard (2002) suggest the possibility of using a neural network to 

assess the summary result file and assign a probability that the sample is negative. 

However, a neural network can only be used if it can be trained on enough 

samples. The match quality, peak size, and difference between the observed and 
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Chapter 6: Experimental Results 

library RRT values for a matched peak could be used as inputs to the network. 

The output function could be used to set a combined tolerance of the three figures 

that would define a possible match, instead of using the rules for match quality 

and RRT which HFL have established by experience. To rigorously estimate the 

probability of the sample being negative, the training would have to be based on 

information about the proportion of real samples that are positive. 

A network could be trained on the matches for just one compound, to give a 

tolerance specifically for that compound. However, this would require enough 

training samples with matches for that compound. Also, when trained correctly 

on a very common false match, the network would be likely to conclude that even 

a high match quality indicates a negative sample. In such a case, the compound 

would never be detected by the screen, as if it were omitted from the library. 

If all the matches were used in one network with separate inputs for each 

compound, it would be possible to find patterns that involve several compounds. 

It is reasonable to expect such patterns to exist; for example, if a drug and some of 

its metabolites are identified in the same sample, it is convincing proof that the 

drug was present. However, the number of inputs to the network would be large, 

three for each compound being considered, and very many positive samples 

would be needed for the training. It might be possible to select a group of related 

compounds and create a smaller network just for them, but this would require 

biochemical knowledge and it would only solve part of the problem. 

Notwithstanding the theoretical issues, there is also a pragmatic consideration that 

the necessary sample data was not available for creating a neural network solution 

to the problem, and so this approach has not been pursued. 

6.3 Variation of retention time 

To evaluate the RRT tolerance used in the library search and the need for 

retention-time alignment, an analysis was carried out to assess the consistency of 

retention times. 
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6.3.1 Common false matches 

The analysis for common false matches found some matches were reported with 

RRT values that form several clusters. For example, the RRT values reported for 

pholedrine tms ranged from 0.686 to 0.805, with clusters around 0.687, 0.697, 

0.708, 0.720, and 0.742. This could have been the result of a number of different 

compounds each being identified as pholedrine tms, or it could have been the 

result of one compound having different RRT values when analysed by different 

instruments. 

6.3.2 Internal markers 

Because there are not many positive samples, it is hard to find retention times of 

actual drugs for comparison, and it is better to use the times of compounds that are 

common to many samples. The times for the three internal markers were 

investigated because they were already identified in the short result files. 

Each sample is expected to contain the three internal markers. However, only an 

extremely small quantity of D3 morphine is added to each sample. The amount is 

sufficient to generate a peak that can be detected in the extracted ion 

chromatogram for m/z 432, but it is not always enough for the corresponding mass 

spectrum to be identified by the library search. Likewise, 6-bromo-2-napthol is 

not always identified by the automatic processing. 

The 977 samples considered were the same samples that were analysed in Section 

6.2 for common false matches. The internal marker MTPAP was matched in 

99.9% of these samples (all except one of them); 6-bromo-2-napthol tms in 

89.5%; and D3 morphine bis tms in 47.3%. From the 438 files that listed all three 

internal markers, the RRT of two of markers were calculated relative to that of 

MTPAP. 

The RRT values for 6-bromo-2-napthol tms ranged from 0.898 to 0.938, 

compared with its library value of 0.929. The values for D3 morphine bis tms 

range from 1.204 to 1.225, compared with its library value of 1.219. The 

distribution of the results is shown in Figure 6.3. 
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Figure 6.3: Relative retention times of internal markers 

6.3.3 Discussion 

The variation of retention times is considerable, and the use of RRT values does 

not eliminate the variation. The clustering in Figure 6.3 reflects the use of at least 

4 chromatographs with routine maintenance that included removing a small initial 

portion of the column. 

It was already known that the RRT values suffered from variation. For filtering 

the library search results, the RRT window described by Hudson and Maynard 

(2002) had a tolerance of plus or minus 5%. Further experience led to the use of a 

slightly wider window, as shown in Figure 6.4, with a consequent increase in the 

number of false matches being reported. 
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Figure 6.4: Window for matching relative retention times 

Using an alignment method to improve the repeatability of retention times is of 

limited use when searching an existing library, because the retention time 

information in the library would also have to be re-established using the alignment 

method to get comparable results. The long tail of common false matches means 

that a large number of compounds would have to be re-analysed. In the case of a 

compound that is not readily available, such as a drug metabolite, considerable 

effort might be required. 

The initial exploratory analysis found that within a batch the retention time varied 

little; the RRT values agreed within 0.003. For purposes such as scaled 

subtraction, alignment can be used to adjust the times within a batch; there is need 

for them to agree with any times from other samples. 

6.4 Similarity of chromatograms 

6.4.1 Sample set C 

The chromatograms of sample set C are compared by calculating a distance value 

between each pair, which in the notation of Chapter 3 is defined as 

D = ∑ (1− Ci ,µ (i ) ) 
i 
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Chapter 6: Experimental Results 

For these samples D is equal to 1508(Dcomp)
2. Multidimensional Scaling (MDS) is 

used to project the samples as points on a two-dimensional plot, as shown in 

Figure 6.5. 

SS SS 

SS 

MS-11 
27 Feb 2006 

27 Feb 2006 
MS-15 

19 May 2005 

13 Apr 2005 

Figure 6.5: Multi-Dimensional Scaling plot showing clusters 

The plot shows that the results can be clustered according to which instrument the 

samples were analysed on, or the day analysis was performed. This is not an 

objective of the analysis, so subsequent experiments have looked at processing the 

data from just one batch of samples. 

6.4.2 Sample set A 

From a matrix of Dcomp distances for sample set A, the MDS plot (Figure 6.6) 

shows the division between the 11 equine samples (numbers 1, 2, and 12 to 20) 

that it has put on the right-hand side and the 9 canine samples (numbers 3 to 11) 

that are the left-hand side of the diagram. 
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Figure 6.6: Multi-Dimensional Scaling plot of sample set A 

Figure 6.7 is a cluster analysis dendrogram from the same distance matrix. It 

shows that the primary division is into canine or equine samples, although 

samples 1 and 2 are separated from the rest of the equine samples by a distance 

almost as large as that which separates them from the canine samples. 

122 



    

  

 
      

 
      

            

            

 

Chapter 6: Experimental Results 

Figure 6.7: Dendrogram using Dcomp 

Figure 6.8: Dendrogram using Dcomp2 

Using the alternative definition of the distance measure (Dcomp2) gives a slightly 

different result, but the primary division is still between equine and canine 

samples. 
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Chapter 6: Experimental Results 

6.4.3 Estimation of intrinsic dimension 

The Dcomp values can be used together with the definition of Chávez et al. 

(equation 3.10 in Section 3.1.4 above) to estimate an intrinsic dimension of a set 

of samples, determined by the presence or absence of compounds. Figure 6.9 

shows a histogram of these distances for sample set A. 
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Figure 6.9: Histogram of distance values 

The average distance is 0.292 with a standard deviation of 0.0684, so the intrinsic 

dimension is estimated as (0.292 * 0.292) / (2*0.0684 *0.0684) = 9.14. 

A much larger dimension is suggested by the number of components found by the 

peak detection procedure of AMDIS. For sample 1 in sample set A, it finds 732 

components. This is an estimate of the chemical rank, and the intrinsic dimension 

will be less if certain compounds always occur together in the same samples. 

However, considering that urine is the result of a complex biological process, it 

would be a bold claim that the presence or absence of least 732 compounds can be 

modelled by just 9 variables. This suggests that no real significance can be 

attached to these figures. To be reliable, the Chávez dimension may need the 

comparison of much more than 20 chromatograms. 
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It is not common to see the Chávez formula being used with GC/MS data. 

Ramakrishnan et al. (2006) used it to find the intrinsic dimensions of some protein 

mass spectrum datasets; and they reported these as 579, 445, 176, and just 0.62. 

The histograms shown in their paper have their maxima at an end of the range and 

do not show anything like a normal distribution, so their results may also have 

limited validity. 

6.4.4 Discussion 

Figure 6.5 shows that the system suitability tests are grouped with other tests on 

the same instrument, instead as being shown in a group on their own. The fact 

that they have been spiked with several drugs is not sufficient to distinguish them 

on the basis of a single distance measure. This is not very surprising considering 

the complexity of the samples. 

Note that the classification of urine as either equine or canine is not an objective 

of this research, since in a screening operation the origin of the samples is 

assumed to be known. However, an ability to distinguish the source of samples 

could be used for detecting the fraudulent substitution of samples, which is 

something that has occurred in the past. 

6.5 Scaled subtraction 

The experiments to test the effectiveness of scaled subtraction are summarised 

diagrammatically in Figure 6.10. The number of matches from the subtracted data 

is compared with the number of matches when the original data is searched. 
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Alignment 

Scaling 

Subtraction 

Peak detection 

Library search 

Calculate match count 

original data 

Calculate difference 

reduction in match count 

Figure 6.10: Data-flow diagram for the experimental process 

6.5.1 Match counts 

The success of the process is measured by considering the number of matches 

reported by the library search. The “match count” does not include the internal 

marker (“IM”) or any duplicates of the same named compound. Duplicates 

usually occur when the same compound has been detected as a peak in adjacent 

scans, and they have to be separately checked by the analyst. 

For example, the short result list for sample number 14 of set A (shown in Table 

6.4) has a match count equal to 5, because MTPAP is not counted and aminacrine 

is only counted once. After subtraction of data from sample 13 the match count is 

2. The reduction in match count is thus 3. 
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Chapter 6: Experimental Results 

Table 6.4: Short result file before and after subtraction 

Original short result file: 

7.00 » Gentisic acid - tris - TMS 
9.28 » MTPAP (IM) 
9.29 » MTPAP (IM) 

11.40 » Trimethoprim - bis - TMS 
11.66 » Aminacrine 
11.67 » Aminacrine 
11.86 » Naloxone tms 
11.87 » Trimethoprim 

Short result file from automatic processing of subtracted data: 

11.40 » Trimethoprim - bis - TMS 
11.86 » Trimethoprim 

6.5.2 Main experiment 

The main experiment consisted of subtracting each sample in sample set A from 

every other sample in that set. Base-peak scaling was used. A complete table of 

the match counts for each subtracted data file is shown in Appendix C, and as 

examples the results using sample A/20 as the subtrahend are shown in Table 6.5. 

The samples of equine urine are denoted by the letter “e” and the canine samples 

are denoted by the letter “c”. In those cases where the match count is greater for 

the subtracted data than it is for the original data, the reduction in match count is 

recorded as a negative number. 

Table 6.5: Match counts using sample A/20 as the subtrahend 

Sample 
name Subtrahend 

Match 
count 

without 
subtraction 

Match 
count 
after 

subtraction 

Reduction 
in match 

count 

A/1 e A/20 e 5 3 2 
A/2 e A/20 e 4 2 2 
A/3 c A/20 e 6 2 4 
A/4 c A/20 e 3 1 2 
A/5 c A/20 e 3 5 -2 
A/6 c A/20 e 3 2 1 
A/7 c A/20 e 4 2 2 
A/8 c A/20 e 7 6 1 
A/9 c A/20 e 3 5 -2 
A/10 c A/20 e 5 2 3 
A/11 c A/20 e 4 3 1 
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Sample 
name 

Subtrahend 

Match 
count 

without 
subtraction 

Match 
count 
after 

subtraction 

Reduction 
in match 

count 

A/12 e A/20 e 4 1 3 
A/13 e A/20 e 4 1 3 
A/14 e A/20 e 5 2 3 
A/15 e A/20 e 3 0 3 
A/16 e A/20 e 4 1 3 
A/17 e A/20 e 4 1 3 
A/18 e A/20 e 2 1 1 
A/19 e A/20 e 4 2 2 

TOTAL 77 42 35 

The average match count of the original 20 samples was 3.9. The average match 

count of the 380 subtracted chromatograms was 2.3. 

All subtracted datasets 
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R2 = 0.1823 

-8 

-6 

-4 

-2 

0 

2 

4 

6 

8 

0 0.05 0.1 0.15 0.2 0.25 0.3 0.35 0.4 0.45 0.5 

Distance between samples 

R
ed

u
ct

io
n 

in
 m

at
ch

 c
o

u
n

t 

All 

Linear (All) 

Figure 6.11: Reduction in match count against Dcomp 

The trend line of Figure 6.11 shows that subtracting a sample with a smaller 

distance gives a larger reduction of match count. In other words, subtracting a 

more similar sample gives a better result. 

The Pearson correlation coefficient (R) can be used to test the significance of the 

relationship. When the number of observations (n) is greater than 120, 

128 



    

  

           

              

                

               

               

          

               

    

               

                 

             

                

               

              

          

         

       

     

     

     

     

 

              

               

      

            

                

             

     

Chapter 6: Experimental Results 

)1/()2( 2RnR −− follows a tn-2 distribution if two variables are uncorrelated and 

normally distributed (Upton and Cook, 2006). In this case, n = 380 and 

R = −0.427 and the resulting value of 9.18 easily exceeds 2.58 which is the critical 

value for the t-distribution for large samples at a significance level of 1%. An 

objection can be raised to this test that the 380 subtracted datasets are not truly 

independent, but similar results of statistical significance are obtained when 

considering the 19 results for one sample on their own, or the 19 results from 

using the same subtrahend. 

In general, it would be unusual for a screening operation to test mixed types of 

sample, such as equine and canine urine. It is possible that the effect of getting a 

larger reduction of match count when using a more similar sample as subtrahend 

only reflects the fact that samples of one type are more similar to those of the 

same type than those of the other type. However, analysing the results of equine 

and canine samples separately gives the trend line values shown in Table 6.6, and 

they confirm that the effect also applies within each type. 

Table 6.6: Trend line coefficients for equine/canine subtractions 

Sample type Subtrahend type y-intercept slope R2 

equine equine 3.7953 –7.0056 0.1014 

equine canine 5.4074 –11.231 0.2000 

canine equine 7.6417 –18.850 0.1464 

canine canine 7.7038 –24.113 0.4947 

These results suggest that the best result would be obtained by using the most 

similar sample in the set as the subtrahend. By doing this, the average match 

count is reduced to just 1.5. 

Separate analyses using just canine samples and just using equine samples give 

similar results as shown in Table 6.7. Note that within the whole set of samples, 

the most similar sample to an equine sample was another equine sample, and 

likewise for the canine samples. 
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Table 6.7: Average match counts for sample set A 

Sample type 
Average match count 

Original data 
Using all other samples in 
the group as subtrahend 

Using the most similar 
sample as subtrahend 

Equine 3.6 (11 cases) 1.9 (110 cases) 1.6 (11 cases) 

Canine 4.2 (9 cases) 2.7 (72 cases) 1.3 (9 cases) 

All samples 3.9 (20 cases) 2.3 (380 cases) 1.5 (20 cases) 

Figure 6.12 shows the same match count reduction values plotted against Dquant. 

The smaller correlation coefficient, R = −0.276, shows that Dquant is less effective 

at predicting the match count reduction than is Dcomp. 
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Figure 6.12: Reduction in match count against Dquant 

A similar but smaller experiment was performed with sample set B. For each 

sample, two other samples were chosen to be the subtrahend by following an 

optimal tour as described in Section 5.3.4. The two samples were chosen by 

following the tour in each direction. The match counts are shown in Table 6.8. 

130 



    

  

         

 
  

  
 

 

  
  

  
  

     

     
     
     
     

     
     
     
     
     
     

     

     
     
     
     

     
     
     
     
     
     

     

     
 

             

               

    

    

              

              

    

                

               

              

                

Chapter 6: Experimental Results 

Table 6.8: Match counts for sample set B 

Sample 
name Subtrahend 

Match count 
without 

subtraction 

Match count 
after subtraction 

Reduction in 
match count 

SAMPLE3 SAMPLE8 10 6 4 
SAMPLE6 SAMPLE15 12 9 3 
SAMPLE8 SAMPLE16 15 10 5 
SAMPLE9 SAMPLE13 10 4 6 
SAMPLE11 SAMPLE6 18 4 14 
SAMPLE12 SAMPLE11 12 12 0 
SAMPLE13 SAMPLE19 14 16 −2 
SAMPLE15 SAMPLE9 9 6 3 
SAMPLE16 SAMPLE12 14 7 7 
SAMPLE19 SAMPLE3 16 13 3 

SAMPLE3 SAMPLE19 10 12 −2 
SAMPLE6 SAMPLE11 12 7 5 
SAMPLE8 SAMPLE3 15 7 8 
SAMPLE9 SAMPLE15 10 7 3 
SAMPLE11 SAMPLE12 18 9 9 
SAMPLE12 SAMPLE16 12 5 7 
SAMPLE13 SAMPLE9 14 13 1 
SAMPLE15 SAMPLE6 9 3 6 
SAMPLE16 SAMPLE8 14 5 9 
SAMPLE19 SAMPLE13 16 10 6 

TOTAL 260 165 95 

The average match count of the 10 samples without subtraction was 13.00; the 

average for the 20 subtracted datasets was 8.25. This is an average reduction of 

4.75 matches per sample. 

6.5.3 Effect of alignment 

In order for the subtraction of chromatograms to be effective, it is necessary for 

them to be aligned. An experiment was performed to discover how precise this 

alignment needs to be. 

The data for sample set A was used, and for each sample one other sample was 

chosen to be the subtrahend by following an optimal tour. This solution to the 

travelling salesman problem is shown in Figure 6.13. For sample 1, the chosen 

subtrahend is sample 20; for sample 2, it is sample 1; etc. Although shorter paths 
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can be seen in this 2-dimensional diagram that would avoid using lines that cross 

one another, the tour shown is optimal because the problem that has been solved 

requires the minimisation of the total distance in the full 19-dimensional space. 

Figure 6.13: An optimal tour for sample set A 

After alignment, the chromatograms were deliberately misaligned by 2, 4 or 10 

scans (0.5, 1.0 or 2.5 seconds of retention time) before performing the subtraction. 

Note that the “wiggle room” of the subtraction algorithm still covered 5 scans on 

either side of the misaligned position, and so for the misalignments by 2 and 4 

scans it was possible for the same scan to be selected for subtraction as when 

there was no misalignment. 

The match counts are shown in Table 6.9. (These results are not exactly 

comparable with those in Section 6.5.2 and Appendix C because of changes to the 

library search setup between the dates on which the two experiments were 

performed.) 
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Chapter 6: Experimental Results 

Table 6.9: Match counts for misaligned subtraction 

Sample 
name Subtrahend 

Match 
count after 
subtraction 
(aligned) 

Match count 
after 

subtraction 
with 

misalignment 
of 2 scans 

Match count 
after 

subtraction 
with 

misalignment 
of 4 scans 

Match count 
after 

subtraction 
with 

misalignment 
of 10 scans 

A/1 e A/20 e 6 6 6 8 
A/2 e A/1 e 4 3 9 9 
A/3 c A/9 c 1 1 2 5 
A/4 c A/3 c 2 3 0 1 
A/5 c A/2 e 5 3 2 1 
A/6 c A/5 c 1 0 1 5 
A/7 c A/6 c 3 2 3 2 
A/8 c A/7 c 2 1 1 2 
A/9 c A/10 c 0 0 0 3 
A/10 c A/11 c 0 0 1 4 
A/11 c A/8 c 1 1 1 0 
A/12 e A/13 e 1 1 1 2 
A/13 e A/18 e 2 1 1 1 
A/14 e A/16 e 2 2 2 2 
A/15 e A/19 e 1 1 0 3 
A/16 e A/15 e 1 1 1 3 
A/17 e A/4 c 3 4 1 1 
A/18 e A/14 e 0 4 1 0 
A/19 e A/17 e 2 4 2 1 
A/20 e A/12 e 0 0 0 1 

TOTAL 37 38 35 54 

The total match counts are plotted in Figure 6.14 against the amount of 

misalignment. As explained in Section 5.3.3, the scaled subtraction is expected to 

become less effective as the misalignment reaches the width of the peaks, and so 

the match count will follow a line such as that which has been sketched as a 

dotted line in the figure. 

With no misalignment the total match count for the 20 samples was 37. With a 2-

scan misalignment it was 38, and with a 4-scan misalignment it was 35. These 

figures are not significantly different from 37, because they are affected by 

random factors and the vagaries of the library search process. 
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Chapter 6: Experimental Results 

However with a 10-scan misalignment the total match count was 54, which is 

considerably more than 35. For comparison, the total match count was 78 when 

these samples were originally analysed without subtraction, and so the 

matchcount is expected to tend towards that value as the amount of misalignment 

is increased. 
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Figure 6.14: Total match count for sample set A against the degree of misalignment 

The results of this experiment show that subtraction is effective provided that the 

data is aligned to within a few scans. Therefore there is no need for fractional 

alignment before applying subtraction. 

6.5.4 Effect of scaling 

Most of the subtraction results in this chapter have used “base-peak” scaling of 

the subtrahend. An experiment was performed to compare this with the results 

when using “average” scaling. 

The data for sample set A was used, and for each sample one other sample was 

chosen to be the subtrahend following an optimal tour. The match counts are 

shown in Table 6.10. Using base-peak scaling the total match count for the 20 

samples was 37 (as in Section 6.5.3); with average scaling the total match count 
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Chapter 6: Experimental Results 

was 43. Thus for this sample set, base-peak scaling gives a slightly better result 

than average scaling. 

Table 6.10: Match counts for scaling options 

Sample 
name Subtrahend 

Match count after subtraction 
with base-peak scaling 

Match count after subtraction 
with average scaling 

A/1 e A/20 e 6 10 
A/2 e A/1 e 4 2 
A/3 c A/9 c 1 0 
A/4 c A/3 c 2 1 
A/5 c A/2 e 5 6 
A/6 c A/5 c 1 0 
A/7 c A/6 c 3 3 
A/8 c A/7 c 2 1 
A/9 c A/10 c 0 2 
A/10 c A/11 c 0 0 
A/11 c A/8 c 1 4 
A/12 e A/13 e 1 1 
A/13 e A/18 e 2 3 
A/14 e A/16 e 2 2 
A/15 e A/19 e 1 0 
A/16 e A/15 e 1 1 
A/17 e A/4 c 3 2 
A/18 e A/14 e 0 2 
A/19 e A/17 e 2 2 
A/20 e A/12 e 0 1 

TOTAL 37 43 

6.5.5 True matches 

Performing subtraction to reduce the number of false matches would not be very 

useful if it also removed true matches. To test the effect on true matches, sample 

set B was chosen. It includes a positive sample, SAMPLE19, which contains 

pethidine and some of its metabolites. After removing duplicates and internal 

markers, the library search report on the raw data showed the compounds that are 

in Table 6.11. 
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Chapter 6: Experimental Results 

Table 6.11: Short result file for SAMPLE19 

6.50 » Paracetamol bis TMS 
6.55 » Pholedrine TMS 
6.91 » 4-OH phenethylamine di tms 
6.91 » Tranexamic acid bis tms 
7.00 » Edrophonium TMS 
7.50 » Ephedrine-OH metabolite-bis-tms 
7.50 » Oxilofrine bis TMS 
7.95 » Pethidine 
7.99 » Adrenaline tris TMS 
8.31 » Cyclandelate TMS 
8.74 » Pethidine-desmethyl- OH metabolite tms 
9.31 » Levodopa tris TMS 
9.35 » Pethidine OH metabolite-tms 

10.40 » Mepyramine - O desmethyl TMS 
10.53 » Methadone metabolite 
11.32 » Pheniramine - Hydroxy TMS 

When the data for SAMPLE3 (the next sample following an optimal tour) is 

subtracted, the library report showed the compounds in Table 6.12. 

Table 6.12: Short result file for SAMPLE19 minus SAMPLE3 

5.11 » MECAMYLAMINE 
6.58 » Pholedrine TMS 
7.00 » Edrophonium TMS 
7.14 » Isoniazid - bis - TMS 
7.84 » Adrenaline tris TMS 
7.84 » Gentisic acid - tris - TMS 
7.84 » Isoproterenol - tris TMS 
7.95 » Pethidine 
8.74 » Pethidine-desmethyl- OH metabolite tms 
9.35 » Pethidine OH metabolite-tms 
9.98 » PHENINDAMINE 

10.43 » Pethidine - dihydroxy bis TMS 
10.53 » Methadone metabolite 

The three true matches from the original report (pethidine, pethidine-desmethyl-

OH metabolite tms, and pethidine OH metabolite-tms) are all still matched. In 

addition, a match is reported for the related compound pethidine-dihydroxy bis 

tms. 

Pethidine-dihydroxy bis tms (C21H37NO4Si2) is present in the raw data, but it is not 

reported by the library search because it is obscured by another compound. It has 

a molecular mass of 423, and the raw data has a peak in the ion chromatogram for 
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Chapter 6: Experimental Results 

m/z 423 at retention time 10.44 minutes. Figure 6.15 shows the mass spectrum at 

that time. 

Figure 6.15: Mass spectrum of SAMPLE19 at 10.433 minutes 

Figure 6.16 shows a mass spectrum that has been extracted from the subtracted 

data. The peak at 423 is more prominent after the subtraction, and this is likely to 

be the reason why the library search now finds the compound. 

Figure 6.16: Mass spectrum of SAMPLE19 minus SAMPLE3 (peak at 10.433 minutes) 

For the purpose of checking how reliable the detection of this true match is, a 

separate subtraction was performed using the data for SAMPLE13 (the sample 

chosen by following the same optimal tour but in the opposite direction). The 

library report showed the compounds in Table 6.13. 
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Chapter 6: Experimental Results 

Table 6.13: Short result file for SAMPLE19 minus SAMPLE13 

7.35 » Phenylephrine bis TMS 
7.94 » Pethidine 
7.99 » Adrenaline tris TMS 
8.15 » N-DESMETHYL MEPERIDINE 
8.15 » Pethidine-desmethyl 
8.74 » Pethidine-desmethyl- OH metabolite tms 
9.35 » Pethidine OH metabolite-tms 

10.40 » Mepyramine - O desmethyl TMS 
10.43 » Pethidine - dihydroxy bis TMS 
10.81 » Codeine tms 

The three true matches from the original report (pethidine, pethidine-desmethyl-

OH metabolite tms, and pethidine OH metabolite-tms) are all still matched. In 

addition, matches are reported for pethidine-desmethyl and pethidine-dihydroxy 

bis tms. 

A difference plot which highlights the peaks that are present in only one of 

SAMPLE19 and SAMPLE13 is shown in Figure 6.17. An enlarged part of the 

plot is shown in Figure 6.18. This shows that the pethidine differences are smaller 

than some of the other differences, indicating that a difference plot is unlikely to 

work on its own as a way to detect drugs. 
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Figure 6.17: Difference plot of SAMPLE19 compared to SAMPLE13 
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Figure 6.18: Enlarged portion of the plot in Figure 6.17 
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Chapter 6: Experimental Results 

These results show that subtraction can reveal the presence of compounds that 

would otherwise be missed by the analysis. 

6.5.6 True matches in sample set A 

Although sample set A was not chosen for the purpose of checking that scaled 

subtraction preserves true matches, the short result files produced during the main 

experiment do provide some additional evidence. One sample, number 8, 

contained caffeine and the library search of the raw data lists it as a match. Of the 

library searches of the subtracted data from the 19 possible subtractions within the 

sample set, only one search does not list it. The case where the search fails to 

report the compound is the subtraction that used sample 14 as the subtrahend. 

Since sample 14 is equine urine and is very dissimilar to the canine urine of 

sample 8, the process for choosing a similar sample should reduce the chance of it 

being chosen as the subtrahend. 

Likewise a second sample contained trimethoprim. This was detected in the 

library searches for 18 of the subtracted datasets, including the case where the 

data of the most similar sample was subtracted. 

The library search of the subtracted data found some additional matches, and it is 

possible that some of these are true matches that were not found when the original 

data was processed. Such cases can only be discovered by getting a human 

analyst to check through the results for all 380 subtractions to find out which 

matches are genuine. This has not been done as it requires assistance from 

someone with the necessary experience. 

6.6 Summary 

The main objective is to reduce the number of false matches generated by the 

existing automatic processing, and the main experiment to test scaled subtraction 

was a success. The overall average match count per sample was reduced from 3.9 

to 1.5. Base-peak scaling gives better results than average scaling. 
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Chapter 6: Experimental Results 

The more limited experiments to check that scaled subtraction does not prevent 

the detection of true matches were also successful. In the three cases investigated, 

the compound was still identified when the proposed strategy of following an 

optimal TSP tour is used to choose the subtrahend. 

In one case, scaled subtraction revealed a metabolite that was not reported by the 

library search of the original data. This is significant because the possibility of 

detecting extra compounds can be balanced against the possibility of the library 

search failing to detect other compounds in the subtracted data. 

The false matches reported by the automatic processing are for many different 

entries in the library. Although some occur very often, there is a long tail of other 

compounds that make up the bulk of the possible matches that need to be checked. 

Therefore it is difficult to find any strategy, whether designed automatically or by 

hand, to improve the assessment of the summary result files. Simple approaches 

could treat matches of all compounds uniformly, but they have little information 

to utilise beyond what is already used by the match quality and RRT rules that 

have been established by human experience. Approaches that treat individual 

compounds differently would be time-consuming to design and test. 

The observed retention times and RRT values vary considerably. The spectrum-

based alignment process within the scaled subtraction method has only been used 

to align the data from samples within a batch. For data from different 

instruments, it is an open question whether it is easier to use alignment after the 

data has been observed, or to change the setup of the equipment to make the data 

more consistent in the first place. For example, it is possible to maintain the 

column in a way that its length does not change. Whatever method is used to 

achieve greater consistency of retention times, it is desirable to implement it 

before generating a library which contains the information. 

For scaled subtraction, it is only necessary to align the chromatograms to within a 

few scans. 
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Chapter 6: Experimental Results 

The similarity of chromatograms can usefully be measured by a single value such 

as Dcomp which reflects the presence or absence of components within the sample. 

There are two results that support this claim. The scaled subtraction tests show 

that Dcomp is a predictor of the amount of reduction in match count, and that it is a 

better predictor than Dquant. The cluster analysis of sample set A shows that Dcomp 

can be used to classify urine as either equine or canine. 

An attempt to use Dcomp to estimate the intrinsic dimension of sets of GC/MS data 

was inconclusive. 
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CHAPTER 7 

CONCLUSION 

7.1 Contributions 

The contributions of this research are compared with the objectives given in 

Section 1.2. 

Objective 1: To study those characteristics of GC/MS data that are relevant to 

this application. 

The aspects of chromatography and mass spectrometry that are particularly 

relevant to processing the data from a screening operation are set out in 

Chapter 2. Although this material is not new, the selection and arrangement 

of it will be beneficial to any future researchers who come into this area of 

data processing from another background without detailed knowledge of the 

analytical techniques. 

Objective 2: To define new measures of similarity or dissimilarity between 

chromatograms, and to devise methods that assist with the understanding of the 

differences between samples. 

A measure of similarity is defined that compares two mass spectra. Built on 

top of this measure, other measures for comparing chromatograms are 

defined. For each measure, an equivalent distance metric that measures 

dissimilarity is also defined. A difference plot has been devised as a 

visualisation tool to highlight the differences between two samples. 
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Chapter 7: Conclusion 

Objective 3: To develop a new alignment method that allows for the variation of 

retention times between runs. 

A spectrum-based alignment method has been developed which is sufficient 

for aligning the batches of samples that were encountered in this research. 

It is an unusual alignment method as it is explicitly defined in terms of the 

similarity between the spectra in the samples being compared. It is simpler 

than other spectrum-based methods because it does attempt to model the 

exact alignment with a path mapping; instead it uses a simple linear 

mapping with a small “wiggle room” on either side. 

Objective 4: To devise and develop a novel method of modifying the data so that 

the signal of common compounds is removed and an existing library search 

method can be used on the cleaned data. 

The scaled subtraction method has been developed to remove the signal 

from compounds that are also found in another specified sample. 

Objective 5: To develop a strategy for choosing a good sample to use as the 

subtrahend in the new subtraction method. 

The distance measure developed for objective 2 can be used to find samples 

that are similar in the sense that they have many components in common. 

For the scaled subtraction method, a strategy based on the Travelling 

Salesman Problem has been developed to choose subtrahends from within a 

batch of samples. Under certain assumptions it is possible to use this 

strategy to reliably detect a compound that occurs in several samples. 
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Chapter 7: Conclusion 

Objective 6: To evaluate the method by comparing the results with those obtained 

from existing data processing. The requirement is that fewer false matches should 

be reported, while genuine (true) matches should be reported at the current or 

higher rate. 

An experiment showed that the number of false matches can be reduced to 

less than half the current rate. In most cases, true matches from the existing 

processing are preserved, and some additional true matches are reported. 

7.2 Transferability 

To discuss the scope for transferring the contributions of this research to other 

areas, they are considered in the reverse of the order in which they are listed in the 

previous section. 

In principle, the scaled subtraction method can be applied as a pre-processing step 

to any type of screening that uses low-resolution GC/MS equipment to detect 

compounds that occur infrequently. However, screening of samples that only 

contain a few compounds may have little need for subtraction, because the data is 

simple enough for existing library search, and the applicability of subtraction is 

greatest for complex samples with a biological origin. 

Because of the natural variability that occurs in such data, it is difficult to predict 

what will happen when it is subjected to particular processing steps. For example, 

there is the case described in Section 5.3.3 where the MTPAP internal marker was 

expected to be removed by the subtraction process, but the measurements of 

abundance were not sufficiently linear, the removal did not happen completely, 

and the library search detected the marker. Therefore there will be a need to 

extensively validate any application of scaled subtraction on the real data from 

that application; to check both that true matches are preserved, and that false 

matches are being removed. 

Scaled subtraction may not be as useful with more expensive, high-accuracy mass 

spectrometers. With such equipment there is less need to match fragmentation 

patterns in order to identify compounds, because a library search can just look for 
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a compound with a molecular mass that is within a small tolerance of a measured 

m/z value. It is necessary to consider the accuracy of the measurements and to set 

this tolerance, but it is much simpler to do this than it is to consider the similarity 

of mass spectra. Because of this emphasis on the molecular mass, accurate-mass 

data is usually processed with a step that detects the peaks in each scan and 

produces a list of peaks, each with an accurate mass and a retention time. This list 

can be used instead of a data matrix produced by m/z quantisation; and indeed if 

the bins are small, or if large molecules are being analysed, a data matrix 

representation may be unreliable. The argument set out in Section 2.5.2 for 

considering quantisation to be exact does not apply in these cases, and the peaks 

for the same compound in different data files may be assigned to different bins by 

the binning algorithm (Dettmer et al., 2007). If data matrices with uniformly 

sized bins are not created, it is not possible to use the scaled subtraction method as 

it is defined here. 

The idea of subtraction can still be transferred to accurate-mass data by creating 

an analogous process that compares two lists of peaks, removing from one list any 

peak that has a matching peak in the second list. Also the fragmentation pattern in 

a complete mass spectrum can be used for confirmation and structure elucidation, 

and scaled subtraction might be effective in some cases, although analysts are 

likely to prefer to use raw data for these purposes. 

The choice of the subtrahend sample must follow a strategy that is appropriate to 

circumstances of the screening operation. If the samples that are being tested 

come from different origins and it is unlikely that all of them contain a wanted 

compound, the travelling salesman optimal tour strategy that is proposed here may 

be suitable. In other cases it may be necessary to include a control sample in each 

set of tests. 

Screening operations that encounter a large number of false matches will be able 

to improve their productivity by using scaled subtraction, subject to the previous 

comments about validation and subtrahend selection. 
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Chapter 7: Conclusion 

Alignment of chromatograms is an emerging field, with much discussion of the 

old DTW method. The simpler idea of linear alignment that is used here, 

optionally with “wiggle-room” to match individual features, could be much more 

widely used. 

The design of databases to allow efficient searching using a distance metric is 

another emerging field. The metrics defined here for measuring the similarity of 

chromatograms can be used in such a database to search for similar samples. 

They can also be used in pattern recognition, clustering and classification 

applications. 

The calculation here of the Chávez intrinsic dimension of a set of GC/MS data 

adds to the previous publication (Ramakrishna et al., 2006). This recent concept 

is useful when constructing metric space databases, but more work is required 

before it can be applied to GC/MS data. 

The approach used here for understanding the techniques of chromatography and 

mass spectrometry by concentrating on the aspects relevant to processing the data 

can be applied not just to screening, but also to other uses of the techniques. 

Existing texts emphasise matters such as how a vacuum is maintained inside a 

spectrometer when it is connected to the output of a gas chromatograph. Such 

matters are important to the manufacturers of the equipment, but not to those who 

process the data. 

7.3 Further work 

This research can be extended in many directions. Experiments to test the 

effectiveness of any modifications can be time-consuming, so it is necessary to 

choose carefully which directions to explore. 

The similarity measure for a mass spectrum can be modified in the ways 

described in Section 3.2, and especially those implemented by Stein (1999). 

These include scaling abundances by taking a cube root, and giving more weight 

to peaks that have a larger m/z value. Experiments can be carried out to discover 

if these modifications are really improvements. 
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Chapter 7: Conclusion 

An alternative distance measure for chromatograms can be defined using the 

presence of binarised peaks. The creation of a database of such peaks in aligned 

chromatograms (Dixon et al., 2006) opens up the possibility of detecting new 

“unknown” drugs by their uncommonness. 

The difference plots that are introduced here can be enhanced by the inclusion to 

TIC plots for the two samples. Different designs could improve the presentation 

of similarity and significance in the same diagram. For example, an area in which 

both of the chromatograms are just background signal is not significant, so the 

spots could be omitted to highlight other areas where there are equal quantities of 

different compounds. 

Spectrum-based alignment can be refined so that it can be used for more than just 

aligning the chromatograms from the same batch. The practical cases to be solved 

include the comparison of data from different laboratories with a minimum of 

human intervention. The factors to be allowed for include different temperature 

programs, different scan rates, different ranges of m/z values that are recorded, 

and grossly different retention times. The refinements could include changing 

from a linear mapping to a piecewise mapping, which is probably necessary if the 

instruments are using a temperature program that is not linear during period of 

time that is recorded in the chromatogram, and the use of at least one internal 

marker or common compound as a feature to get an initial point on the alignment. 

Improvements in the speed of the algorithm would allow it to be used in more 

applications. 

The alignment method can also be modified to align a whole batch of 

chromatograms to a common timescale, instead of just aligning two 

chromatograms. 

Further testing of scaled subtraction can be carried out using it as a pre-processing 

technique for other forms of library search. This would discover whether the 

method is actually transferable, or whether it just addresses some peculiarities of 

the HP/Agilent ChemStation library search. 
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Chapter 7: Conclusion 

Several of the data processing steps described in Section 2.5 have not been used, 

and they could be applied to screening data in endless variations and 

combinations. One example is the de-skewing of the scan data, which can be 

implemented in the scaling program, and which may improve the cleanliness of 

the data and the reliability of the library search. The alignment and similarity 

calculations can also generate diagnostic information which can be used for 

quality control of the analytical process. 

A subtraction method for high-accuracy mass data can be created, as discussed in 

the section on transferability. 

Instead of selecting one sample as the subtrahend, a synthetic chromatogram can 

be created from many samples. The simplest approach would be to align and 

average the data from the samples. In theory this would produce a chromatogram 

with every compound that is present in any of the individual samples, just as if 

they had been physically mixed before testing. Therefore there is a concern that 

wanted compounds would be included in the synthetic chromatogram and would 

not be detected test samples. It may be that if enough samples are averaged, the 

signal of uncommon compounds would be lost in the noise of the synthetic 

chromatogram and subtraction would not occur. An alternative approach is to 

count how many samples contain each combination of m/z value and aligned 

retention time with an abundance greater than some threshold. 

More work can be carried out to evaluate the effectiveness of scaled subtraction. 

This could use more examples of real data, or it could use synthetic data generated 

by combining real data with a model of how often drugs are present in various 

concentrations. To create such a model would require knowledge of real data so 

that parameters of the model can be made realistic. This leads on to the fact that 

the identification of chemical compounds needs a firm statistical foundation. 

There is a very relevant comment in the draft of a book (van Helden, forthcoming) 

about the application of statistics to bioinformatics: “Bioinformatics is often 

described as a combination of biology and computer science. This view is 

missing an essential point: the vast majority of the questions addressed in this 
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Chapter 7: Conclusion 

domain are fundamentally problems of probabilities and statistics.” These same 

remarks apply equally to the combination of chemistry and computer science. 

The review in Chapter 2 noted the criticism by Berry (2008) that anti-doping 

testing needs a more rigorous statistical treatment. If estimates of the numbers of 

true and false positives and negatives were available Bayesian methods could be 

used. However, the complex nature of the data makes it a challenge to apply any 

statistical techniques. 
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Appendix A 

The sections in this appendix mirror the sequence of headings in the main report. 

(2.2 – Mass spectrometry) 

The mass spectrum in Figure 2.5 is scan 1063 from the subtraction of sample 1 
from sample 8 in sample set A (see Section 6.1.3). 

(2.5.1 – Data collection) 

The data in Table 2.2 comes from sample 338322B. 

(3.2 – Applications) 

The distance measures for Figures 3.5 and 3.6 came from an early version of the 
correlation program that output the sum of 1–C along the alignment. 

The dendrogram in Figure 3.5 was created on 12 Jun 2006 using MATLAB 
version 6 with the Statistics Toolbox and these commands: 

similarity = csvread('totals-ALL.txt'); 
t = transpose(similarity) 
csvwrite('matrix.txt', t); 
Y = csvread('matrix.txt'); 
Z = linkage(Y) 
dendrogram(Z) 

The multidimensional scaling plot in Figure 3.6 was created on 6 Oct 2006 using 
MATLAB version 6 and the toolbox of R. E. Strauss and these commands: 

similarity = csvread('totals-ALL.txt'); 
distance = similarity + transpose(similarity) 
mds(distance) 

The toolbox file (Res6.zip) was downloaded from <http://www.faculty.biol.ttu.edu/ 
strauss/Matlab/Matlab.htm> on 4 Oct 2006. 

Note that the MATLAB Statistics Toolbox has a built-in function called 
cmdscale() to produce MDS plots in April and August 2007. It requires separate 
use of the plot() command. 

(3.3 – Proximities for mass spectra and whole chromatograms) 

The program was developed using Microsoft Visual C++ Express 2005, but it is 
just written in the C subset of the language, so it can be run on any machine that 
supports the C language. 

(3.3.3 – Difference plots) 

The data for Figure 3.9 was produced with these commands: 

OPTION MAXMZ 650 
OPTION FRACTIONAL 

A-1 
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Appendix A 

READ ../../GCMS project/Data/Steroid/315723SC 
READ ../../GCMS project/Data/Steroid/315725SC 
BASELINE 
CORRELATE 1 2 
ALIGN 
DISTANCE 

The difference plots are produced using gnuplot 4.2.2 with commands such as: 

set term postscript eps enhanced colour size 25cm,15cm \ 
"Helvetica" 16 

set output "similarity.eps" 

#set term png size 2000,1500 crop 
#set output 'gnuplot.png' 

reset 

# Reduce margins as much as possible. For further reduction, edit 
# the bounding box in the .eps file to 193 130 705 390 
set view 0,0 
set lmargin 0 
set xrange [7.7:16.0] 
set yrange [0.25:3.0] 
# use default cbrange 
#set logscale ycb 
set logscale y 
# By default the logarithmic scale only has labels at powers of 
# ten 
set ytics add (0.25, 0.5, 2) 
unset ztics 
set label 1 'Retention time (minutes)' at graph 0.0, -0.08 
set label 2 'Relative strength' at graph 1.05, 0.40 rotate by 90 
set colorbox user origin 0.82,0.45 size 0.03,0.30 
# Note: the rotate option seems to have no effect on cblabel 
set cblabel 'Spectrum similarity' offset -1,0 rotate by 180 

# use splot instead of plot because it allows a palette of colours 
# depending on the z value 
# "splot lc palette ps variable" uses four pieces of data for 
# "x:y:color:size" 
splot '..\..\Analysis\Steroid\distance315723SC-315725SC.txt' \ 

using 3:(sqrt($4/$5)):8:(exp((log($4+$5))/3)/200) \ 
with points lc palette pt 7 ps variable notitle 

(4.3.2 – Correlation bitmap) 

The correlation bitmap in Figure 4.3 was produced on 6 Feb 2006 using an early 
version of the correlation program and samples 215577B and 215578B. 

(4.3.3 – Basic method) 

A Pentium 4 computer took 190 seconds to align and subtract 19 pairs of 
chromatograms from sample set A (see Section 6.1.3). 
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Appendix A 

(5.3.1 – Subtraction of mass spectra) 

Spectra A and B in Figure 5.6 are scan 1113 from samples 8 and 9 of sample set 
A (see Section 6.1.3). 

(6.1.2 – Automated processing) 

The example short result file is from sample 236194B. 

(6.1.3 – Sample data sets) 

Sample set A consists of 20 normal samples (supplied 19 Oct 2006). 

Sample set B consists of 10 samples one of which was known to be positive 
(supplied 31 Mar 2008 without revealing which was the positive sample). 

Sample set C consists of: 

• 10 negative samples (data supplied 19 May 2005) 
• Set of 5 normal samples and one SS sample analysed by mass 

spectrometer MS-11 (data supplied 27 Feb 2006) 
• Set of 5 normal samples and one SS sample analysed by mass 

spectrometer MS-15 (data supplied 27 Feb 2006) 
• Another SS sample (data supplied 13 Apr 2005) 

Sample set D consists of 977 normal samples (analysed from 6 Oct 2005 to 17 
Nov 2005). 

(6.2.1 – Exploratory data analysis) 

The manual study considered the reports for 10 negative samples chosen at 
random from one batch (MS-15, 17 May 2005). 

(6.2.2 – Frequency of matching) 

A shell script called make_combined was written and used to process the short 
result files. 

(6.3 – Variation of retention time) 

A shell script called make_rrt was written and used to process the short result 
files. This calculates the RRT with the 2-minute adjustment for consistency with 
the values in the library. 

The diagram of the RRT window is based on the script file called 
QUAL_RPT.MAC. 

(6.4 – Similarity of chromatograms) 

The MDS plot in Figure 6.5 is an annotated version of that in Figure 3.6. 
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Appendix A 

The MDS plot in Figure 6.6 was generated using these commands: 

READ ../Data/19_10_06/287116V 
READ ../Data/19_10_06/287117V 
READ ../Data/19_10_06/287118V 
READ ../Data/19_10_06/287120V 
READ ../Data/19_10_06/287121V 
READ ../Data/19_10_06/287122V 
READ ../Data/19_10_06/287123V 
READ ../Data/19_10_06/287124V 
READ ../Data/19_10_06/287125V 
READ ../Data/19_10_06/287126V 
READ ../Data/19_10_06/287127V 
READ ../Data/19_10_06/287128V 
READ ../Data/19_10_06/287129V 
READ ../Data/19_10_06/287130V 
READ ../Data/19_10_06/287131V 
READ ../Data/19_10_06/287132V 
READ ../Data/19_10_06/287136V 
READ ../Data/19_10_06/287137V 
READ ../Data/19_10_06/287138V 
READ ../Data/19_10_06/287139V 
SIMILARITY 

and these MATLAB commands: 

similarity = csvread('D:\Documents and Settings\JHitchcock\My 
Documents\HFL\New Analysis\Copy of similarity.txt'); 

distance = similarity + transpose(similarity) + eye(20) 
distance = 1 - distance 
distance = sqrt(distance) 
mds(distance) 

The cluster analysis dendrogram in Figures 6.7 and 6.8 was produced by the 
MATLAB Statistics Toolbox with the command: 

dendrogram(linkage(pdist(distance))) 

AMDIS was run on “Analysis\Nov 2006 experiment\Generated by 

MassTransit\287116V.D” with these settings: Minimum match factor 60, simple 
analysis, scan direction high to low, HP files. 

(6.5.2 – Main experiment) 

For the main experiment the library searches were performed on 17 and 21 
November 2006. 

For the smaller experiment using sample set B, the component distance measures 
(Dcomp) between each sample were multiplied by 10000 and rounded to integers 
and then submitted to the Concorde (CPLEX) Travelling Salesman Problem 
solver at 

http://www-neos.mcs.anl.gov/neos/solvers/co:concorde/TSP.html 

on 18 June 2008. The total running time was 0.01 seconds, and the optimal tour 
returned was 3, 8, 16, 12, 11, 6, 15, 9, 13, 19, 3 (using the numbers that form part 
of the sample names). The library searches were performed on 14 July 2008. 
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Appendix A 

(6.5.3 – Effect of alignment) 

Sample set A. 

The component distance measures (Dcomp) between each sample were multiplied 
by 10000 and rounded to integers and then submitted to the Concorde (CPLEX) 
Travelling Salesman Problem solver at 

http://www-neos.mcs.anl.gov/neos/solvers/co:concorde/TSP.html 

on 11 June 2008. The total running time was 0.02 seconds, and the optimal tour 
returned was 1, 12, 14, 2, 17, 19, 16, 3, 9, 10, 7, 6, 8, 11, 5, 18, 14, 4, 20, 13, 1. 
The library searches were performed on 14 July 2008. 

(6.5.4 – Effect of scaling) 

Sample set A. The library searches were performed on 14 July 2008. 

(6.5.5 – True matches) 

Sample set B, SAMPLE19. The library searches were performed on 14 July 
2008. 

The mass spectrum plots were produced using AMDIS version 2.63. 

Figure 6.15 shows scan 1545 of SAMPLE19 (the chromatographic peak for m/z 
423 at 10.433 minutes). 

Figure 6.16 shows a spectrum of SAMPLE19 after the scaled subtraction of 
SAMPLE3 with base-peak scaling. It is a manually selected subtraction of scan 
1495 (the chromatographic peak for m/z 423 at 10.433 minutes) minus scan 1491 
(the start of that peak at 10.417 minutes). 
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B.1 Invocation 

correlate [commandfile] 

It is important to set the current folder before running the program, because all 
filenames are relative to the current folder. 

The program reads commands from commandfile. Default is commands.txt. 

B.2 Commands 

# comment 

Any command line starting with a hash sign is ignored. 

OPTION MINMZ n 

Set the minimum m/z value that is allowed in the data. Default is 40. 

OPTION MAXMZ n 

Set the maximum m/z value that is allowed in the data. Default is 550. 

OPTION MARKER mz rt 

Specifies an internal marker with a given m/z value and standard retention time (in 
minutes). The retention times will be adjusted so that the highest peak in the ion 
chromatogram for the given m/z value is given the standard retention time. This 
affects the output of the RESIDUALand DISTANCEcommands. 

OPTION QUANT 

Specify the use of a quantitative similarity measure that does not ignore 
differences in compound concentrations. This affects the output of the 
SIMILARITY command. 

OPTION FRACTIONAL 

Specify the use of fractional scan numbers for greater alignment accuracy. This 
only affects the calculation of quantitative similarity (Squant). 

OPTION MISALIGN n 

Specifies that after alignment, the result is deliberately impaired by adding n 
scans to the start and end points for the first sample, and subtracting n scans to the 
start and end points for the second sample. 

OPTION SCALING [AVERAGE | BASEPEAK] 

Specify the type of scaling to be used. This affects the output of the RESIDUAL 
command. Default is BASEPEAK. 

B-1 



  

  

  

                
                

     

 

           
            

 

            
         

 

          
         

   

            
       

  

           

   

            
           

 

            
  

 

           
  

 

               
         

 

             
       

 

           

Appendix B 

READ filename 

Read a GC/MS data file that is in text format. The program adds the extension 
“ .txt” to the specified filename. Up to 30 chromatograms can be read in, and they 
are numbered starting at 1. 

BASELINE 

Perform simple baseline removal on each of the chromatograms (subtracting the 
minimum abundance for each m/z value within each block of 20 scans). 

SIMILARITY 

Generate a matrix of similarity values (Scomp or Squant) 
chromatograms, and output it to a file called similarity.txt 

between pairs of 

DISSIMILARITY 

Generate a matrix of dissimilarity values (Dcomp2) 
chromatograms, and output it to a file called similarity.txt 

between pairs of 

SCAN c s 

Output the mass spectrum (m/z and abundance values) from scan s of 
chromatogram c to a file called scan.txt 

TIC chromatogram 

Output TIC values from one chromatogram to a file called tic.txt 

CORRELATE c1 c2 

Compute the similarity (S) values between the scans of chromatogram c1 and 
those of chromatogram c2 . This becomes the current correlation matrix. 

IMAGE 

Output the current correlation matrix as a bitmap in a file called 
name1+name2.bmp 

MATRIX 

Output the current correlation matrix as a comma separated file called 
EXCELname1+name2.txt 

ALIGN 

Find the best line of alignment in the current correlation matrix. This allows the 
PARALLEL, ALONG, DISTANCEand RESIDUALcommands to be used. 

PARALLEL 

Compute total correlation along lines that are parallel to the best alignment, and 
output them to a file called total_cor.txt 

ALONG 

Output correlation along the best alignment to a file called alignment_cor.txt 
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Appendix B 

DISTANCE 

Output a distance report containing values along the best alignment to a file called 
distancename1–name2.txt 

Each line of the file contains: 
• scan number of the first sample 
• scan number of the second sample (this is the result of the alignment) 
• retention time in minutes (for the first sample) 
• sum of squares for the scan in the first sample 
• sum of squares for the scan in the second sample 
• the contribution to Dcomp from that scan 
• the contribution to Dquant from that scan 
• the similarity value (S) for that scan of the two samples 
• the distance value (D) for that scan of the two samples 

REPORT 

Output a report of how many times each offset has been used when finding the 
most similar scan within the “wiggle room” to the standard error stream. 

RESIDUAL 

Subtract the two chromatograms which were used to create the current correlation 
matrix, and output the resulting chromatogram to a file called name1–name2.txt 

B.3 Usage 

The option commands should only be used at the start of the file before any data is 
read in. For example: 

OPTION MAXMZ 999 
OPTION SCALING AVERAGE 
READ ../Data/19_10_06/287116V 
READ ../Data/19_10_06/287117V 
SIMILARITY 
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Appendix C 

Table C.1: Match counts from main experiment 

Sample 
name Subtrahend 

Match 
count 

without 
subtraction 

Match 
count 
after 

subtraction 

Reduction 
in match 

count 

A/1 e A/2 e 5 4 1 
A/1 e A/3 c 5 10 -5 
A/1 e A/4 c 5 8 -3 
A/1 e A/5 c 5 12 -7 
A/1 e A/6 c 5 9 -4 
A/1 e A/7 c 5 7 -2 
A/1 e A/8 c 5 8 -3 
A/1 e A/9 c 5 5 0 
A/1 e A/10 c 5 11 -6 
A/1 e A/11 c 5 5 0 
A/1 e A/12 e 5 7 -2 
A/1 e A/13 e 5 4 1 
A/1 e A/14 e 5 6 -1 
A/1 e A/15 e 5 4 1 
A/1 e A/16 e 5 4 1 
A/1 e A/17 e 5 5 0 
A/1 e A/18 e 5 6 -1 
A/1 e A/19 e 5 3 2 
A/1 e A/20 e 5 3 2 
A/2 e A/1 e 4 4 0 
A/2 e A/3 c 4 2 2 
A/2 e A/4 c 4 5 -1 
A/2 e A/5 c 4 6 -2 
A/2 e A/6 c 4 6 -2 
A/2 e A/7 c 4 2 2 
A/2 e A/8 c 4 3 1 
A/2 e A/9 c 4 2 2 
A/2 e A/10 c 4 4 0 
A/2 e A/11 c 4 6 -2 
A/2 e A/12 e 4 2 2 
A/2 e A/13 e 4 4 0 
A/2 e A/14 e 4 5 -1 
A/2 e A/15 e 4 4 0 
A/2 e A/16 e 4 3 1 
A/2 e A/17 e 4 5 -1 
A/2 e A/18 e 4 4 0 
A/2 e A/19 e 4 4 0 
A/2 e A/20 e 4 2 2 
A/3 c A/1 e 6 7 -1 
A/3 c A/2 e 6 3 3 
A/3 c A/4 c 6 3 3 
A/3 c A/5 c 6 3 3 
A/3 c A/6 c 6 0 6 
A/3 c A/7 c 6 2 4 
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Sample 
name 

Subtrahend 

Match 
count 

without 
subtraction 

Match 
count 
after 

subtraction 

Reduction 
in match 

count 

A/3 c A/8 c 6 2 4 
A/3 c A/9 c 6 1 5 
A/3 c A/10 c 6 2 4 
A/3 c A/11 c 6 1 5 
A/3 c A/12 e 6 1 5 
A/3 c A/13 e 6 2 4 
A/3 c A/14 e 6 3 3 
A/3 c A/15 e 6 1 5 
A/3 c A/16 e 6 1 5 
A/3 c A/17 e 6 1 5 
A/3 c A/18 e 6 2 4 
A/3 c A/19 e 6 2 4 
A/3 c A/20 e 6 2 4 
A/4 c A/1 e 3 4 -1 
A/4 c A/2 e 3 1 2 
A/4 c A/3 c 3 1 2 
A/4 c A/5 c 3 5 -2 
A/4 c A/6 c 3 1 2 
A/4 c A/7 c 3 1 2 
A/4 c A/8 c 3 1 2 
A/4 c A/9 c 3 1 2 
A/4 c A/10 c 3 3 0 
A/4 c A/11 c 3 1 2 
A/4 c A/12 e 3 3 0 
A/4 c A/13 e 3 1 2 
A/4 c A/14 e 3 1 2 
A/4 c A/15 e 3 2 1 
A/4 c A/16 e 3 2 1 
A/4 c A/17 e 3 1 2 
A/4 c A/18 e 3 1 2 
A/4 c A/19 e 3 1 2 
A/4 c A/20 e 3 1 2 
A/5 c A/1 e 3 2 1 
A/5 c A/2 e 3 3 0 
A/5 c A/3 c 3 1 2 
A/5 c A/4 c 3 2 1 
A/5 c A/6 c 3 2 1 
A/5 c A/7 c 3 0 3 
A/5 c A/8 c 3 2 1 
A/5 c A/9 c 3 4 -1 
A/5 c A/10 c 3 1 2 
A/5 c A/11 c 3 1 2 
A/5 c A/12 e 3 5 -2 
A/5 c A/13 e 3 2 1 
A/5 c A/14 e 3 3 0 
A/5 c A/15 e 3 5 -2 
A/5 c A/16 e 3 3 0 
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Sample 
name 

Subtrahend 

Match 
count 

without 
subtraction 

Match 
count 
after 

subtraction 

Reduction 
in match 

count 

A/5 c A/17 e 3 3 0 
A/5 c A/18 e 3 2 1 
A/5 c A/19 e 3 4 -1 
A/5 c A/20 e 3 5 -2 
A/6 c A/1 e 3 5 -2 
A/6 c A/2 e 3 2 1 
A/6 c A/3 c 3 2 1 
A/6 c A/4 c 3 3 0 
A/6 c A/5 c 3 1 2 
A/6 c A/7 c 3 1 2 
A/6 c A/8 c 3 3 0 
A/6 c A/9 c 3 1 2 
A/6 c A/10 c 3 2 1 
A/6 c A/11 c 3 1 2 
A/6 c A/12 e 3 2 1 
A/6 c A/13 e 3 2 1 
A/6 c A/14 e 3 2 1 
A/6 c A/15 e 3 1 2 
A/6 c A/16 e 3 1 2 
A/6 c A/17 e 3 1 2 
A/6 c A/18 e 3 2 1 
A/6 c A/19 e 3 1 2 
A/6 c A/20 e 3 2 1 
A/7 c A/1 e 4 4 0 
A/7 c A/2 e 4 2 2 
A/7 c A/3 c 4 2 2 
A/7 c A/4 c 4 2 2 
A/7 c A/5 c 4 2 2 
A/7 c A/6 c 4 2 2 
A/7 c A/8 c 4 2 2 
A/7 c A/9 c 4 2 2 
A/7 c A/10 c 4 1 3 
A/7 c A/11 c 4 1 3 
A/7 c A/12 e 4 2 2 
A/7 c A/13 e 4 3 1 
A/7 c A/14 e 4 4 0 
A/7 c A/15 e 4 3 1 
A/7 c A/16 e 4 1 3 
A/7 c A/17 e 4 1 3 
A/7 c A/18 e 4 3 1 
A/7 c A/19 e 4 1 3 
A/7 c A/20 e 4 2 2 
A/8 c A/1 e 7 3 4 
A/8 c A/2 e 7 2 5 
A/8 c A/3 c 7 3 4 
A/8 c A/4 c 7 3 4 
A/8 c A/5 c 7 1 6 
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Sample 
name 

Subtrahend 

Match 
count 

without 
subtraction 

Match 
count 
after 

subtraction 

Reduction 
in match 

count 

A/8 c A/6 c 7 2 5 
A/8 c A/7 c 7 1 6 
A/8 c A/9 c 7 2 5 
A/8 c A/10 c 7 2 5 
A/8 c A/11 c 7 1 6 
A/8 c A/12 e 7 2 5 
A/8 c A/13 e 7 4 3 
A/8 c A/14 e 7 3 4 
A/8 c A/15 e 7 2 5 
A/8 c A/16 e 7 3 4 
A/8 c A/17 e 7 2 5 
A/8 c A/18 e 7 2 5 
A/8 c A/19 e 7 2 5 
A/8 c A/20 e 7 6 1 
A/9 c A/1 e 3 4 -1 
A/9 c A/2 e 3 4 -1 
A/9 c A/3 c 3 4 -1 
A/9 c A/4 c 3 3 0 
A/9 c A/5 c 3 0 3 
A/9 c A/6 c 3 1 2 
A/9 c A/7 c 3 1 2 
A/9 c A/8 c 3 1 2 
A/9 c A/10 c 3 0 3 
A/9 c A/11 c 3 1 2 
A/9 c A/12 e 3 3 0 
A/9 c A/13 e 3 3 0 
A/9 c A/14 e 3 4 -1 
A/9 c A/15 e 3 3 0 
A/9 c A/16 e 3 3 0 
A/9 c A/17 e 3 1 2 
A/9 c A/18 e 3 3 0 
A/9 c A/19 e 3 2 1 
A/9 c A/20 e 3 5 -2 
A/10 c A/1 e 5 1 4 
A/10 c A/2 e 5 1 4 
A/10 c A/3 c 5 3 2 
A/10 c A/4 c 5 2 3 
A/10 c A/5 c 5 0 5 
A/10 c A/6 c 5 1 4 
A/10 c A/7 c 5 1 4 
A/10 c A/8 c 5 1 4 
A/10 c A/9 c 5 1 4 
A/10 c A/11 c 5 0 5 
A/10 c A/12 e 5 0 5 
A/10 c A/13 e 5 3 2 
A/10 c A/14 e 5 2 3 
A/10 c A/15 e 5 3 2 
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Appendix C 

Sample 
name 

Subtrahend 

Match 
count 

without 
subtraction 

Match 
count 
after 

subtraction 

Reduction 
in match 

count 

A/10 c A/16 e 5 2 3 
A/10 c A/17 e 5 2 3 
A/10 c A/18 e 5 2 3 
A/10 c A/19 e 5 2 3 
A/10 c A/20 e 5 2 3 
A/11 c A/1 e 4 3 1 
A/11 c A/2 e 4 4 0 
A/11 c A/3 c 4 2 2 
A/11 c A/4 c 4 2 2 
A/11 c A/5 c 4 2 2 
A/11 c A/6 c 4 1 3 
A/11 c A/7 c 4 1 3 
A/11 c A/8 c 4 1 3 
A/11 c A/9 c 4 2 2 
A/11 c A/10 c 4 0 4 
A/11 c A/12 e 4 4 0 
A/11 c A/13 e 4 5 -1 
A/11 c A/14 e 4 2 2 
A/11 c A/15 e 4 3 1 
A/11 c A/16 e 4 2 2 
A/11 c A/17 e 4 3 1 
A/11 c A/18 e 4 3 1 
A/11 c A/19 e 4 4 0 
A/11 c A/20 e 4 3 1 
A/12 e A/1 e 4 5 -1 
A/12 e A/2 e 4 3 1 
A/12 e A/3 c 4 1 3 
A/12 e A/4 c 4 1 3 
A/12 e A/5 c 4 1 3 
A/12 e A/6 c 4 1 3 
A/12 e A/7 c 4 1 3 
A/12 e A/8 c 4 1 3 
A/12 e A/9 c 4 2 2 
A/12 e A/10 c 4 2 2 
A/12 e A/11 c 4 0 4 
A/12 e A/13 e 4 1 3 
A/12 e A/14 e 4 1 3 
A/12 e A/15 e 4 1 3 
A/12 e A/16 e 4 1 3 
A/12 e A/17 e 4 1 3 
A/12 e A/18 e 4 1 3 
A/12 e A/19 e 4 1 3 
A/12 e A/20 e 4 1 3 
A/13 e A/1 e 4 4 0 
A/13 e A/2 e 4 3 1 
A/13 e A/3 c 4 1 3 
A/13 e A/4 c 4 2 2 
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Appendix C 

Sample 
name 

Subtrahend 

Match 
count 

without 
subtraction 

Match 
count 
after 

subtraction 

Reduction 
in match 

count 

A/13 e A/5 c 4 1 3 
A/13 e A/6 c 4 1 3 
A/13 e A/7 c 4 0 4 
A/13 e A/8 c 4 0 4 
A/13 e A/9 c 4 1 3 
A/13 e A/10 c 4 1 3 
A/13 e A/11 c 4 1 3 
A/13 e A/12 e 4 1 3 
A/13 e A/14 e 4 1 3 
A/13 e A/15 e 4 1 3 
A/13 e A/16 e 4 1 3 
A/13 e A/17 e 4 3 1 
A/13 e A/18 e 4 2 2 
A/13 e A/19 e 4 1 3 
A/13 e A/20 e 4 1 3 
A/14 e A/1 e 5 4 1 
A/14 e A/2 e 5 4 1 
A/14 e A/3 c 5 2 3 
A/14 e A/4 c 5 2 3 
A/14 e A/5 c 5 4 1 
A/14 e A/6 c 5 1 4 
A/14 e A/7 c 5 1 4 
A/14 e A/8 c 5 2 3 
A/14 e A/9 c 5 2 3 
A/14 e A/10 c 5 4 1 
A/14 e A/11 c 5 2 3 
A/14 e A/12 e 5 2 3 
A/14 e A/13 e 5 2 3 
A/14 e A/15 e 5 2 3 
A/14 e A/16 e 5 2 3 
A/14 e A/17 e 5 2 3 
A/14 e A/18 e 5 2 3 
A/14 e A/19 e 5 2 3 
A/14 e A/20 e 5 2 3 
A/15 e A/1 e 3 5 -2 
A/15 e A/2 e 3 2 1 
A/15 e A/3 c 3 0 3 
A/15 e A/4 c 3 2 1 
A/15 e A/5 c 3 2 1 
A/15 e A/6 c 3 2 1 
A/15 e A/7 c 3 5 -2 
A/15 e A/8 c 3 1 2 
A/15 e A/9 c 3 1 2 
A/15 e A/10 c 3 2 1 
A/15 e A/11 c 3 1 2 
A/15 e A/12 e 3 1 2 
A/15 e A/13 e 3 1 2 
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Appendix C 

Sample 
name 

Subtrahend 

Match 
count 

without 
subtraction 

Match 
count 
after 

subtraction 

Reduction 
in match 

count 

A/15 e A/14 e 3 1 2 
A/15 e A/16 e 3 2 1 
A/15 e A/17 e 3 1 2 
A/15 e A/18 e 3 1 2 
A/15 e A/19 e 3 1 2 
A/15 e A/20 e 3 0 3 
A/16 e A/1 e 4 3 1 
A/16 e A/2 e 4 2 2 
A/16 e A/3 c 4 2 2 
A/16 e A/4 c 4 2 2 
A/16 e A/5 c 4 3 1 
A/16 e A/6 c 4 3 1 
A/16 e A/7 c 4 2 2 
A/16 e A/8 c 4 2 2 
A/16 e A/9 c 4 2 2 
A/16 e A/10 c 4 3 1 
A/16 e A/11 c 4 3 1 
A/16 e A/12 e 4 4 0 
A/16 e A/13 e 4 2 2 
A/16 e A/14 e 4 5 -1 
A/16 e A/15 e 4 1 3 
A/16 e A/17 e 4 3 1 
A/16 e A/18 e 4 2 2 
A/16 e A/19 e 4 2 2 
A/16 e A/20 e 4 1 3 
A/17 e A/1 e 4 4 0 
A/17 e A/2 e 4 5 -1 
A/17 e A/3 c 4 4 0 
A/17 e A/4 c 4 2 2 
A/17 e A/5 c 4 2 2 
A/17 e A/6 c 4 3 1 
A/17 e A/7 c 4 3 1 
A/17 e A/8 c 4 4 0 
A/17 e A/9 c 4 2 2 
A/17 e A/10 c 4 3 1 
A/17 e A/11 c 4 1 3 
A/17 e A/12 e 4 2 2 
A/17 e A/13 e 4 3 1 
A/17 e A/14 e 4 1 3 
A/17 e A/15 e 4 1 3 
A/17 e A/16 e 4 1 3 
A/17 e A/18 e 4 1 3 
A/17 e A/19 e 4 0 4 
A/17 e A/20 e 4 1 3 
A/18 e A/1 e 2 2 0 
A/18 e A/2 e 2 1 1 
A/18 e A/3 c 2 1 1 
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Appendix C 

Sample 
name 

Subtrahend 

Match 
count 

without 
subtraction 

Match 
count 
after 

subtraction 

Reduction 
in match 

count 

A/18 e A/4 c 2 0 2 
A/18 e A/5 c 2 1 1 
A/18 e A/6 c 2 1 1 
A/18 e A/7 c 2 1 1 
A/18 e A/8 c 2 1 1 
A/18 e A/9 c 2 1 1 
A/18 e A/10 c 2 1 1 
A/18 e A/11 c 2 1 1 
A/18 e A/12 e 2 1 1 
A/18 e A/13 e 2 1 1 
A/18 e A/14 e 2 0 2 
A/18 e A/15 e 2 0 2 
A/18 e A/16 e 2 2 0 
A/18 e A/17 e 2 2 0 
A/18 e A/19 e 2 1 1 
A/18 e A/20 e 2 1 1 
A/19 e A/1 e 4 3 1 
A/19 e A/2 e 4 2 2 
A/19 e A/3 c 4 2 2 
A/19 e A/4 c 4 2 2 
A/19 e A/5 c 4 2 2 
A/19 e A/6 c 4 5 -1 
A/19 e A/7 c 4 3 1 
A/19 e A/8 c 4 2 2 
A/19 e A/9 c 4 3 1 
A/19 e A/10 c 4 3 1 
A/19 e A/11 c 4 2 2 
A/19 e A/12 e 4 2 2 
A/19 e A/13 e 4 1 3 
A/19 e A/14 e 4 1 3 
A/19 e A/15 e 4 2 2 
A/19 e A/16 e 4 2 2 
A/19 e A/17 e 4 2 2 
A/19 e A/18 e 4 2 2 
A/19 e A/20 e 4 2 2 
A/20 e A/1 e 1 3 -2 
A/20 e A/2 e 1 3 -2 
A/20 e A/3 c 1 2 -1 
A/20 e A/4 c 1 1 0 
A/20 e A/5 c 1 2 -1 
A/20 e A/6 c 1 3 -2 
A/20 e A/7 c 1 1 0 
A/20 e A/8 c 1 1 0 
A/20 e A/9 c 1 1 0 
A/20 e A/10 c 1 1 0 
A/20 e A/11 c 1 1 0 
A/20 e A/12 e 1 0 1 
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Appendix C 

Sample 
name 

Subtrahend 

Match 
count 

without 
subtraction 

Match 
count 
after 

subtraction 

Reduction 
in match 

count 

A/20 e A/13 e 1 0 1 
A/20 e A/14 e 1 1 0 
A/20 e A/15 e 1 1 0 
A/20 e A/16 e 1 1 0 
A/20 e A/17 e 1 2 -1 
A/20 e A/18 e 1 0 1 
A/20 e A/19 e 1 1 0 

TOTAL 1482 862 620 
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Appendix D 

GC/MS data reduction using retention time alignment and 
spectral subtraction 

Jon Hitchcock 1(Barber/Bordoli Candidate), Dayou Li 1, Carsten 
Maple 1, Malcolm Keech 1, Phil Teale 2, Simon Hudson 2 

1 University of Bedfordshire, 2 HFL Ltd 

The identification of chemical compounds in a complex mixture is a challenge. In the 
context of drug surveillance for the sporting world, large-scale screening of urine and 
blood samples is undertaken using methods such as GC/MS with low-resolution mass 
spectrometers that measure integer values of m/z ratio. 

The analysis of the GC/MS data can be automated using standard mass spectrometry 
software to detect peaks in the chromatograms and to search a library of mass spectra of 
known drugs. Because of noise and the presence of co-eluting compounds, the mass 
spectra are usually not exactly the same as those in the library. The match quality for a 
genuine match can be quite low, and the library search settings must be sufficiently 
sensitive so as not to miss positive samples. Therefore many false matches are reported 
for checking and validation by human analysts, and, since almost all the samples are 
negative, this process of checking is tedious, time-consuming and cost-inefficient. 

The usual technique to remove unwanted background is to subtract the spectrum of an 
adjacent scan of the same sample. Our proposed method instead subtracts the spectrum 
of a second similar sample. The intention is that any contributions from a substance 
common to the two samples will be eliminated, and that any substance that is in the first 
sample but not in the second will still be recorded in the subtracted dataset. Assuming a 
suitable second sample is available that does not contain banned substances, those that 
are present in the first sample can be more easily detected. 

The subtraction is applied to each scan of the test sample. For this to work, it is essential 
that retention times are precisely aligned so that a corresponding scan of the second 
sample can be chosen. Although many methods of alignment are described in the 
literature, simple linear alignment based on a correlation measure is found to be 
sufficient. It is also necessary to scale the spectra being subtracted to allow for 
differences between the two samples in the concentration of the common compounds. 

Subtracting a similar dataset will reduce the number of peaks to be considered, and our 
hypothesis is that a library search of the resulting dataset will produce a smaller number 
of false matches than the same library search applied to the original data. An experiment 
was carried out to test this and the number of false matches was indeed found to be 
reduced. The more similar the second sample was to the first, the better was the result. 
It was also verified that true matches of compounds of interest are still reported by the 
library search of the subtracted data. 
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